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Executive Summary
This document corresponds to the deliverable D3.2 of INSIGHT and details the progress achieved in the WP3 on
data collection and analysis. The WP3 is divided in five tasks: (1) Data Collection, (2) Data sharing infrastructure,
(3) Visually aided data exploration, (4) Spatial Statistics and (5) Spatial Networks Analysis. The description of the
results mimics this division by including a section per task preceded by a general overview of the WP progress
and completed with a final Section 6 on a collaborative effort involving several partners to analyse the
segregation of the migrant communities with ICT data. The main results obtained in WP3 are:












A data repository containing the datasets needed for the development of the data analysis and
visualization tasks of WP3 and subsequent WPs of the project has been built and shared between the
consortium partners. Once active, the data acquisition process and some of the data analysis effort will
be maintained beyond the date of this deliverable and until the end of the project.
An online visualization tool has been developed and tested in Task 3. This is a versatile software tool
relying on Javascript and MongoDB to handle and visualize different properties of heterogeneous
datasets including geographical information but also temporal sequences and categorical data. The tool
can be accessed from the Web site: http://www.viz2know.eu where some examples with visualizations
and visual analysis for population and mobility data from the four cities of the case studies are now
available. The users can login in the site and as part of the work in WP6 a platform will be developed to
upload datasets and analyse them à la carte.
A spatial multivariate analysis has been run on the data available in the city of Madrid, which was then
extended to the whole metropolitan region in order to obtain usable data to feed the MARS model
(WP4). The large amount of variables available at a very detailed spatial resolution allowed the modelling
of the spatial distribution of GDP with the use of Geographically Weighted Regression (GWR), which
allowed the identification of the different factors and their intensity across the study area.
A method to extract land use from non-conventional ICT data sources has been developed. The method
has been applied to cell phone records from the five most populated urban areas of Spain, including the
two largest cities Madrid and Barcelona that are part of the case studies. This method advances a
different approach to the standard land use measurement techniques usually obtained from surveys or
registers and measures directly the majority use the citizens are giving to the urban space. Even so, the
agreement with previous techniques such as the cadastral information is also tested and found to be high
despite the different nature of the sources and purposes of the collected information.
The use of non-conventional data sources is also explored in relation to the concentration of tourists in
the different areas of the cities. In this case, the photos uploaded in Panoramio are analysed as a proxy to
detect touristic hotspots in different cities including the four cases studies considered in INSIGHT.
The potential of online social networks as sources of information on urban population characteristics has
been also explored. In particular, the location and segregation or not of the immigrant communities have
been studied in different urban areas of the world including the four cities considered in INSIGHT by
analysing the language of Twitter messages.

Overall the results have met the expectations described in the proposal for the WP3, although part of the work
as the data collection and some analysis will continue until the closure of the project. The data and the results
obtained here are impacting the models developed in WP4, the integration of WP5, the visualization tools of
WP6 and in the case study analysis of WP7.
© INSIGHT Consortium
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1. General overview
The Work Package 3 (WP3) is a central piece within the project development plan. It has as main objectives the
collection and analysis of data concerning different aspects of land use and mobility in the four cities considered
in the case studies. The results of WP3 act as inputs for the subsequent work packages in at least two
dimensions: the first one is the provision of data to feed data-driven simulations and for the validation of the
modelling approaches that constitute the core of WP4 and WP5. In addition, the analysis of the case studies in
the WP7 also needs data as part of the simulation efforts as well as to set the baseline for what-if scenario
comparison in which the models will be used to explore the effect of different policies in in-silico experiments.
Within the WP3, the tasks are ordered in a temporal way. Tasks 1 and 2 cover the data collection and sharing
between the consortium partners. The detailed description of the sharing platform is included in the report
associated to deliverable D3.1., here it is provided only a summary. The data collection efforts will continue
along the full life of the project. The richness and variety of the datasets already available should ensure the
successful execution of the subsequent tasks and work packages. Task 3 takes a first step toward data analysis
by the development of tools able to visualize and contextualize in a geographical way different properties of the
data collected. These tools help in the work of the subsequent tasks on data analysis 4 and 5, and also mark the
lines along which the WP6 on visualization will advance. Tasks 4 and 5 have run in parallel with frequent
information exchanges and correspond to two complementary approaches to study the correlations between
spatial variables and their dynamics in urban systems. Both tasks have obtained satisfactory results, explained in
coming sections of this document. Their findings will be used as conceptual inputs for the modelling efforts in
WP4 and WP5. Besides the main tasks of the WP3, a collaboration between TRANSyT and IFISC has been
launched to analyse the location and temporal changes of migrant communities in the urban areas in the case
studies. Preliminary results of this work, which will continue beyond the life of the WP3, are included in the
section 6 of this manuscript.

© INSIGHT Consortium
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2. Data acquisition & sharing platform
The description of the database is provided in detail in the report accompanying D3.1. Datasets not subjected to
non-disclosure agreements are shared between all the partners of INSIGHT. The sharing platform is a repository
based at Palma de Mallorca, in the IFISC-UIB facilities. The access is carried out through the project web page, at
http://www.insight-fp7.eu, under the intranet button. The security is ensured by the request of username and
password and by the use of a HTTPS protocol (HTTP + SSL/TLS protocols). Additionally, it provides bidirectional
encryption of communications between a client and server. This protects the project repository against
eavesdropping and tampering with and/or forging the contents of the communication. Indeed, this protocol
offers a reasonable guarantee that one is communicating with the intended web site (as opposed to an
imposter), while the contents of communications between the user and site cannot be read or forged by an
external third party. Once a user has logged in, he or she remains in private URLs located under the fully
qualified domain ifisc.uib-csic.es. The X.509 certificate used by the private domain is a valid TERENA certificate
with high-grade security (256 bits).
Once inside, the user finds a link to the Data Repository under the name “Downloadable data”. This link leads to
a screen as the one shown in Figure 2.1, with the information of the different datasets and from where the files
can be downloaded. Downloads are encrypted by using a one direction encryption algorithm, SHA-256, which
prevents external agents from guessing the URLs to the files. The cryptographic hash function, SHA-256,
transforms an arbitrary set of data elements (the internal path to the file) into a single fixed length value. As an
example, the complete path to the file oystercard_2009.zip is converted to the string “bbe6be737bbed3093
902618ac4fc5b383c382f205df0275070501bccde702ede”.

Figure 2.1 Screenshot of the INISGHT data repository.

© INSIGHT Consortium
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2.1 Data organisation
The detailed list of the data available is in D3.1. The datasets are organized by cities, with one large category per
city in the case studies: Barcelona, London, Madrid and Rotterdam. Within each city, the datasets are further
divided into “Cartographic”, containing the main maps or GIS files of the city, “Land use” for activity
distributions and real estate prices, “Survey and Census” for population densities and mobility information as
extracted from surveys, “Transport” with information on the transport network and mobility structure and,
finally, “Twitter” with geolocated tweets in each of the four cities. The files containing the data are listed under
all these categories. Any user in the project can download the data files. The metadata information is provided
in the fourth column of the data repository page. This includes a series of characteristics such as date, origin of
the data, a short description, previous treatment (if any), format of the data, etc. The partner providing the data
is also mentioned to facilitate collaborations between partners, providers and analysers.

© INSIGHT Consortium
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3. Visually aided data exploration
3.1 Goals and scope of WP3.3
WP3.3 aims to identify non-trivial patterns and infer behavioural and interaction rules expressed by raw data
through the use of Information Visualisation and Visual Analytics techniques. In particular, the task focuses on
applying such techniques to gain insight into:





urban land usage and its evolution during the crisis;
public services coverage and usage;
daily (mobility) patterns and their evolution during the crisis;
demographic evolution/trends.

The work developed in WP3.3 has addressed the four main research questions defined for the task and has
covered the four cities involved in the project as case studies. The focus at each location has been on the
visually-aided exploration of relevant datasets with the potential to reveal patterns underlying local interaction
dynamics between housing, retail and public services.

3.2 Methods and procedures
From a methodological perspective, WP3.3 objectives were first approached by breaking down the research
questions mentioned above into suitable subsets of more detailed issues. Specific Visual Analyses (VAs) have
been developed in order to address these issues in an independent or combined manner as shown in Table
A2.1.
For the development of each Visual Analysis, the following definition-specification-implementation-evaluation
cycle has been put in place in accordance to the agile development principles (see Figure 3.1):
1.
2.
3.
4.

Fill in a new line in the VA Table and generate a first draft of requirements;
selection of a subset of requirements, functional specification and design;
implementation of new / modifications to existing functionalities;
feedback and functional validation;
agile principles: continuous delivery and feedback (5-7 working days)

Definition of
requirements

Functional
specification and
design

Implementation /
modifications

Feedback /
validation

Figure 3.1. Development cycle followed for the implementation of the visual analysis exercises
Finally, we conducted an empirical evaluation with human subjects to assess the effectiveness of the tools and
techniques implemented to support the visual analysis tasks they have been set up for. A detailed description of
both the experiments and their related results are provided in Section 3.5
Evaluation

© INSIGHT Consortium
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3.3 Visualisation platform
A web-based visualisation platform has been set up to provide a common framework for visualisations. It is
available at http://www.viz2know.eu and the access is currently restricted to consortium members, authorised
collaborators and the EC through the use of individual usernames and passwords. Open access to specific
visualisations could be granted after getting the required permissions from data owners. The functionalities and
main technical features of the visualisation platform are as follows.

Figure 3.2. General architecture of the visualisation platform
The visualisation platform encompasses three main components: the data module, the Database Management
System (DBMS) and the Content Management System (CMS). Its general architecture is shown in Figure 3.2. In
the remaining of this section we refer to this scheme to describe the interaction between its components and
their implementation details.

3.3.1 Data module
The main functionality of the data module is to support data loading from external sources. Without loss of
generality, there are typically two different types of data handled in WP3.3: the geometry files storing georeferenced features (such as spatial points of interest, lines and the polygons of regions); and the dataset files
to be processed and analysed in each case study.
The geometry files are mainly used for the visual representation of geographical features onto a map, since they
encode the topological primitives used to draw such elements. Beside these elements, geometry files could
include other kinds of useful data, such as IDs and/or geographical names of such primitives – used, for
instance, for reference purposes in both coding and showing information to the users - and raw data possibly
associated to those features. However, and in order to treat the geographical and data layers as two (logically)
independent layers, raw data are not generally stored alongside the geometries definition. Given the web
environment the visualisations are made for, the main reasons of this separation rely on both guaranteeing a
fast access to data during processing and speeding up the loading and drawing steps of all the geometry
elements. In general, all the visualisations retrieve geo-referenced elements from GeoJSON (“GeoJSON.org”)

© INSIGHT Consortium
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files, a geospatial data interchange structure based on JavaScript Object Notation (JSON, (“JSON.org”)). For
further details refer to Table A2.1.
As for the generic dataset files, they are the files storing raw data a visualisation deals with explicitly and usually
come in .CSV or .JSON format. In order to reduce the file size and in consequence the latency introduced by
data loading operations, the datasets are conveniently pre-processed off-line to fit the needs of each visual
analysis.
Highly dynamic visualisations, as well as those relying on large datasets, can take advantage of the DBMS
implemented by the visualisation platform. An increased performance is achieved in these cases by generating
queries containing only the information to be updated.

3.3.2 Database Management System
The Database Management System (DBMS) manages the access to the data that is stored in the MongoDB
database. With respect to a traditional approach in which data are loaded as (small) files, it provides faster
access, better performance and a more rational organization than loading directly all the datasets to the
visualisation, especially when dealing with large, complex or heterogeneous datasets and/or when a
considerable amount of queries are expected. Indeed, the DBMS deals only with the data that is required at
runtime (queries), avoiding the need to load all the datasets to be able to access specific data (and therefore
saving a significant amount of loading time). Nevertheless, in some case studies where a low volume of data is
used, datasets may be directly loaded omitting the use of the DBMS (Figure 3.3).

Figure 3.3. Data loading workflow implemented by the DBMS
The generic data loading workflow is summarized as follows:
A REST1 call (GET) is executed via JavaScript using AJAX when specific data is requested by users through the
web interface. AJAX implements a GET call sending several parameters that are received by the PHP module
that uses them to build a MongoDB query. First, the PHP module creates a connexion with MongoDB database.
If this connexion is successful, the query previously built is executed and MongoDB database returns the
required dataset that is stored in a JavaScript variable (through AJAX call) and ready to be used/showed on the
web interface.

1

REST (Representational State Transfer) relies on a client-server communications protocol for designing networked
applications that use simple HTTP requests to create/update data (POST), read data (GET) and delete data instead of using
complex mechanisms such as CORBA, RPC or SOAP to connect between machines. (Fielding & Taylor, 2000)

© INSIGHT Consortium
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3.3.3 Content Management System
The Content Management System (CMS) is the core of the visualisation architecture. Technically speaking, a
CMS is a system used to manage some content through a central interface from which it is possible to store,
control, revise, maintain and publish documentation in its broader meaning. Figure 3.4 depicts a general
scheme of the Joomla-based CMS integrated in our visualisation platform.

Figure 3.4. Joomla-based CMS and interactions with relevant components of the visualisation platform
The selection of Joomla has been motivated by the need to add functionalities to the default CMS behaviour in
order to cover the general and specific requirements defined for WP3.3 visualisations (see Section 3.4). Since
the visualisations have been implemented using HTML and JavaScript, a mandatory requirement of the CMS has
been the ability to interpret and manage these technologies, which in our design has been satisfied through the
use of Joomla additional extensions. This way, the development of web applications and the organization of the
content to be presented are greatly accelerated and facilitated, respectively. Additionally, we aim to take
advantage of the work in this phase to sketch up the definition of requirements and to test possible
functionalities for the visualisation platform to be developed in WP6. In this sense, Joomla provides a powerful
framework for the implementation of sophisticated add-ons or extensions that address our visual platform
requirements.
As shown in Figure 3.4, the CMS supports the overall content management process. This greatly simplifies,
rationally organizes and improves issues such as the supervision of the functionalities of the whole architecture,
or the handiness and convenience to insert new content (e.g. a new web page) that shares common features
with previous elements. Other relevant features provided by the CMS are access management tools enabling
the creation and assignment of user permissions and the capability to manage collaborative workflows.
The visualisation platform comprises six different components that use the CMS extensions listed before. In the
following of this section we go through each of these components, indicating how they are related to the CMS
extensions and the platform (see Figure 3.2 for a visual reference).

© INSIGHT Consortium
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JavaScript Code
All the system functions (e.g. data import, content adjustment, and access to MongoDB among others) are
implemented by using JavaScript code. In our architecture, there is a strong relationship with both the data
module and the DBMS. Indeed, through JavaScript coding it is possible to implement the policies for retrieving
the data needed for each visualisation as well as use the proper data structures to efficiently store and manage
them. In this sense, this explains the arrow (see Figure 3.2) connecting the JavaScript Code and Post-Processed
Data modules. On the other side, a second arrow establishes a relationship between JavaScript and the UI
Design modules, meaning that the user interaction interfaces have been programmed by using suitable
JavaScript libraries. Table A3.1 summarizes the main libraries used for the development.

Post-Processed Data
Raw data in the INSIGHT platform usually require a pre-processing step before being visualised. In this sense,
the aforementioned data modules are in charge of performing such task at different extent and degrees, with a
specific focus on both data logical organization (the DBMS) and data cleansing (i.e. performing suitable
procedures to identify and possibly correct incomplete, incorrect, missing, inaccurate or anomalous records)
with respect to the visualisation objectives. Even having all the data previously pre-processed, a post-processing
step is required too with a two-fold goal in mind. First of all, a practical issue is to allow data to fit the specific
formats required by the JavaScript libraries used (e.g. to represent data onto maps and charts, or optimize they
representation for indexing and retrieval purposes). Then, only the relevant information for the visualisation
purpose is wanted to save time (e.g. for both loading and processing data), bandwidth (e.g. larger datasets
require larger times and resources within web communications), and computational efforts. Indeed, and due to
the dynamic and real-time interactions that a user can perform in each visual analysis, this is the best way to
meet the visualisation requirements and achieve the pursued objectives.

UI Design
Particular attention has been devoted to the module responsible for the user interface as this is the central
node connecting data to the users. Indeed, both the way users interact with a web application and its general
look-and-feel are crucial to determine the success or failure of an online site. Generally speaking, the main
principles followed throughout the UI Design are simplicity, ease of use, homogeneity, clarity of presentation
and aesthetic appealing. Greater details are given in the following sections.

HTML Code
This module is responsible to collect and organize all the JavaScript files used throughout the Post-processing
and UI Design modules, thus generating the HTML5 – CSS3 pages with the corresponding visualisations.

Web Representation
Once obtained the HTML5/CSS3 code, the CMS is responsible for presenting the content by adapting it to both
the display device and its resolution. For this end, the visual content is plugged into a suitable, responsive
presentation template. Beyond this tailoring task, the template acts as a bridge to connect the CSM operational
layer (e.g. by guaranteeing the interactive functionalities or the database interface channels) with the content
to be visually represented. This way, the content is kept logically separated from the underlying architecture
and modification on each side (for instance for maintenance operations) should be transparent to the user and
do not interfere with the correct operation of the platform.

© INSIGHT Consortium
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Results
This module accomplishes the task of providing a graphical representation of both data and related results in
three different categories:
Maps: the best approach to efficiently show geo-referenced information is through maps because they provide
the geographical context required to connect (abstract) data features and their correct spatial context. Mapping
is therefore particularly appropriate to have a visual feedback throughout the whole process of spatial analysis.
Generally speaking, it is worth separating physical and digital map layers. In the first case, we refer to
traditional, cartographic representations describing the shapes and locations of different spatial elements
(typically geographical features) and/or administrative/political divisions (such as regions or neighbourhoods).
Being more precise, we refer to the electronic version of maps, usually made available through map providers
such as Google, Bing, and OpenStreet Maps. Beyond some style adjustment, these maps are usually not
alterable by typical developers, not being able to change the content shown on them. As such, they are not
suitable to depict data representation directly onto them. To overcome this problem, digital maps are
introduced as an overlay on the top of physical maps. In the context of this document, a digital map is intended
as a representation of some geographical or administrative features conveniently encoded into a format
gathering both spatial and non-spatial attributes. In this case, the feature shapes are usually represented
through collections of basic, graphical units (such as points, lines and polygons), whereas the associated data
come into well-formatted, textual data structures. Choropleth maps approach is normally used to represent the
datasets, that is, data values corresponding to the current selected variable and user visualisation options are
encoded by a suitable colour scale which is used to fill the ROI’s areas.
Charts: charts are another, very popular way to visually depict data, in which they are encoded by graphical
symbols (e.g. bar, lines, and points). When representing data pictorially, the idea is to provide a suitable means
for easing the overall understanding of (large quantities) data as well as highlighting internal relationships
between different parts of data themselves. Since a pictorial representation is usually faster and more effective
to convey a message than presenting raw data through just alphanumerical characters, charts allow users to
improve both their visual thinking and analytical capabilities. As such, the human perceptual mechanism and
the fundamental laws governing it (as described, for instance, through the Gestalt Theory) play a very
prominent role in inferring meaning, gaining insight and acquiring new knowledge from pictures and graphics in
general. There is a wide variety of charts created to such extent. The choice of the right chart to show
information depends on several factors but mainly on the kind of data to represent and the objectives of the
representation. Generally speaking, the visualisations developed in WP3.3 mainly rely on bar and line charts,
parallel coordinates and scatter plots. More detailed are given in the following sections. In order to have a
global picture of the complex landscape of charts and plots, please refer to Tufte’s seminal book about the
science of visually presenting quantitative information (Tufte et al., 1983).
Textual information: Even if chart representations of data are far better than text to exhibit data information,
textual depictions are useful too as a means to integrate and annotate data themselves. Thus, punctual
information (for instance, a specific data value associated to a geographical feature) is shown on-demand by
mean of tooltips and tables, in order to provide a more accurate context to the user during his interaction with
visualisation elements. This way, we intended to help the user’s overall comprehension of data and strengthen
his observations, comparisons and decisions making process.
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3.4 Exploratory data visualisations
Implementation details are given in the following sections, according to the VAs that have been briefly
described in ¡Error! No se encuentra el origen de la referencia..

3.4.1 VA1: Population location dynamics in Barcelona
Case study
The distribution of population in urban areas along the day is of high interest for policy-makers and private
sector since this information can be used for decision-making. There are different methods that can be used to
estimate the number of people in a certain area (e.g. surveys, counting people in a specific area, etc). However,
these methods are usually expensive and time consuming. In this case study we aim to estimate the number of
people in a certain area using mobile phone data. The dataset used to estimate population distribution is a set
of Call Detail Records (CDRs) that provide spatio-temporal information each time they make or receive a call.
The dataset of this study comprises 3 months of CDRs in the Metropolitan Region of Barcelona and accounts for
around 5.300 million calls. The precision when calculating the position of one person depends on the density of
Base Transceiver Towers (BTS).

Objectives
The main objective of this visualization is to provide a friendly interaction tool to facilitate the analysis of the
dynamics of population along the day. In particular VA1 aims to represent in a usable way the total people
density of every EMQ062 zone (in the following EMQ) estimated from mobile phone calls from September to
November 2009. Thanks to the CDRs, it is possible to estimate the amount of people in an area within an instant
of time. In addition, the data are divided by hourly intervals, so observations on density variations along one
day can be made. Moreover, another pursued objective is the ability to infer differences between zones and
dates. Thereby the user needs to be provided with a tool to locate areas with a large volume of people or even
to detect/characterise zones depending on density variations (industrial areas, residential, etc.). To deal with
the necessity of locating geographically the EMQ zones and represent people density at the same time, the
visualization makes use of a map representation of the Barcelona Metropolitan Region. Besides, this has been
complemented by the use of suitable charts and textual panels to observe more detailed information.
In the following subsections further details about visualization features and requirements for the
aforementioned objectives are conveniently described.

2

The EMQ06 zones appear following the Everyday Mobility Survey 2006 that arose as an agreement between the
Territorial Planning and Public Works Department of Cataluña and the Metropolitan Transport Authority (“Institut d’Estudis
Regionals i Metropolitans de Barcelona IERMB to update the collected data in the two previous editions (1996-2001) and
extend its territorial scope to region of Cataluña.
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Data
For this case study, the Database Management System (DBMS) is used to load all datasets (geographic and
people density data) from the database server. This study deals with the estimation of the number of people in
a certain area using mobile phone data. The dataset used to estimate population distribution is a set of Call
Detail Records (CDRs). CDRs provide spatio-temporal information of the user each time the user is
making/receiving a call. The dataset of this study comprises 3 months of CDRs covering all Spain and accounting
for around 5.300 million of calls. The precision of the position of the user depends on the density of Base
Transceiver Towers (BTS), the higher the better. The main objective of this visualization is to provide a friendly
interaction tool facilitating the analysis of the dynamics of the population along the day.
These datasets are stored in the MongoDB database and requested via REST calls (see Section 3.3.2
Database Management System’ for a more detailed description) only when the visualisation is loaded
for the first time or whenever the web content is refreshed by the user. For further updates triggered by the
user interactions (e.g. the chart board or the time slider controller), a unique request to the MongoDB database
is queried to get the corresponding people density dataset.

Implementation
For the correct understanding of the visualization functionalities, it is advisable to describe the points in the
implementation that differs from the rest of visualizations and determine the proper functioning of the tool.
With this purpose and to facilitate the document reading, the implementation has been divided according to
the most characteristic visualization modules namely Left Filter Panel, Map representation, Right chart panel,
Legend and Time slider controller (see Figure 3.5 to check location within the screen and indexing).

1

2

4

3

5
Figure 3.5. VA1 modules

1. Left Filter Panel. The Left Filter Panel is responsible for providing the user a way to select and filter the data
displayed on the map and the Right Chart Panel. To fulfil this requirement, the panel provides two date pickers
to choose the time ranges to visualize as shown in Figure 3.6. A radio button selector enables to select which
date to represent on the map and also compute the difference for the comparison scenario. In order to
maintain the homogeneity throughout the visualization, any changes or selection by the user in the Left Filter
Panel have an effect on the rest of modules and panels.
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Figure 3.6. VA1 Left Filter Panel
2. Map representation. Using maps for the representation of information is on account to the necessity of
visualising a large amount of data related to a considerable number of EMQ zones. Since the first objective is to
display the people density throughout the metropolitan region, the map has been placed as the main element
of the visualization, emphasizing its size over other modules.
Depending on the date and hour selected, each EMQ zone is coloured according to their density value. In any
case, six quartiles are defined to represent densities, and then for each area a colour is assigned depending on
its quartile interval, thus generating a sequential choropleth map where the user can rapidly check the
differences. By default, orange colours are used for the representation of densities on the map. This scheme
changes when the user decides to make a comparison of densities between two different time instants: orange
colours for the date used as the basis for comparison and blue colours for the other. In the comparison
scenario the pattern is changed to a divergent green to brown choropleth, where green tones represent
positive values and brown tones negative ones.

Figure 3.7. Map representation and tooltips
In addition to display densities on the map using the choropleth map, the user can observe the data of a specific
EMQ zone by highlighting (“mouse-over” event) the area and displaying a tooltip with all the information.
Similarly, the user also can make a comparison between two zones, showing two tooltips, by selecting (“mouse
clicking” event) a zone and then highlighting another one.
3. Legend. In order to filter the data on the map and reduce the amount of information displayed, an interactive
legend has been implemented where the user can select which quartiles to visualise (by clicking on the “eye”
icon), hiding the remainder zones. The legend values are updated whenever the user changes the time instant
or the type of representation: Date 1, Date 2 or Difference.
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Figure 3.8. VA1 legends
4. Right Chart Panel. To display the results in a friendly way and help the user interpret the data, a panel with
different kind of charts has been included. Bar graphs are used in VA1 to represent the population density along
the selected day in the Left Filter Panel.

Figure 3.9. VA1 Right Chart Panel
As shown in Figure 3.9, the chart has two different elements: the first one is a bar chart where the horizontal
axis represents the hourly time ranges for the selected day and the vertical axis measures the amount of people
for every time slot. The second element is a line chart that has been obtained by computing the hourly average
of all the weekdays (coincident with the date under analysis). Therefore the distance between the median line
and the bar chart determines the degree in which the analysed date is within the weekday average.
When the user selects the option “Difference” in the Left Filter Panel, the chart is changed to visualize the
results more efficiently. In this sense, the Y-axis includes negative values thus making easier to distinguish which
samples (for “Date 2”) are greater or lower than the comparison reference (“Date 1”). Moreover, the chart
panel displays tooltips when highlighting any element to access the related numeric values.

Figure 3.10. VA1 Difference Chart
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5. Time slider controller. Finally, the visualization provides, through the use of a slider, the ability to move
through the time ranges and update the representation of people density on the map.

Figure 3.11. VA1 Time slider
In addition to be able to manually cycle through the different time ranges, the user can also play an animation
where every two seconds the data relative to the next hour during the selected day is loaded and updates all
the relevant VA1 panels and modules.
Alternatively and when a region has been selected on the map, the user is allowed to change between current
hour intervals by clicking the correspondent bar in the Right Chart Panel.

3.4.2 VA2: Socio-demographic and economic activity evolution in Madrid over the
economic crisis
Case study
The aim of this visualisation is to create a tool enhancing the visual identification and preliminary analysis of
potential spatio-temporal correlations of socio-demographic and retail activity data. In particular, such data
refer to the Madrid Metropolitan Region (depicted in Figure 3.12) and span a period of 15 years, from 2001 to
2015. These datasets are particularly interesting in the context of the INSIGHT project because they could help
to detect and highlight potential urban problems and threats over the course of the current economic crisis in
the European Union. In this sense, the two major research axes identified to focus the visualisation study
comprise the analysis of both the demographic evolution and the socio-economic consequences of the crisis on
the employment and the production units. In the former case, the interest is driven towards issues such as
population variations by age and/or gender; identification of gentrification processes; and evolution of
immigrants/emigrants flows. Instead, the latter case mainly deals, on one hand, on characterizing
(un)employment processes according to several points of view (e.g. (un)employment rates and figures, age and
gender groups mainly affected, and temporal profile of the number of registered employees) and on the other
side, on understanding the evolution of economic and social production units affecting either childhood
education (e.g. nurseries and elementary schools) or retail commerce (e.g. by taking into account
pharmaceutical activities).

Figure 3.12. Representation of Madrid Metropolitan Region divided in districts
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Objectives
In the context of the VA2, the set of objectives to achieve are summarized in the following list:
1. Provide a scalable visual application/interface for the visual inspection of data coming from different
sources. Besides the current supported datasets, the VA should be robust and scalable enough to easily
include further potential datasets to be considered for future purposes and extensions;
2. Perform the analysis under different spatial scales (layers) within the Madrid Metropolitan Region (e.g.
district and census regions);
3. Whenever necessary and depending on the current visualization layer, provide functionalities to
efficiently perform spatial data aggregation operations;
4. Simultaneously visualise the temporal evolution of data for any kind of datasets (i.e. with different
sources and time range spans), to be able to evaluate value differences and/or find possible temporal
correlations.

Data
As previously introduced in the case study description, the datasets used for visualisation and analysis purposes
can be grouped under two distinct categories:
1. Socio Demographic Data – obtained from the Statistical Institute of Madrid (“INE Madrid”);
2. Economic Activity Data – obtained from the Directory of Economic Activities (“Directorio de Actividad
Económica de la Comunidad de Madrid”).
These datasets share a common, tabular structure where each row represents a specific geographical /
administrative area (e.g. census region), whereas each column corresponds to a variable of interest. For the
sake of interoperability and consistent accessibility, regions are referred by a unique and official geographical
code. For the same reasons, variable names are unique across datasets in order to not raise any name conflict
when accessing a certain value in any table. This general scheme can obviously ensure safe insertion of new
datasets and system scalability, if it is shared across different datasets.

Implementation
As previously stated, this VA gives to the users the capability of comparing variables across datasets through
their representation onto a map and in suitable charts.
Figure 3.13 shows the layout of the visualisation and highlights the position of the most important components
within the screen. In the following subsections, a more detailed description for each of them is given in order to
portray their functionalities and purposes. The numbers in Figure 3.13 are used to index the subsections.
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Figure 3.13. General overview of VA2
1. Map. The map depicts the metropolitan area of Madrid and shows one out of two spatial layers currently
considered in this visualisation, namely census regions or districts. The user can switch between them by
selecting the corresponding option in the layer button on the upper left corner. When choosing a different
layer, all the visualisation content currently displayed is properly adapted to fit the new geographical scale.
In order to depict data values onto the map, we use the choropleth map approach. The information concerning
the colour scale currently in use is then depicted on the map legend, at the lower right corner of the screen.
The map is interactive: interaction is allowed by moving the mouse over (highlight) or clicking (selection) on any
ROI. Depending on the type of action performed, the border of the active region – the one pointed out by the
mouse cursor - is coloured differently to stand out the difference. In this particular case, highlighted and
selected borders are black and orange respectively. The use of mouse events allows the user to actively explore
the map and gain different degree of information depending of the action undertaken. So, for instance, it is
possible to obtain textual information on a given ROI while passing over it, or make comparison between
highlighted and selected ROIs in the chart panel. For the sake of simplicity, the current version of this VA only
supports the selection of a ROI at a time.
The information panel where textual information is shown is displayed on the upper right corner and only when
a mouse over or click event is triggered. Otherwise, the information panel is kept closed while the Database and
Variable Selectors (see below) are shown. Figure 3.14 shows an example of how the information panel looks
like, in the case of a comparison between a selected (orange) and a highlighted (black) ROI’s for the given
visualisation variables under analysis. In particular, it is worth noting the difference column that performs an
explicit comparison of the two values: in particular, and according to the sign of the mentioned difference, the
corresponding table cell is coloured red or green (to stress out a negative or positive difference, respectively). In
case of any selected ROI but a highlighted one, the information tooltip displays a unique row containing the
information of the highlighted region only.
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Figure 3.14. Information tooltip showing differences between ROIs
Since the economic activity datasets are composed by geographical points referring the location of each
productive unit, the more natural way to represent such data on the map is through geo-referenced dots (or
markers). When showing these datasets, the layer button is updated to reflect the new condition and therefore
the corresponding list of features – such as those defined by CNAE codes in the previous section - is presented
to the user. Indeed that list implements filters to hide/show the corresponding categories of markers (see
Figure 3.15). On the other side, when the user clicks onto a marker on the map, additional information
concerning the selected unit is shown within a tooltip.

Figure 3.15. Filters for economic activity datasets and tooltip information
2. Database and Variable Selectors. At any moment of the visual exploration, the user is given the possibility to
set up the visualisation context by interactively choosing both which dataset and variable to study. These
components, which form the selection panels shown in Figure 3.16, are the entry point to the visual analysis
and allow a direct interaction with the data layers introduced in the platform architecture section.
The leftmost panel – called database selection panel – allows selecting the datasets to use in order to perform a
visual inspection. When selecting a specific dataset (under any category), the variable selection panel is
automatically updated and filled with the corresponding variables, as show in Figure 3.16. The border colour of
each dataset/variable is used as a guide or reminder throughout the visualisation components (e.g. charts,
textual tooltips and time slider controller) to highlight the information source the depicted data are taken from.

Figure 3.16. Database and variable selection panels in VA2
3. Time Slider Controller. The time slider controller plays a twofold role: first, it allows the user to set the right
temporal context (i.e. years) of the visualisation and, on the other hand, it can be used to play animations (and
therefore see how specific patterns are evolving along several years). Animations are triggered by well-known
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play / stop, forward and rewind buttons, as shown in Figure 3.17. An additional control, namely a time bar, is
used to give the user a wider context. As in the previous case, the time bar is fully interactive too and can be
used to jump to a specific year. All these controllers are contained in a panel whose title is updated to reflect
the selected variable on the map and time interval (by its name and colour).
As this VA considers several kinds of datasets with different time range intervals, an additional information tool
has been implemented on the time control to help the user to detect overlaps and missing information data. As
shown in Figure 3.17, there is one coloured bar for each dataset/variable whose width and position vary
according to the time range interval with information. The current context year is represented with a box that
shadows the aforementioned bars.

Figure 3.17. Time slider controller in VA2
Finally, depending on the selected variable to be represented on the map, the corresponding time range bar is
highlighted with a dotted border.
4. Visualisation Options Panel. The visualisation options panel is used to set the visualisation context
parameters by interacting with a set of buttons and dropdown lists as depicted in Figure 3.18. In this sense, the
user can decide how the information has to be displayed on both the map and other visual components.
Possible configurations arise by playing with the four setting widgets and their functionalities described in the
following:







Variable to show on map: it allows to switch between the visualisation context variables to be
represented on the map and previously selected through the variable selection panel;
Values format choice: it allows to choose whether to represent data on the map by "Absolute" values:
o "Relative to the ROI area": values are weighed taking into account the spatial region of the
selected ROI
o "Relative to the total number of observations of the datasets": ratio of the variable value at a
given ROI with respect to the total number of observations in the dataset.
Legend interval option: it is possible to decide on how the data would be grouped and then presented
to users. Two options are possible at the moment, that is:
o

"Fixed", where data of the visualised variable are first sorted in an ascending order and then
organized in a given number of intervals (e.g. 8) whose range has a fixed size;

o

"Quartiles", where data of the visualised variable are first sorted in an ascending order and then
organized to highlight their statistical distribution around the median value and possible
detection of (lower and upper) outliers

Lock current year: when active, current legend intervals for the selected year are locked (i.e. they do
not change if a different year is selected) to allow visual comparison between years (by interacting with
the time slider controller and observing ROI colouring differences). The map legend border is
highlighted in red when this functionality is switched on.
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Figure 3.18. Map visualisation options panel for VA2
5. Charts Panel. To help performing a visual analysis on the data, two different kinds of charts have been
implemented in VA2. The first chart is a parallel coordinate plot (PCP) that can be used to link variable values
from the same or different datasets and compare polyline patterns between ROIs. The second graph is a line
chart and is intended to make a temporal value comparison for any selected ROI on the map. The details for
both types of charts are given hereinafter.
Parallel Coordinates Plot (PCP)
The PCP consists of a set of vertical, parallel lines (one for each variable under analysis, also referred to as a
dimension) and a set of polylines (one per ROI) whose intersections with the vertical bars point out the values
assumed for any given dimension (taking into account the current visualisation year and ROI). By default, the
plot is drawn with the ROI codes ordered by the variable selected in the map visualisation (in a descending
order). Considering this ordering criterion, a red to blue pattern is used to colour each polyline. As shown in
Figure 3.19, variables are labelled with their code names. The variable depicted on the map is marked with a
note between brackets on the right side of the label itself. The user can observe at any time the description for
each label code by clicking the information button on the lower right corner.

Figure 3.19. General overview of the PCP for VA2

Figure 3.20. Comparison of ROIs on the PCP chart

Besides the context variables represented with their unique colour, other additional variables can be either
added or removed with the button-set (labelled with ‘+’ and ‘-‘ signs, respectively) on the upper right corner.
The number of variables that can be simultaneously shown is limited to 6 in order to avoid over plotting.
The events of interacting with the map (either by selecting or highlighting ROI’s) are represented on the PCP by
colouring the corresponding polylines in the same way, as shown in Figure 3.19. This allows making a visual
comparison between line patterns. In the same way, this selection can also be done directly on the chart by
moving the cursor or selecting the ROI code labels on the first column.
Finally, the PCP also includes the possibility to make a brushing selection by dragging the mouse on any of the
variables (represented by their vertical line axis). By this method, only the polylines falling inside the brushed

© INSIGHT Consortium

Page 26 of 208

D3.2 Analysis of Urban Location Patterns
Issue 1

area are highlighted, both on the PCP chart and visualisation map as shown in Figure 3.21. This is useful to filter
ROI’s by any value criteria and detect geographical behaviours on the map.

Figure 3.21. Selection of ROIs by brushing on the PCP chart
Line Comparison Chart
This chart is only available when a ROI (e.g. census region or district) is selected on the map interface. For these
events, the title of the chart is updated to show the code name of the selected ROI. As a result, the temporal
evolution of the ROI with respect to the context visualisation variables is displayed. The ‘X’ axis represents the
time in years (with the current visualisation year highlighted in red) and the ‘Y’ axis the corresponding absolute
values assumed

Figure 3.22. Example of a line chart in VA2
Figure 3.22 shows an example when selecting a district region on the map. The legend on the upper right corner
displays the current variables names (with its units between brackets). When clicking any of these, the
corresponding line on the chart is toggled (i.e. displayed or hidden) to better fit the available space to the
dimensions of the visible lines. Other ways to interact with the chart could be performed by mouse-hovering
the intersection points or clicking the time labels on the ‘X’ axis. In the former case, a tooltip pop-ups showing
some information, such as the exact value of the variable in the given year; in the latter case, a jump across
years is performed and all the visualisation elements are updated to reflect the new condition.

3.4.3 VA3: Observed vs. forecasted mobility patterns in Rotterdam urban zones
Case study
This visualisation aims to explore and analyse urban activities of people, referred to the Rotterdam
Metropolitan Region depicted in Figure 3.23. In particular, the case study focuses on the results generated by
Albatross – a learning based transportation oriented simulation system.
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According to the Albatross's authors (Arentze et al., 2004) long-term decisions, such as choice of residence,
choice of work and workplace, and purchase of transport modes exert a strong influence on possible activity
patterns. Furthermore, decisions regarding marital status, number of children, and the like, are irreversible or
require years to change, and hence have a strong impact on the number and kinds of activities that need to be
performed and the constraints that households face also influencing the discretional activities, reflecting an
assumed relationship between socio-demographic variables and lifestyle.

Figure 3.23. Rotterdam Metropolitan Region divided by postal codes

Objectives
The main objective of this visualisation is to provide a friendly interaction tool facilitating the analysis of the
dynamics of population along time. Considering the type of data available in the VA (e.g. observations, model
forecasts and scenarios) the main objective can be broken down into the following goals:




Explore observations between different time range intervals, for data exploration sake.
Compare observations vs. forecasts data obtained with Albatross with the purpose of performing a
model assessment.
Analyse for specific scenarios (Activity Duration, Travel Distance, Travel Times, etc.) the similarity and
differences to compare policy effects.

Data
Geographic data related to the Rotterdam Metropolitan Region and boundaries has been originally obtained
from Shape files and converted to the geoJSON format, so that they can be directly loaded by the Javascript
code of the VA. This file is afterwards used to generate an overlay choropleth map, divided in 4-digit postal code
areas (about 60 considering the city centre and its neighbourhood).
On the other hand, datasets obtained with the Albatross model system, are stored in a MongoDB database
along with other statistical values. In this sense, every time the visualisation needs to be updated, a unique
query with information regarding all postal code areas is built, thus optimizing the total number of accesses.
Originally, the data contained within the model simulator files has several particularities defined in the Table
A2.1.
Finally, to overcome the difference scenario in this case study and avoid real-time calculations on the client side,
an additional dataset has been pre-processed and included in MongoDB to be accessed similarly than the
former datasets.
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Implementation
As introduced in the case study description, VA for mobility patterns in Rotterdam is intended to explore data
related to two main datasets: observations and predictions. These have been obtained using the Albatross
transport simulator system. Taking into account this goal, the interface has been implemented to visualise
information in two separate ways. That is individually for each dataset considered and in a difference scenario
combining the results of both types of data.
Figure 3.24 presents the general layout and position of the main visualisation components shown to the user
when starting a visual analysis. A more detailed description of their functionalities is given in the next
subsections for each element, referring the indexes in the figure.

1

3

2

5
4
Figure 3.24. General overview of VA3 components
1. Map. The map depicts the metropolitan area of Rotterdam and shows an overlay layer divided by postal code
zones within the city centre boundaries. This layer is used throughout the analysis process as a choropleth map
to represent values given the current visualisation status (defined by the input parameter set in the control
room panel and the time range interval). A linear bluish colour pattern is used to highlight values from lower
(light blue) to highest (dark blue) for any variable and dataset considered.
Information on colour intervals for the choropleth map is displayed using the map legend panel, positioned on
the lower left corner of the screen. The panel title represents the variable currently shown on the map as well
as its measure units. Besides, this panel includes an optional setting option to set the type of intervals and
compute the related colour scale: absolute to define ranges of the same size between the minimum and
maximum values; and quartiles to consider a statistical distribution around the median value. The latest has
been enabled only under certain input configurations that are expected to show meaningful results using this
technique.
Using the postal code spatial layer, the user can highlight (by moving the mouse over) or select (by clicking)
ZOIs. As in other VAs these actions are addressed by reinforcing and colouring the border differently. As a
consequence, the selected ZOIs are used to observe concrete values and make comparisons (using the
corresponding tooltips for selected and highlighted regions).
As introduced in the implementation section, this VA considers the possibility to compute a difference scenario
for the current variable set. When choosing this last option (selecting the appropriate button on the control
room panel) the choropleth colour pattern is changed to a divergent colour brown-green scheme, to show
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differences from negative to positive respectively (see Figure 3.25). In any case, a grey colour is used for regions
where no data is available for the current time range and input parameters.

Figure 3.25. Colour pattern to represent differences between observations and predictions in VA3
2. Control room Panel. The control room panel is the starting point in the analysis process for VA3. It gives the
possibility to configure the current visualisation context in order to fetch the requested data in the database
and prepare the rest of components for the visualisation (mainly the map and chart board panel).

Figure 3.26. Control room panel in VA3
As shown in Figure 3.26, there are two main parts to set in the control room panel: the dataset sources and the
parameter inputs. Datasets determine which table to access when requesting data from the database
(observations, predictions or both if computing differences). The second part is used to get the user input
parameters for the visualisation and build the query to access the database through the DBMS. The order in
which parameters are selected in this panel is important as some of the options are only available depending on
the previous selection. Therefore, an index number has been included to guide the user in the selection process.
The following list gives a brief description of the input parameters set:






Scenario: or the context in which the analysis is undertaken (e.g. activity duration, travel distance,
travel time, etc.)
Variable: for the selected scenario, determines the set of fields to access in the database
Value: lists all the possibilities related to the selected variable
Flow way: either incoming to or outgoing from a ZOI.
Metrics: type of result obtained (e.g. total, mean, min. etc.) for the visualisation

Once all the parameters have been set, the user is suggested to press the “MAP IT!” button in order to build the
query to the DBMS, access the data and visualise the information. The button is only enabled when all inputs
are correctly selected and at any moment when there is a difference between any parameter and the current
visualisation status. This way, a disabled button is a symptom that suggests that there might some value still
missing or that the input set is already being visualised.
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3. Tooltip information. The tooltip information panels are closely related to the map interaction paradigm,
previously detailed in the corresponding subsection. It has a twofold functionality: to explore highlighted ZOI’s
values and also to make data comparisons between selected and highlighted ZOIs. Figure 3.27 depicts an
example of the aforementioned comparison for two ZOIs, where tooltips are being displayed on the left side of
the screen.

Figure 3.27. Tooltip comparison between selected and highlighted ZOIs in VA3
The information in these tooltips is arranged in a table layout that includes two different parts (divided by
horizontal parallel lines). The first one gives information about the pointed zone of interest (mainly the postal
code and name). The second part is a summary of the current parameter set that has been used to represent
values on the choropleth map and charts. Finally the requested information is presented, including postprocessing statistics (e.g. mean, median, maximum and minimum values).
4. Time slider controller. The time slider in Figure 3.28 allows the user to set the current hour range for the
visualisation. Due to the temporal nature of data, time ranges span in intervals of two hours, so that twelve
possibilities are selectable during the day. As in other temporal-dependant VAs, the controller provides a button
set to play animations and observe how data evolve in the choropleth map during the day (by checking the
colour variations) and in the charts for a specific selected zone.

Figure 3.28. Time slider controller in VA3
5. Chart board panel. For a selected ZOI in the map, the chart board panel provides two different types of
graphics that complement the analytical process: a bar chart and a scatter plot. The first is used to observe the
temporal evolution of data for the VA datasets. On the other hand, the scatter plot is aimed to allow a visual
comparison of the similarity of data, taking into account values from both tables.
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Figure 3.29. Chart board panel in VA3
The current time range selected in the time slider is represented in both charts by filling with a brighter colour
the corresponding graphic symbol (bar or point). Regarding this issue, the user is given two possibilities of
interaction: to highlight (by moving the mouse over) any symbol and see the correspondence between both
charts; and to select (by clicking) them in order to change the hourly time range of the visualisation in the same
way than the time slider. Further details of implementation for both types of chart are described in the
following subsections.
Bar chart
Having selected a ROI on the map, the bar chart displays, for each time range interval, one or two (side by side)
vertical bars. These correspond to the values observed in the datasets given the current parameter inputs.
Besides, the whole day mean line for each dataset is also provided as a reference of comparison (see upper
chart in Figure 3.29). By interacting with the radio buttons on the right side, the user can show/hide the related
dataset in order to visualise the bar set individually or side by side. This last action is independent of the
selected dataset option in the control room panel.
Scatter Plot
This chart represents each time range value with a circle, mapping its XY coordinates for the values observed in
the observations and predictions datasets. As shown in the lower part of Figure 3.29, observation values
correspond to the vertical axis whereas the horizontal axis maps values for prediction. The diagonal line across
the scatter plot is a reference for values with the same magnitude for both datasets. By observing the distance
of each symbol to the diagonal line, the users can check the similarity of data and see how close forecasted
values are to the reference observations.

3.4.4 VA4: Mobility flows in Barcelona
Case study
This visualisation aims to describe the mobility of residents within the Metropolitan Region of Barcelona, taking
into account the data from a set of Call Detail Records (already introduced in VA1). For this purpose, VA4 also
considers the EMQ06 zones (see description in 3.4.1) as the smaller spatial region of interest and studies flows
of people from a twofold perspective: type of day (weekday or holydays) and mode of transport (public and
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private). EMQ 2006 zones is meant to describe the mobility of the resident population over 4 years, both on
weekdays and holidays and go in depth in the subjective dimension of mobility of the population over 16 years.

Figure 3.30. EMQ zones in Barcelona Metropolitan Region, grouped by “comarcas”
Regarding the data collected from the survey, it is possible to obtain information about citizen’s behaviours and
movements. Moreover, data give information about the type of transport used, thus providing valuable inputs
for the design of both public transport and tourism services in areas having a considerable amount of
movements during holidays.

Objectives
The main purpose of the VA4 is to provide an interactive tool to perform visually aided investigation of people
flows (in the following also referred to as journeys) within the Metropolitan Region of Barcelona. In other
words, this visualisation is built to support the exploration of the information contained into a set of origindestination (OD) matrices to understand the mobility patterns hidden in there - through suitable, visual
feedbacks. In particular, the interest of this data visualisation is to highlight the geographical distributions of the
journeys and compare similarities and/or difference between several regions of interest.
Rather than mapping all possible flows between regions, this case study focuses on the visualisation from the
perspective of a single ROI. In this sense, the approach followed is to group all EMQ zones according to a
geographical criterion, that is, their belonging to ‘comarcas’3 (green borders in Figure 3.30) and show the
relationships across the smaller EMQ zones.

Data
The VA4 visualisation deals with the data of the mobility survey realized in 2006 in the municipality of
Barcelona4. The spatial extension of data is based on the EMQ territorial division created in 2006, already
introduced in the description of the VA1 (see Section 3.4.1 for more details). Data comes as OD matrices, a very
popular, tabular representation of flows where the N rows and columns respectively represent origins and
destinations of the flows themselves. In the case of the EMQ zones of the Metropolitan Region of Barcelona, N
equals to 310. In general, these matrices are not symmetric. For the purposes of this visualisation, four different

3

traditional region or local administrative division found in parts of Spain, Portugal, Panama, Nicaragua, and Brazil (see
https://en.wikipedia.org/wiki/Comarca for further details)
4
For further details about objectives and methodologies followed, please refer to:
http://www.iermb.uab.es/htm/mobilitat/esp/emq-06.asp

© INSIGHT Consortium

Page 33 of 208

D3.2 Analysis of Urban Location Patterns
Issue 1

OD matrices have been provided: a couple of matrices deals with how flows are distributed across the types of
days to consider (namely, there is one matrix for working days and one for holidays); and then, the matrix of
working days is further divided according to two broad categories of transportation media, that is by private
(e.g. cars, motorbikes, and vans) or public (all the rest: buses, trains and metro) modality. On the other hand,
and according to the temporal granularity point of view, data come as an aggregation over the whole period of
the mobility survey. In particular, and differently from the VA1, this means that it is not possible to detail the
daily profile of the journeys.
The original matrices were transformed into lists where only couples of regions showing at least one journey
between each other have been retained. By taking into account the reduced size of the data structure
generated, it has been decided to directly load all the files at the beginning of the visualisation as JSON files.
Concerning the digital maps used throughout this visualisation, the same TopoJSON files described for the VA1
have been used.

Implementation
Taking advantage of the JQuery library (“JQuery”), all the graphical interface has been conceived using panels
that can be hidden in order to allow the user to get a clearer vision of the map and highlight the importance of
other elements at any moment. Besides, VA4 handles the chart representations by using functions from the D3
(“D3 Data-Driven Documents”) and Dimple (“DimpleJs”) Libraries. D3 is a JavaScript library for manipulating
documents based on data while Dimple enables to open up the power and flexibility of D3 to analysts, providing
a gentle learning curve and minimal code to achieve visual results.
In the following, details about the visualisation implementation and the reasons and benefits of the decisions
taken throughout this phase are given. This section is therefore divided into four parts, namely Map
representation, Left panel Filter, General Chart Panel and Right Charts Panel. Please, refer to Figure 3.31 for a
visual feedback of their positioning in the VA4 layout.

2

1

4

3

Figure 3.31. VA4 general layout where the most prominent graphical and interactive features are highlighted
1. Map Representation. To address the first requirement described in the previous section, the Leaflet library
has been used for its capabilities and performances in the context of mapping in web environments. When
loading the visualisation, the physical map is roughly centred at the middle of the Metropolitan Region of
Barcelona and a digital overlay showing the EMQ zones as well as the ‘comarca’ regions (whose borders have
been highlighted in green, as shown in Figure 3.31) is superimposed accordingly. The map style chosen plays
with light shades of grey / beige. The rationale behind this choice deals with several considerations: among
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them, it prevents user’s visual distractions without losing the overall geographical context; it fosters the
perceptive interpretation of the information represented by the choropleth map; and finally, it homogenizes
the interface style.
The geographical representation of flows (second requirement) is performed by a choropleth approach as seen
in other visualisations. In VA4, the following norms have been agreed:
 The ROI chosen as origin is always shown in green;
 Each destination target is coloured proportionally to the percentage of the journeys occurring between
the origin-destination pair over the total of journeys starting from the origin;
 ROIs without flows from the given origin are always represented in dark grey.
The colour scales used to represent data depend on the category selected by the user. Thus, journeys by type of
day are painted using a blue palette, while journeys by transport are in oranges. Independently of the hue, in
both cases the darker the colour, the more the journeys towards that ROI. Interestingly, in many cases the
darker regions are very close to the starting ROI, while lighter regions come with sparser, geographical
distributions.
2. Left Filter Panel. Since the data are categorized according to the type of day / transport, this panel enables
the user to filter the information being displayed by selecting the appropriate options (see Figure 3.32). This
way, the charts and map representation are updated accordingly to show the current status of the visualisation.

Figure 3.32. VA4 Left Filter Panel
Besides, the filter panel also displays an information tooltip associated with the current selected EMQ zones on
the map. Selected zones are pointed as the origin whereas highlighted zones represent destinations. For each
duple, the value of total journeys across zones is given.
3. General Chart Panel. The goal of this panel is to represent the contribution of each EMQ zone to the total
number of journeys by means of a heat-map. As shown in Figure 3.33, the heat-map is displayed using a matrix
format, where rows represent current topologies (day types or transport modes) and columns the EMQ zones,
ordered by their code number.

Figure 3.33. VA4 General Chart Panel
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Similarly to the previous panel, a set of filters have been implemented to enable to switch between topologies
and also limit the number of EMQ zones to be represented simultaneously. For the latest, the list of ‘comarcas’
is displayed in order to be able to visualise certain groups of EMQ zones selected by the user. In any case,
interaction with the chart is provided by displaying information regarding the highlighted EMQ zone (by moving
the mouse over any column of the heat-map).
4. Right Charts Panel. The chart represented within this panel concerns the current selected EMQ zone on the
map and aims to provide a tool to visualise the number of journeys to other destinations in a different manner.
In this sense, data are represented using a slope chart (see Figure 3.34) to highlight the difference between
zones (given the current selected typology selected on the Left Filter Panel). By inspecting the slope inclination,
the user can detect trends and possible anomalies at a glance.

Figure 3.34 - VA4 Right Charts Panel
For the current origin EMQ zone, the user can limit the number of destinations shown on the chart by selecting
them independently (using the list on the right side of the panel) or choosing an option with the most important
destinations in terms of total journeys (e.g. 20, 40 or all zones).
Finally, textual information using tooltips is also provided when interacting with the chart. By highlighting any
slope, the corresponding EMQ destination zone is also highlighted on the map (to foster the user’s geographical
perception) and the tooltip is filled with the numeric values regarding the total number of journeys.

3.4.5 VA5: Mobility flows in London tube network
Case study
The goal of the VA5 visualisation is to study mobility patterns in urban areas with data collected from the use of
the London tube transport network during 2010. By inspecting these data, it is possible to obtain information
about behaviours of citizens and their movements, thus fostering studies about the population mobility across
the day. This makes possible to perform analysis considering the amount of journeys and promote the
implementation of policies to enhance both, public transport and tourism services.
Rather than mapping all possible flows, which can be unaffordable due to the large amount of collected data,
this case study focus on the information from the perspective of a single station or a group of them. In the first
approach, tube stations are grouped according to the underground network and show only the flows among
them. A deeper level of detail can be reached by selecting a specific station: in this case, the visualisation shows
the connections with the others in terms of number of movements in a specific time range. The user can then
access the whole related information (such as data on specific time range on business days or weekdays) by
selecting one of the flows.
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Objectives
The main objective of the visualization is to provide a new method to represent the dynamics of the population
along the day. VA5 aims to display all the existing flows in the London Underground network through an easy to
use and friendly environment. Due to the general structure of the datasets, the visualisation presents the
information using temporary ranges in order to classify the data and facilitate their interpretation. Since these
are disaggregated by temporary ranges, a secondary objective within the visualization is to make comparisons
using both, temporal ranges and underground stations.
The characteristics of the visualization and the techniques used for its implementation will be described in
subsequent sections.

Data
All the geographical data used in the VA5 visualisation has been initially obtained from a shape (.shp) file that
contains the coordinate locations of the tube stations within the Metropolitan Area of London. Furthermore,
this .shp file has been converted to the geoJSON format to accelerate the data loading. In contrast to the rest of
visualisations, VA5 represents the subway stations as geometry points within map, so there is no territorial
division made up of polygonal borders.
For the data concerning the mobility patterns, it has been necessary to convert all the dataset from CSV to JSON
and import them directly when loading the tool for the first time. The “Mobility patterns data” (
) dataset is an origin / destination matrix where all stations are related by the number of movements registered
in 2010 (considering specific time ranges on weekdays). The time granularity of the dataset has been defined
using a convenient interval division for the weekdays (Early, Am Peak, Midday, PM Peak, Evening, and Late) and
a total count. The data in the table reveals movement counts in November and embodies the number of people
travelling on a typical (or average) weekday.

Implementation
This section describes all the features implemented within the VA5 visualization in order to achieve and meet
the relevant requirements of the preceding section. In order to facilitate the document reading, the description
has been broken down into four modules, according to their general functionality and location within the
monitor screen. As shown in Figure 3.35, these modules have been labelled and numbered as Left Info Panel,
Map representation, Legend and Right Chart Panel respectively.
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Figure 3.35. Visualisation VA5
1. Left Info Panel. This panel is responsible for displaying all the information in textual mode and provides the
necessary tools to make easier the user interaction. By setting the different options in this panel, the results
shown on other modules are updated in real time and the information to display is filtered according to the
interests of the user. To provide a wider description of this component, its functionalities have been divided
into three parts: Textual Information, Filters and Data selection.
Textual Information: in the top part of the Left Info Panel, the user can access the information associated to a
tube station and a specific time range. This interaction is triggered whenever the user highlights a tube station
on the map (with a “mouseover” event).

Figure 3.36. Textual Information

Figure 3.37. Filter Sliders

Filters: by interacting with two different sliders, the user can limit the amount of journeys being displayed as
well as the opacity of the arcs used to represent them on the map (¡Error! No se encuentra el origen de la
referencia.). In order to fulfil the first requirement, only the journeys that exceed the selected threshold are
shown. At the same time, the user can use the other slider to set the line opacity, in order to avoid visual clutter
and make easier the detection of other features.
Data selection: the last element at the bottom part of the Left Info Panel, a drop down menu allows to select
and visualise data related to specific time ranges. Through this interaction, all the components are updated
appropriately to show the new values while keeping the previous selections made over the map and the Right
Chart Panel.
2. Map representation. In VA5, the data is georeferenced to specific locations of the London Transport Network
instead of territorial regions or areas of interest (as in the rest of VAs already described). For this purpose the
tube stations have been represented with circles with different sizes and colour scales. The idea behind these
metaphors is to denote the amount of journeys in a specific time range that has been previously selected in the
Left Info Panel. For the assignation of the colours, a quartile division with eight different classes has been
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implemented. In this sense, each quartile class is represented by a different blue tone, dark blue for higher
values and light blue for lower values.

Figure 3.38. Map representation
As shown in the figure (Figure 3.38), besides the tube stations, the map represents the underground lines of the
transport network. The last has been included so that the user gets a general perspective of the transport
system when interacting with the visualisation. As well as the stations, the underground lines have been
imported using a geoJSON file, later superimposed over the map.
Finally the direction of flows from one origin station to the rest is represented using green arcs. The number
and style of the arcs can be customized by the user by interacting with the Left Side Panel, as described in the
previous section.
3. Legend. The legend at the bottom left part of the screen shows the quartile division computed for the current
flows in a specific time range. Along with the value intervals, a circled figure is placed to represent the tone and
size of the stations included between the minimum and maximum values.

Figure 3.39. VA5 Legend
4. Right Chart Panel. The Right Chart Panel is responsible to host the graphical representations related to the
mobility dynamics for the current selected tube station. In this sense, two different types of chart can be shown
alternatively, by clicking on the corresponding switch button on the Right Chart Panel: a Sankey diagram to
visualise the flows contribution and relationships between the selected station and all its destinations; and a
histogram chart to observe differences for each contribution.

© INSIGHT Consortium

Page 39 of 208

D3.2 Analysis of Urban Location Patterns
Issue 1

Figure 3.40. Right Chart Panel -Sankey Chart

Figure 3.41. Right Chart Panel -Bar Chart

Sankey diagrams put a visual emphasis on the major transfers or flows within a system. They are helpful in
locating dominant contributions to an overall flow. Often, these diagrams show conserved quantities within
defined system boundaries. In Figure 3.40 stations with a small overall contribution have been grouped so that
the content can be properly fitted inside the available space.
On the other hand, that bar chart histogram on ¡Error! No se encuentra el origen de la referencia. is more
appropriate to evaluate the differences for each destination. In this case, the station with a smaller overall
contribution has also been grouped in the same category to save space and homogenise the chart
representations.
For both kinds of graphics, user interaction has been implemented by highlighting (“mouseover” event) any of
the elements. In this sense, a tooltip is displayed to show the specific numerical value and the related elements
on the map (e.g. arc and tube station that involve the selected flow) are highlighted to enhance the
geographical location as shown in the next figure.

Figure 3.42. Interaction between panels and map

3.5 Evaluation
3.5.1 Introduction
The human perception mechanism flows at two main levels: the early sensory processing level, aimed at
extracting relevant features from the incoming multimodal sensory information, and the high-level cognitive
processing level, focused on conscious interpretation and judgment (Goldstein, 2010; Jumisko-Pyykkö, 2011).
Although this classification has been useful for analysis purposes, the boundaries between the two processing
levels are not clearly established. In contrast, there is strong evidence pointing to a modulating effect of high
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level factors as knowledge, emotions, expectations and goals on early sensory processing capabilities and on
the orientation of attentional resources accordingly (Bey and McAdams, 2002; Jennings et al., 2002; Cui, 2003).
This effect also flows in the inverse direction. That is, in case of discrepancies between the individual knowledge
schema (built from past experiences and from abstract expectations and representations of the external reality)
and the early sensory input, the structure of the schema can be modified to integrate the contradictory stimuli,
resulting in the absorption of new knowledge (Neisser 1976).
The visual exploration of large datasets is a clear example of a task challenging a variety of interrelated high and
low level functions (Elmqvist & Yi, 2012). It introduces several important challenges to the design and
evaluation of visualisations, where a wide variety of technical and contextual factors need to be considered in
addition to the strongly correlated action of the human factors influencing these processing functions.
Visualisations design can take great advantage from the many studies and relevant scientific results
documented in the context of human factors research (see for instance the review provided in (Ware, 2004)).
The evaluation of visualisation tools, however, seems quite more challenging due to the limited number and
focused nature of the evaluation work and results available (Elmqvist et al., 2012).
In INSIGHT, WP3.3 addressed the overall challenge of providing visualisation tools to support the visual
exploration of heterogeneous and complex datasets with the aim to gain insight into a particular phenomenon.
In order to assess to what extent the visualisations developed have fulfilled this goal it is necessary to evaluate
the effectiveness of the tools and techniques implemented to support the visual analysis tasks they have been
set up for. To that end we propose an empirical evaluation with human subjects that harmonises principles
from two main approaches: usability and task-based inspections. From the user evaluations and performance
measures to be gathered we draw conclusions on necessary improvements and/or the potential replicability of
the tools and techniques under evaluation. These outcomes will inform the design of the visualisation platform
in WP6 and will be contributed to the research community through a scientific publication.

3.5.2 Objectives
The goal of our experiment is twofold; we aim to:
i)

study how the visualisation tools and techniques implemented in WP3.3 are used and perceived, in
terms of quality, by the user; and,
ii) understand to what extent they are effective in supporting the specific visual analysis tasks they have
been set up for.
The experimental data to be gathered could also reveal possible interactions of the dependent variables with
relevant human factors as the level of individual’s knowledge and use skills of the tools presented.

3.5.5 Inclusion criteria
Participants were checked for having (corrected-to) normal visual acuity and colour detection. They were also
required to have a history free of neurological disease, head injury, learning disability and mental disorder and
not to be using any drug that could affect cognitive capabilities. The participants could not be involved in the
work under evaluation.
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3.5.6 Experiment configuration
During the design of our experiment, due to time and resource limitations, we faced the twofold challenge of
maximizing the number of components to be presented to (and evaluated by) each participant and keeping the
duration of experiments as short as possible. That is, we had to balance the discriminatory power of the
experimental conditions and the number of components to be evaluated at each experimental condition. As the
entire process should not take more than one hour, we decided to limit the number of components to be
evaluated by each participant to a maximum of eight. That gives around seven minutes to complete the task
designed for each component and to provide the corresponding evaluations.
To systematise the components to be presented to each participant while observing the constraints mentioned
above we defined the experimental conditions (ECs) shown in Table 3.1. We allocate one EC per participant
following a simple random assignment criterion. This strategy is aimed to ensure that being exposed to a given
set of elements is statistically independent from the characteristics of the individuals or the context.
The components to be evaluated under a given EC are presented in the same order to all the participants
assigned to that EC. With the aim of providing an experience as natural and fluid as possible, we defined the
presentation order for each EC considering two general criteria. First, the logic sequence of steps to be followed
for the use of the involved visualisation was observed. In other words, as the tasks that need to be performed
to properly assess the different components are highly correlated in time and content, the only way to deliver a
coherent evolution of events was by presenting them in the right order. And second, the relative complexity of
the tasks to be completed in order to be able to provide an assessment of the different components was
considered. The aim was to deliver an incremental complexity in order to enable a progressive practical
enhancement of individual’s skills.
In addition to the specific questionnaires included in Annex 4. Evaluation Setups, we elaborated two scripts or
guidelines for each EC. The first one provides the researcher with a detailed description of the steps to be
followed, including issues as times, measures and specific indications associated to each task to be performed
and/or component to be evaluated. The second script guides the participant step-by-step across the tasks to be
completed during the experiment and progressively reveals the assessment questions to be answered by the
user at each step.
Table 3.1. Classification of the experimental conditions (ECs) according to the category, task and components
addressed by each of them
General
category

Task
Data loading: select a variable (and
associated parameters) to be
visualised in the map

Interaction
/ usability

Time selection: select a specific
time for the values of the variable
to be visualised in the map
Filtering: select a specific
value/threshold of the variable to
be visualised in the map
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Component

Data loading window

Time slider

Filter

EC1
EC2
EC3
EC4
(VA1) (VA2) (VA3) (VA4)
X

X

X

X

X

X

X

X
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Extract a specific value
Identify a deviation / gap /
discrepancy

Tooltip

Compare values of two different
variables for 2 or more ROIs

X

X

Slope Graph

X

Bar chart

X

X

Choropleth map

X

X

Compare values of one variable for
Tooltip
2 or more ROIs
PCP Chart
Supporting Compare 2 values (e.g.
quantitative corresponding to different times
or variables) for a given ROI
analysis

X

Bar chart
PCP Chart
PCP Chart
Heat map

X

X

X

X
X

X
X
X
X

Each component and task have been labelled in order to uniquely identify them. In particular, a component is
identified by the tag Co(x) where x is a number ranging from 1 to 7; a task is identified by a similar tag called
Tk(y), where y ranges from 1 to 8. Obviously not all the components or task can be found in every visualization.
For instance, as it can be seen in Table 3.2, in VA1 does not appear the third component (Co3). For the full list of
components, tasks and related details, please refer to
The evaluation focused on comparing the behaviour of the components associated to a specific task and
visualization. Since they spread across different VAs, it provides an effective way to assess their usability,
scalability and functionality.

3.5.7 Procedure
We use a self-developed procedure inspired by the ITU-T Recommendation P.911 (ITU-T, 1998), ITU-R
Recommendations BT.1438 (ITU-R, 2000), BT.500 (ITU-R, 2012), and by previous research on Human Computer
Interaction. Prior to the experiment, volunteers provided an informed consent to participate in the study and
were screened for determining exclusion criteria, as previously described. Eligible participants were provided
with the personal characteristics questionnaire in advance and were asked to bring it filled when they came to
the testing room for the experiment. All participants were tested individually. All the experiments were
conducted under the same ambient conditions and avoiding any interruption.
Once in the laboratory, the participant was invited to sit down comfortably and the following steps were
followed:
1. One EC was assigned randomly to the participant.
2. We explained in a quick and friendly manner the general goals of the experiment, the procedure to
follow and the overall configuration, functionalities and principles of use of the visualisation presented.
The explanation was adjusted to the components included under the specific EC assigned to the
participant;
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3. After the general description, the participant was given two minutes to familiarise him-/herself at will
with the elements presented through a free exploration of the visualisation. Eventual issues or
questions he/she might have during this step were clarified and answered. During this time period, the
evaluator took note of any interesting issue occurred; simultaneously, interactive actions (i.e. mouse
clicks) over the different components were recorded by using a software tool expressly embedded in
the original HTML code of the visualisation itself5;
4. The experiment was launched and both the researcher conducting the experiment and the participant
started following their corresponding scripts (as defined for the EC randomly assigned in 1.) in a
synchronised manner until the end of the experiment.
5. When the script was completed (i.e. the experiment finished), a final questionnaire with rating
questions and free-form comments was provided to the participant to evaluate the interaction,
presentation and components of the visualisation.

3.5.8 Participants
Fifty individuals (35 males and 15 females) have been recruited for the study. The experiment was developed at
CeDInt-VR Lab during two weeks (6-8 participants were evaluated each day). The participant’s age ranges from
18 to 54 years and their composition in terms of educational profile is: undergraduate students (8%), postgraduate researchers (60%), post-doc researchers (22%) and university professors (10%). The random
assignment of participants to the experimental configurations defined above resulted in a roughly
homogeneous distribution of individuals across experimental conditions. We conducted one-way between
subjects ANOVAs to compare the individuals assigned to the different experimental conditions with respect to
each of the personal characteristics collected in our experiment. There were no significant differences at the
p<0.05 level between the individuals assigned to the four experimental conditions with respect to their
characteristics. Thus, as expected, being exposed to a given experimental configuration is independent from the
characteristics of the individuals.

3.5.9 Results
In this section we analyse the outcomes of the experimental study conducted towards the objectives defined in
section 3.5.2. First, we examine the overall valuations assigned to our visualizations and to their components.
Second, specific usability and task performance analyses are conducted for each EC. Third, we compare the four
visualizations implemented in terms of the subjective and objective measures gathered in our experiment.
Fourth, we analyse user’s valuations and task-performance indicators associated to specific pairs of taskcomponent across the four visualisations in order to reveal possible effects of the different design/
implementation approches. And finally, we compare the time required to complete a specific task using
different components to explore the suitability of such components to perform the target task. To that end, the
following independent variables are considered:


5

Participant’s characteristics, technical background and familiarity with visualization tools;

http://extensions.joomla.org/extension/extrawatch
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Individual performance in the development of the tasks presented in terms of: number of mistakes,
subtasks completed and time taken to complete each task;
number of interactions (i.e. mouse clicks) for each component/task throughout the exercise;
quantitative and qualitative observations made by the participant and the evaluator.

Overall valuations
Figure 3.43 shows the Mean Opinion Score (MOS) and 95% Fisher’s LSD confidence interval for participant’s
overall valuations of the presentation (i.e. general layout /appearance of the components presented) and
interaction (i.e. to what extent the response of the visualisation components to the actions performed by the
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A paired-samples t-test
the MOS
to presentation (M=2.57, SD=0.54) and interaction
(M=2.86, 0.56) for all the experimental conditions revealed a significant difference between the two scores
[t(354)=-8.88, p = 0.00]. That is, on average, interaction outperforms presentation in our visualisations.
A deeper insight into this difference is given by the following figure, which shows the MOS and 95% Fisher’s LSD
confidence interval for participant’s valuations of each EC in terms of presentation and interaction. A one-way
between subjects ANOVA was conducted to compare the presentation and interaction scores assigned by
participants to the different visualisations. No significant differences were found on presentation or on
interaction valuations across visualisations. Conversely, paired-samples t-tests comparing the MOS assigned to
presentation and interaction within each experimental condition revealed a significant difference in the scores
for presentation (M=2.56, SD=0.53) and interaction (M=3.08, SD=0.5) corresponding to EC1; [t(111)=-9.02,
p=0.00]. In other words, interaction outperforms presentation in EC1.
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Figure 3.44. MOS and 95% Fisher’s LSD confidence interval for the presentation and interaction scores assigned
to each visualisation
In a similar way, we analysed the overall valuations assigned to each visualisation component (see Figure 3.35).
On average, the best valuated components were the data loading window (Co1) and the bar chart (Co5).
Furthermore, as shown, there is a high variability in the scores assigned to the slope chart (Co3) and to the heat
map (Co7) across individuals / experimental conditions, which suggests that these valuations could be heavily
influenced by implementation-specific and/or user-related features. We further examine some possible causes
of these differences in the following sub-sections.
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Figure 3.45. MOS and 95% Fisher’s LSD confidence interval for the overall presentation and interaction scores
An overall view of components’ valuations across visualisations is presented in the following figure. It shows the
MOS and 95% Fisher’s LSD confidence interval for participant’s valuations of each component at the different
ECs. One-way between subjects ANOVAs were conducted to compare the scores assigned by participants to the
components Co1 and Co4 and to the component Co2 across the experimental conditions EC1-EC2-EC3-EC4 and
EC1-EC2-EC3, respectively. In a similar way, the scores assigned to Co5 in EC1 and EC3 were compared using an
independent-samples t-test. No significant differences among the scores compared were revealed by these
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analyses at the p<0.05 level. However, all of them revealed statistically significant differences among the groups
compared at the p<0.1 level. Furthermore, two of them were quite close to reach statistical significance at
p<0.05. These are the differences in Co1 valuations across EC1-EC2-EC3-EC4 ([F(3,46)=2.65, p=0.06]) and those
in Co4 assessments across the same experimental conditions ([F(3,106)=2.6, p=0.06]). Post hoc comparisons
using Fisher's Least Significant Difference test indicate that there is a statistically significant difference between
the scores assigned to Co1 in EC1 (M=3.63, SD=0.5) and EC3 (M=2.96, SD=0.93) and between those assigned to
Co4 in the same experimental conditions (M=2.92, SD=0.75) and (M=2.42, SD=0.84), respectively. In other
words, these outcomes suggest that the design/implementation approach of the data loading panel and the
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Figure 3.46. MOS and 95% Fisher’s LSD confidence interval for the overall participant’s valuations of each
component at the different ECs

Analysis for each visualisation/experimental condition
In this section, the results concerning the analysis of each EC are presented. For this purpose, the components
and techniques implemented in the visualisations are evaluated against two dimensions: how they are used by
the participants and their effectiveness to support the tasks to be completed during the experiment. For each
EC we present the corresponding results in terms of:
-

Number of failures per user per experimental task;
Participant evaluations for each component;
Mouse clicks over the components (as recorded by the ExtraWatch Joomla add-on). For every
participant, the mouse interactions have been separated in two parts:
o ‘free mode’ - namely, with the interactions performed during the two minutes in which
participants have been familiarising with the visualisation;
o ‘evaluation phase’ – namely, concerning the time period where they had to solve and answer to
the participant script.
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It is important to point out that in ‘free mode’ the visualisation is presented to the user in its default resolution
(a 1200x800 section in the web platform) while in the ‘evaluation phase’ it has been pre-configured in fullscreen (1920x1080 pixels). In both cases, the tables have been pre-processed to exclude those interactions
outside the scope of the experiments that could potentially invalidate the results (for instance, when logging in
or out).
The evaluation was performed only on four visualizations since the tests have been focused on comparing the
features and functionalities of all the developed components. The VA5 visualization has not been evaluated
since their components are the same as those used in the visualization VA4.

EC1: Population location dynamics in Barcelona
EC1 is related to Visual Analysis 1 (Section 3.4.1 VA1: Population location dynamics in Barcelona) concerning
people distribution in the Metropolitan Area of Barcelona. This experiment was carried out by sixteen
participants. It consists of seven steps through which four components have been evaluated, as illustrated in
the table below:
Table 3.2. Tasks and evaluated components in Experimental Conditions 1 (EC1)
Step

Evaluated Component

1

Data selection panel Usage of Data selection panel
(Co1)
(Tk1)

2

Tooltips shown
mouse-over (Co4)

3

Time slider (Co2)

4

Tooltips shown
mouse-over (Co4)

5

Bar chart (Co5)

6

Choropleth
Tooltip (Co4)

7

Bar chart (Co5)

on

Goal

Identifying a region on map (Tk4)

Usage of time slider (Tk2)
on

Identifying ROI using tooltip (Tk4)
Detecting a discrepancy / gap
from an average behaviour (Tk5)
(Tk5)

map/ Comparing values of one variable
for 2 or more ROIs (Tk6)
Comparing values (Differences)
(e.g. corresponding to different
times) for a given ROI (Tk7)

Brief task explanation
Use the Data selection panel to load
and display density data for a given
combination of day and time range
Identify in the map the region with a
density value higher than a given
threshold
Use the time slider to depict into the
map the values corresponding to a
given time range
Select the zone with a given
estimated density by looking at the
dynamic tooltips.
By using the chart board, identify
which is the time range for a given
zone showing the highest people
density gap w.r.t. the average
Detect and select two regions in the
map whose density values fall in two
specific quartile ranges
Detect the time range in the bar
chart in which a given region shown
a density difference of a specified
value

Interaction with components
Figure 3.47 shows the number of users who have not performed a task correctly due to a misuse or
misunderstanding of the component that was used to complete the task.
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USERS RESULTING IN WRONG INTERACTIONS WITH EC1 COMPONENTS PER
TASK
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Figure 3.47. Number of users who have not used components of EC1 correctly.
According to Figure 3.47, the most problematic component was the number 5, which is related to estimate the
difference between two values by using the bar chart panel (see Figure 3.9 for a visual reference of it). Nine
users experienced some problem with it. Such a task was designed in order to see how users could extract
information from visual cues such as bars and lines and thus perform a comparison among different time
ranges. According to the results and the evaluator comments, criticalities mainly arise for a couple of reasons.
First of all, some participants were not able to assign the correct meaning to the visual cues involved in the task
(that is, the bars represent a value for a given time range, the line describes the mean values for a given week
day over the whole period expressed by data). Then, we detected difficulties in visually estimating the gaps or
distances between the points and the bar heights, especially when such a difference is relatively small. Chart
board tooltips (Co4) could be used as an additional source of information to correctly answer the proposed
question, but they are not currently provided with such a value, so that users might perform a subtraction to
properly answer to it.
Nevertheless, tooltips about Barcelona zones (Co4) have been correctly used by all the participant when they
were asked to compare values of population for 2 or more ROIs, but they have caused some problem to three
users in the case of identifying the ID of a specific region of the map (task 4). A first, possible explanation to it
could be that the information about region names is not highlighted enough as to differentiate it from data
about density. Another interpretation states that users are not used to deal with numeric IDs to refer to zones,
while they are expecting traditional, character names with a more evocative power.
As a result of this first analysis, we can say that:



Comparison among visual cues should be better if the involved cues are homogeneous in form;
Tooltip design should be improved in order to include all the relevant information required to perform
different tasks

Components Evaluations
A one-way within subjects ANOVA was conducted to compare the quality valuations assigned by participants to
the components presented in EC1. The results are illustrated in the following figure.
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Figure 3.48. MOS and 95% Fisher’s LSD confidence interval computed for participant’s valuations of EC1
components
We found statistically significant differences among the valuations assigned to the four components at the
p<.05 level [F(3, 108)=6.59, p=0.00]. Post hoc comparisons using the Fisher's Least Significant Difference test
indicate that the mean valuations assigned to the data selection panel (M=3.63, SD=0.5) and to the bar chart
(M=3.27, SD=0.58) were significantly higher than the corresponding values computed for the time slider
(M=2.69, SD=0.9) and for the tooltip (M=2.92, SD=0.75)). However, no significant differences were found
neither between the valuations corresponding to the selection panel and the bar chart, nor between those
computed for the time slider and the tooltip.
As shown, the time slider was the component that received the lowest valuations. However, all the participants
were able to complete the related task (i.e. selecting a specific time range) successfully. Thus, the low valuations
seem to be related to the specific design/implementation of the component. In this sense, post-experiment
interviews reveal that the use of the time slider was not intuitive enough since some interactions did not
resulted in the actions expected (e.g. mouse click on a specific time did not result in moving to this point, it led
to an unitary increase). Similarly, participants indicated that EC1 tooltips should be improved to show
differences between variables (not only absolute values) and to identify more clearly to which ROI in the map
correspond the values being shown.
As regards to component 5 (bar chart), it seems to be a contradiction between the perceived quality of the
component and its suitability to support the completion of the related task in an effective manner. On the one
side, it received significantly higher valuations than components 2 and 4 in EC1; on the other, it was one of the
components with the highest error rates (see previous section). Thus, probably the overall graphical
representation is appealing and the interaction with the component is intuitive enough but some features
related to the representation of data could mislead users in their data exploration task and/or do not properly
fit a specific task. In this sense, some participants indicated that it was difficult to identify the difference
between the overall mean and one specific value (i.e. represented through a bar).

Component mouse interaction
To understand the patterns of interaction with the visual interface provided, we decided to map mouse clicks
on the top of each visualization page, as it could be seen, for instance, in Figure 3.49 The two subfigures show
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the mouse clicks in ‘free mode’ and ‘evaluation’ (top and bottom images respectively) for all the participants in
EC1 (16 individuals). These have been grouped into rectangular clusters (20x35 pixels) coloured according to the
number of clicks they include according to a logarithmic scale.
In both scenarios, it can be seen that buttons to show/hide the different component panels have been pressed
the most. This is due to the fact that they appear to be hidden by default at the beginning of each visualisation
(i.e. after the page has loaded). Another interesting insight is given by looking at the time slider panel, which is
the component clicked the most in both scenarios. In particular, it is possible to detect that users tried to
interact with it mainly by dragging the slider thumbs, instead of pressing the buttons to move back and forth in
time. In general, it appeared to be more intuitive to users interacting this way with the time slider, despite some
difficulties due to unexpected behaviours in its functionality, such as the possibility to extend the selected time
range to more than a single hour interval.

Figure 3.49. EC1 mouse clicks representation in free mode (top) and evaluation (bottom)
The second main component that has been clicked the most is the legend panel. By comparing this result across
visualisations, this EC shows a significant difference in the number of clicks for this component. The heat-maps
in Figure 3.50 show that users prefer to interact with it throughout the experiment phase. The reason for this
behaviour is that EC1 enables the participants to filter the value ranges by clicking on the dedicated icon in the
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legend panel. Since this functionality supports a very specific task – that is finding out a region of interest
according to specific conditions – it becomes more evident only when the users are explicitly encouraged to
explore the legend panel by paying specific attention to it.
The rest of interactions are spread uniformly over the map and graphic panel. For these components and if we
compare the results with other experiments, EC1 show a greater number of registered mouse clicks. Studying
these results, we have found that checking out values on the map in this visualisation is more difficult than in
the others, probably because participants are not very familiar with the geographic division that the data refer
to. Another reason (often remarked in users’ questionnaire comments) could be that the colour scale used to
map the quartile ranges has a low visual discriminative power to differentiate among different classes.

Figure 3.50. EC1 Mouse click heat-map representation in free mode (left) and evaluation (right)

EC2: Socio-demographic and economic activity evolution in Madrid over the crisis
EC2 is related to Visual Analysis 2 (VA2, Section 3.4.2 VA2: Socio-demographic and economic activity
evolution in Madrid over the economic crisis) and deals with the exploration of demographic and economic
databases depicting an overview of the situation in Madrid in the period 2001-2013. This experiment was
carried out with fifteen participants. It consists of nine steps where four different components have been
evaluated. More details about EC2 goals and tasks can be found in Table 3.3.
Table 3.3. Tasks and evaluated components in Experimental Conditions 2 (EC2)
Step Evaluated Component
1
2
3
4

5

6
7

Brief task explanation
Select given databases and
Database and Variable
Use of Data selection panel (Tk1)
variables to visualise into the
Selector (Co1)
map
Change the represented year
Time slider (Co2)
Use of time slider (Tk2)
with the time slider
Tooltips shown on mouseDetect a region fulfilling a given
Identify ROI using tooltip (Tk4)
over (Co4)
requirement
Change the represented year
Time slider (Co2)
Use of time slider (Tk2)
with the time slider
After selecting a suggested
Tooltips shown on mouse- Compare values of two variables for region, find the one among its
over (two ROIs) (Co4)
two or more ROI’s (Tk8)
neighbours fulfilling a given
requirement
Compare 1 Variable for 2 or more Interact with the PCP to find
PCP Chart (Co6)
Regions (Tk6)
regions of interest showing
PCP Chart (Co6)
Compare 2 values for a given ROI given properties
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8

PCP Chart (Co6)

9

Filter
(PCP
Map) (Co6)

(Tk7)
Compare values of two variables for
two or more ROI’s (Tk8)
Chart

-

Filter data on PCP Chart (Tk3)

Apply a filter onto a parallel
coordinate dimension to reduce
the visual hindrance

Interaction with components
Figure 3.51 shows how many users have not correctly performed a task due to a misuse or misunderstanding of
the component involved into it. In particular, it clearly stands out that the component 6 (namely, the PCP chart)
was the one the most involved to accomplish tasks and simultaneously the one causing the most problems to
users (with a peak of nine people experiencing troubles to solve the task number 7). PCP (see Figure 3.19 to
Figure 3.21 for some visual references of it) is a very powerful technique to compare values of variables forming
a multi-dimensional space. However, it is not commonly used in the everyday practice and therefore, some
training is required to correctly handle it to fully disclose its potentiality. Moreover, its major drawback appears
when a bunch of data is simultaneously displayed through it because clear patterns are hard to distinguish in
the over-crowded parts of this graphic. Users who are not familiar with PCP have found the interaction with this
component too complex and little intuitive, especially to perform different kinds of comparisons among ROIs
(tasks 6, 7 and 8) and filter (task 3). A better design of the PCP (for instance, by including contextual tooltips or
informative panels containing short suggestions about how to use PCP) would undoubtedly improve the
usability. It is worth noting that, actually, some of the measures above mentioned had already been included in
the visualization page but few participants have discovered them. This is particularly true for the informative
panel that could be accessed by clicking on the information icon at the top-right corner of the PCP board.
On the other hand, as in EC1, no participants have failed the task related to component 2 (Time Slider). Besides,
component 1 related to load data from data selection panel, has been misused by only one participant, which
means most participants have found this component easy to use and intuitive.
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Figure 3.51. Number of users who have not used components in EC2 correctly.
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Components Evaluations
A one-way within subjects ANOVA comparing the valuations assigned to the different components in EC2 and
post hoc comparisons using the Fisher's Least Significant Difference test indicate that the mean valuations
assigned to the data loading panel are significantly higher than those assigned to the other three components,
[F(3,131)=4.07, p=0.01]. The data loading panel was also one of the components with the lowest number of
wrong user interactions in EC2 (see Figure 3.51). These results suggest that the use of the data loading panel in
EC2 is easy and intuitive and that the component supports effectively the data loading task.
As shown in Figure 3.52, the PCP Chart (Co6) was the component that received the lowest ratings. This was also
the component with the highest rate of wrong user interactions (see Figure 3.51) across the four different tasks
assigned to it. Post-experiment interviews reveal that a more detailed explanation on the use of the component
would be required to enable a suitable use, in particular for those users with low or no experience with it. Also,
the current implementation should be improved to differentiate better the information associated to the
selected area from the rest of elements (including those taken as a reference for comparison) in the graph and
to make more visible the access to the associated
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Figure 3.52. MOS and 95% Fisher’s LSD confidence interval computed for participant’s valuations of EC2
components

Component mouse interaction
Figure 3.53 shows the mouse clicks in ‘free mode’ and ‘evaluation’ (top and bottom image respectively) for all
the participants in EC2 (15 individuals). Cluster size and scale is the same than EC1 so that comparisons can be
made across visualisations.
In this EC, it can be seen that the Database and Variable Selector Panels have been requested regularly by the
participants. This behaviour is normal in both scenarios as this is the entry point in the visualisation to perform
an analysis. The time slider component has also attracted the user attention, in a similar way than EC1. In
general, time navigation in all ECs has been achieved through this component by selecting the time range
interval or dragging the slider thumbs.
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On the other hand interaction with the map is reduced considerably in EC2. The possible reason for this can be
the larger size of the regions depicted. Also, we find that users usually perform their tasks by interacting with
the provided panels rather than exploring the map to get the information.

Figure 3.53. EC2 mouse clicks representation in free mode (top) and evaluation phase (bottom)
By representing the mouse clicks with heat-maps in Figure 3.53, it can be seen that there is an important
increase of interactions in the graphics panel for the ‘evaluation’ scenario. This probably means that users find
not intuitive or evident to explore the functionalities of the graph tools when interacting freely the first time. By
contrast, while solving the participant script, the tasks guide the participant in the analysis process and they
learn to use the tools more properly.

Figure 3.54. EC2 mouse clicks heat-map representation in free mode (left) and evaluation (right)

EC3: Observed vs. forecasted mobility patterns in Rotterdam urban zones
EC3 corresponds to Visual Analysis 3 (Section 3.4.3
VA3: Observed vs. forecasted mobility patterns in
Rotterdam urban zones) dealing with the comparison and evaluation of scenarios about mobility patterns in
Rotterdam. Thirteen participants were involved into the evaluation of this visualisation. It consists of six steps in
which four different components have been evaluated. The details of the goals to achieve and the tasks to
accomplish are recapped in Table 3.4:
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Table 3.4. Tasks and evaluated components in Experimental Conditions 3 (EC3)
Step Evaluated Component
Goal
Data
loading
1
Use of Data selection panel (Tk1)
window (Co1)
2

Time slider (Co2)

3

Tooltip (Co4)

4

Bar chart (Co5)

5

Choropleth
map/Tooltip (Co4)

6

Bar chart (Co5)

Brief task explanation
Configure the variable set to
visualise on the map and charts
Change the represented time
Use of time slider (Tk2)
range interval (two years) with
the time slider
Detect a region fulfilling a given
Identify ROI using tooltip (Tk4)
requirement
Find in which time range there is
Identify a deviation / gap /
a greater difference between
discrepancy (Tk5)
observed and predicted data
After selecting a suggested
Compare values of one variable for
region, find another one
2 or more ROIs (Tk6)
fulfilling a given requirement
Detect in which time range the
Compare
observations
and
values for observed and
predictions for a given ROI (Tk7)
predicted data are closer

Interaction with components
Figure 3.55 gives a visual feedback of the number of users who could not complete or completed incorrectly the
assigned task due to a misuse or misunderstanding of the components to interact with.
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Figure 3.55. Number of users who has not used component in EC3 correctly.
As shown in Figure 3.55, component 4 (that is, tooltips) is the visual element carrying the highest ratio error. In
this EC, tooltips are used to detect a region fulfilling some conditions in both the tasks they are involved into
(namely task 4 and 6). Four and seven users (out of thirteen) failed to report the correct answers for tasks 4 and
6 respectively. This is a finding which shows several commonalities with EC1 and EC2, as discussed previously,
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although the aesthetical design and the content arrangement of these visual elements change across the
visualisations (see, for instance, Figure 3.14, and Figure 3.27 for a comparison). In the specific case of EC3, the
tooltip provides much more information (perhaps too much) with respect to the previous visualisations. Indeed,
it has been conceived to expressly display contextual information in order to enrich user’s knowledge about the
data he / she is looking at. However, according to these experiments, it seems that providing more information
does not necessarily imply yielding a benefit to the users. In particular, participants pointed out in their
comments that the information of interest about the selected variable is not highlighted enough in the tooltip,
so that it is particularly difficult to find it by participants. Moreover, a second tooltip – sharing the same
structure of the first one – is used to display the information related to a second ROI for the sake of comparison.
However, displaying this information this way is not comfortable to users because it is not clear to them where
to look for retrieving the correct data.
Component 5 too is prone to mislead users during task execution (i.e. see task 5 in Table 3.1). In particular,
some participants were not able to correctly interpret how the daily mean of a variable was represented onto
the bar chart (i.e. through a dashed, horizontal line, as shown in Figure 3.29), especially because neither
information panels nor legends could help them to retrieve such a detail. Besides this, another difficulty
preventing the correct accomplishment of the task could be that in any place (especially in tooltips) there is
not such textual information, so that users have to manually / mentally compute it. In principle, this should not
be a severe problem when a user is asked to either qualitatively compare or give loose estimates about value
distributions. On the other hand, in case of precisely quantifying the value of a variable, it might be a harder
task without having available a proper support.
Last, both components 1 and 2 show a similar behaviour to the ones pointed out in the corresponding sections
of EC1 and EC2. Readers interested in the analysis of such results, could refer to the corresponding ‘Interaction
with components’ sections for EC1 and EC2.

Components Evaluations
Figure 3.56. presents the MOS and 95% Fisher’s LSD confidence interval for participant’s valuations of EC3
components. A one-way within subjects ANOVA comparing the valuations assigned to the different components
in EC3 and post hoc comparisons using the Fisher's Least Significant Difference test indicate that the mean
valuations assigned to the tooltips are significantly lower than those assigned to the other three components,
[F(3,74)=6.95, p=0.00]. Ttooltips were also one of the components with the highest number of wrong user
interactions in EC3 (see Figure 3.55). These results suggest that the use of tooltips in EC3 is not as easy and /or
intuitive as expected. Post-experiment interviews reveal that the component should be improved to identify
better the ROI associated to the information being displayed and to facilitate the lecture of differences’ sign.
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Figure 3.56. MOS and 95% Fisher’s LSD confidence interval for participant’s valuations of EC3 components
In an opposite fashion with regard to EC1 and EC2, the time slider (Co2) was the best valuated component in
EC3. In this sense, several users described the component as easy to use and intuitive.
Another interesting pattern can be found when focusing on the bar chart (Co5) that, despite of some problems
in interpreting the average line as described in the previous section, is the second best rated component (even
a little bit better than the data loader or Co1). Furthermore, its general score is consistent with the evaluation
of the corresponding component in EC1 (see Figure 3.48). This could mean that (non-expert) users feel really
comfortable when facing this kind of data representation. One reason to explain this evidence is that bar charts
are among the most popular and familiar graphics any user deals with quite often. Moreover, the perceptual
charge to properly evaluate its visual elements is relatively low, well balanced and in compliance with the
perceptive rules underlying the human vision mechanisms. Therefore, it is pretty logical to conclude that EC3
bar chart is perfectly suitable for the task assigned to it during the evaluation process. Furthermore, the other
lesson learned from users’ ratings and comments is that even the most qualified visualisation technique can fail
in the case of improper use of it or if the addition of extra elements disturbs the overall comprehension of the
big picture. In the case under analysis, proper labelling of these extra elements would undoubtedly improve the
effectiveness of the visualisation and consequently, it would increase the user’s support towards the proper
achievement of his / her goals.

Component mouse interaction
Figure 3.57 shows the aggregate data for all the participants in EC3 (13 individuals) about where they clicked
onto the visualisation page in both ‘free mode’ and ‘evaluation’ scenarios (top and bottom image respectively).
As previously pointed out, both cluster size and scale are the same than EC1 and EC2 so that comparisons can
be made across visualisations.
Such figures depict a similar picture for both scenarios. The most interactive component, if considering the
number of clicks it received, has been the Data Loading Window (Co1). This element is in charge of collecting
users’ preferences about the configuration of the variables to be represented into the map and the charts panel
respectively. The emphasis on this component is particularly evident also in the heat-map representation
provided in Figure 3.58, where it can be observed that it is clearly outlined against the background by red
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clouds. As it has been described in the VA3 description (see section 3.3.3), this component has to be configured
by following a specific order, as the variables in each set are strictly dependent of the choices previously
performed. In order to help users to follow the right procedure, each selector has been labelled with an ordinal
number and its own name. However, during the evaluation, we observed that participants usually attempt to
configure variables in any random order. Therefore, the evaluator forced confused users to start over the task
until they could perform it correctly. This is the main reason explaining why there are so many interactions for
this component.
Other elements of the visualisation (namely the time slider component (Co2), the chart panel (Co5) and the
choropleth map (Co4)) got results comparable to those achieved for EC2 and EC1.
It is particularly interesting the case of the legend panel. In this visualisation, it has been thought just to give a
visual reference of the mapping between the intervals and the associated colour scale. In other words, the
legend panel does not enable any tool to filter map regions, as it was for the same component in VA1. Figure
3.57 shows that there have been some attempts to interact with this element during the evaluation part of the
experiment. Furthermore, there was a specific task described in the script questionnaires whose purpose was to
find a region satisfying a condition, namely that its mapped value be greater than a given threshold. Looking at
the click map, we discovered that this value exactly matches the interval with the highest number of clicks on it.
This allows us to state that participants found particularly useful and intuitive to have a filtering tool in the map
legend component.
A last fact worth mentioning concerns the radio buttons (see Figure 3.29) in the chart panel, which are used to
switch between the set of observations and predictions. In the evaluation phase, they are among the
components with the highest number of clicks on it. According to the tasks to perform, users might click on
them (more precisely, to the one labelled as ‘Pred’, at the bottom) to enable a comparison through the bar
chart. Surprisingly, the button called ‘Obs’ was the most clicked one. In other words, many users were not sure
about the correct way to interact with the radio button element: in particular, it is almost evident they thought
it was necessary to click on the yellow radio button to enable the corresponding option, without realizing it was
already active. As a result, nothing happened in the charts and the users were induced to click some more time
on it before trying a different approach. This misunderstanding of the interface suggests that a restyling of the
radio button layout is necessary to provide a fair interface to users.
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Figure 3.57. EC3 mouse clicks representation in free mode (top) and evaluation (bottom)

Figure 3.58. EC3 mouse clicks heat-map representation in free mode (left) and evaluation (right)
EC4: Mobility flows in Barcelona
EC4 corresponds to Visual Analysis4 (VA4, see section 3.4.4
VA4: Mobility flows in Barcelona) dealing with
the exploration of the mobility flows across the metropolitan region of Barcelona. Only six participants were
involved into the evaluation of this visualisation, in which four different components have been evaluated
through five steps. The main details of the goals to achieve and the tasks to accomplish are recapped in Table
3.5:
Table 3.5. Tasks and evaluated components in Experimental Conditions 4 (EC4)
Step
1

Evaluated
Component
Data loading
window (Co1)

Goal
Use of Data selection panel (Tk1)

2

Heat-Map (Co7)

Compare values of two variables
for 2 or more ROIs (Tk8)

3

Heat-Map (Co7)

Identify a region on map (Tk4)

4

Slope Graph (Co3)

Identify a region on map (Tk4)

5

Right Panel
tooltips (Co4)

Compare two values for a given
ROI (Tk7)
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Brief task explanation
Configure the dataset and variable to
visualise on the map and charts
Detect the zone with the highest and lowest
difference between variables
Use the filter to show only the zones
fulfilling a given geographical requirement
Using the chart and related tools to detect
which zone has the highest value
Using the slope chart detect the zone with a
greater difference between variables
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Interaction with components
The overall picture about wrong interactions with the components under analyses is given in Figure 3.59.
The first and more evident fact concerns the ratio of errors involving the three main components that this
visualisation is built around, that is the tooltips (Co4), the heat-map (Co7), and the slope graph (Co3). With
respect to the first, aforementioned element, that is tooltips, the results are almost the same as the previous
ECs, so that, without loss of generality, we refer readers to the corresponding sections of EC1, EC2, and EC3.
Regarding the heat-map, the first thing to note is that it has been involved into two different tasks, namely task
4 and 8. According to the tasks to perform, most errors are related to the interpretation of the diverging colour
scale used to represent the difference range under analysis (see Section 3.4.4 VA4: Mobility flows in Barcelona
for a detailed description and Figure 3.33 for a visual reference of it). In particular, the majority of
misinterpretations happened in case of bunches of very similar values, because they are mapped with similar
colours too. In this case and for the sake of discrimination among different options, users could rely on the
contextual tooltips emerging in the panel whenever a cell of the heat-map is hovered. However, mainly due to
the problems detected about tooltips, this information has not been correctly extracted and as a result, users
misled themselves. A concomitant cause could be found in the high density of cells composing the heat-map
that could contribute to increase the difficulties in correctly discerning the colour shades. This is particularly
true when several zones are displayed at a time (for instance, the whole set of EMQ zones composing the
metropolitan region of Barcelona counts 310 regions), as this is the operational case in which task 8 is
performed. These explanations are consistent with the results involving the same component but in another
task (namely task 4), where there is a consistent reduction of heat-map cells displayed in the panel and the
colour shades are more distinguishable among each other. In this case, the error ratio has been substantially
reduced.
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USERS RESULTING IN WRONG INTERACTIONS WITH EC4 COMPONENTS PER
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Figure 3.59. Number of users who have not used components in EC4 correctly.
On the other hand, some criticism about the slope graph (Co3) could be derived as well by looking at the result
in Figure 3.59. Technically speaking, such a graph is the bi-dimensional case of the parallel coordinate plot seen
in EC2 and it is generally used to show trends between two time instants or couples of (consistent) variables.
Indeed, our intention was to use it according to the latter point of view to compare displacements according to
classes of either days or transport modalities. Since this is not a very usual / common visualisation technique, it
takes a while to non-expert users to both fully understand its potentialities and interact with it in a fruitful way.
© INSIGHT Consortium

Page 61 of 208

D3.2 Analysis of Urban Location Patterns
Issue 1

There are also some implementation issues to take into account to give a complete explanation of such poor
performances. First of all, usually having very few outstanding regions with higher values with respect to the
rest of data makes the graph very dense and flattened towards the bottom of the graph itself. As a
consequence, it is impossible to detect trends in such areas. To mitigate this effect, a filtering mechanism has
been implemented to leave out unwanted regions from the graph. At the same time, the vertical axis is
dynamically scaled according to the remaining range of values. However, according to the users’ comments, the
interaction with such filter was not immediate and intuitive, so that the overall experience turned to be a little
bit disappointing. Lastly, to highlight a segment and get the related tooltip, it is mandatory to hover one of the
endpoints rather than positioning the mouse pointer on the segment itself, which seems a little bit unusual to
participants. As a consequence, fixing the aforementioned interaction issues according to the users’ suggestions
could improve the overall usability and understanding of the component.

Components Evaluations
The following figure presents the MOS and 95% Fisher’s LSD confidence interval for participant’s valuations of
EC4 components. A one-way within subjects ANOVA was conducted to compare the valuations assigned to the
different components in EC4. No statistically significant differences were found [F(3,26)=0.78, p=0.52].
Even so, the figure shows that, on average, the data loading panel (Co1) has been the best rated component
among those evaluated in EC4. The lower scores assigned to the other three components (i.e. slope graph (Co3),
tooltips (Co4) and heat map (Co7)) are in coherence with the interaction issues described in the previous
Medias y 95,0% de Fisher LSD
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Figure 3.60. MOS and 95% Fisher’s LSD confidence interval for participant’s valuations of EC4 components

Component mouse interaction
Figure 3.61 shows the aggregate data for all the participants in EC4 (6 individuals) about the zones in the
visualisation page where they clicked onto the most, in both ‘free mode’ and ‘evaluation’ scenarios (top and
bottom image respectively). As previously pointed out, both cluster size and scale are the same as the ones in
EC1, EC2 and EC3, so that comparisons can be made across visualisations.
This EC shares a similar layout as the EC1 one, so users need to press the show/hide buttons on the panels in
order to start the analysis. Therefore, these specific items are among the most clicked elements in the
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visualization tool. This record has to be shared with the combo selector and radio buttons in the Data loading
window (Co1) and the ‘Map It’ button in the heat-map chart (Co7). In both cases, it is perfectly normal to detect
such a pattern as these are the necessary entry-points of the visualization process in order to configure the
environment for the analysis.
The most interesting conclusions can be inferred by comparing the results between the ‘free mode’ and
‘evaluation’ scenarios. First of all, users paid more specific attention to the heat-map chart in the free
explorative phase, where they realized that, by highlighting a heat-map cell, the corresponding region would be
highlighted too onto the map. In other words, they discovered that the heat-map could be considered a useful
tool to link geographical and abstract dimensions of the data. Another interesting pattern worth citing can be
seen in the bottom subfigures of Figure 3.61 by looking at the slope graph area (see also Figure 3.62). Indeed, it
is evident that users were more prone to click onto the slope graph segments rather than on their endpoints, as
already pointed out in the previous sections. Last, the legend into the filter panel was clicked several times in
both scenarios. This is a signal that participants correctly figured out that it could be the right way to filter out
data from the graph. However, it is also remarkable that, especially in the evaluation scenario, they tried to
interact with the text rather than with the coloured box which is actually the only mean to perform the filtering
operation.
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Figure 3.61. EC4 mouse clicks representation in free mode (top) and evaluation (bottom)

Figure 3.62. EC4 mouse clicks heat-map representation in free mode (left) and evaluation (right)

Comparative assessment of implementations: task-component -related performance
across experimental conditions
In this section, a comparative evaluation of the visualisations and in particular, of specific task-component pairs
(according to Table 3.1) across the different ECs is presented. The goal is to reveal possible design
/implementation issues affecting the perceived quality of the visualisation/component and the associated task
performance. The task performance associated to a given component is analysed in terms of the time taken to
complete a given task using the component and of the percentage of users who incurred into some error while
using it. The section focuses on those tasks from Table 3.1 common to two or more ECs and from these, in those
with the most relevant outcomes with respect to the objectives of our study. The results obtained from this
analysis will be considered in future evolutions of the current set of visualisations and on the design of the
visualisation tools in WP6.

Task: Time Selection (Tk2) / Component: Time Slider (Co2)
This task focuses on the correct use of the time slider component to access the time dependent data within a
selected time range interval. For this purpose, the component implements three different ways of interaction:
left/right clicking buttons; bar clicking over the time range interval; and grabbing the thumbs from the slider
selector.

Average duration
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A one-way within subjects ANOVA was conducted to compare the time taken to complete Tk2 using the time
slider in EC1, EC2 and EC3 (see Figure 3.63). No statistically significant differences were found [F(2,56)=1.31,
p=0.28].
Even though, Figure 3.63 shows that the average time computed for EC3 is lower than those corresponding to
EC1 and EC2. Although time selection is a relatively straightforward task that should not take more than 15
seconds, Figure 3.63 illustrates that the participants took more time than expected to complete it. In most of
the experiments, they tend to interact with the slider using the method implemented in EC3 (i.e. grabbing the
thumbs). Also, during the evaluation we noticed that in all the ECs, the component had some implementation
issues with this technique and did not behave correctly. This issue forced them to use either the first or second
method to achieve the task goal, thus increasing the time necessary to complete the task. This issues will be
corrected in future implementations.
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Figure 3.63. MOS and 95% Fisher’s LSD confidence interval for the time taken to select a specific time using the
time slider in EC1, EC2, and EC3

Ratio of Failures
There were no registered failures in any experiment to complete this task, probably due to the low complexity
of the task goal and the ease of use of the component itself. As it has been stated in the previous paragraph, the
implementation issues made the component not entirely intuitive at first use and the participants have needed
several interactions to handle it correctly.

Task: Identify a deviation / gap / discrepancy (Tk5) / Component: Bar Chart (Co5)
The objective of this task was to detect a certain discrepancy/difference gap from the inspection of elements
representing two or more different values in a graphic. To be able to complete this task, participants had to
understand the purpose of each visual feature and to compare the values encoded by these. A quite similar
question, concerning the time range that satisfied a certain deviation criteria, was presented in the two
experimental configurations (i.e. EC1 and EC3).

Average duration
An independent-samples t-test was conducted to compare the time taken to complete Tk5 using the bar chart
in EC1 and EC3 (see figure below). No statistically significant difference was found between the two values
[t(12)=-0.27, p = 0.79].
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Figure 3.64. MOS and 95% Fisher’s LSD confidence interval for the time taken to identify the time range with
the highest deviation using the bar chart in EC1 and EC3
As shown in Figure 3.64, on average, participants took 101 seconds in EC3 versus 95.25 seconds in EC1 to
complete the task. In both cases, they had to compare the values from a bar chart against another plot (a line
chart representing the weekday average in EC1 or the general average in EC3). Although the time employed
was quite similar in both conditions, Figure 3.65 shows that the number of failures was greater in EC1 that in
EC3. We consider that EC1 required more effort/accuracy in the analysis from the participants so these results
may be linked to rush answers that in most cases resulted in a wrong answer.

Ratio of Failures
Figure 3.65 illustrates that nine users of EC1 haven’t identified the time range correctly compared to five
participants of EC3. According to these results, the first impression is that the design of the bar chart and how
the data is displayed in EC3 achieve better results than EC1. However and as we have reported in the previous
subsection, EC1 required a more accurate analysis from the participants: time ranges with very similar values
(see point 4 in section 3.4.1
VA1: Population location dynamics in Barcelona(EC1) and point 5 in section
3.4.3 VA3: Observed vs. forecasted mobility patterns in Rotterdam urban zones (EC3) for further details).
Besides, the absence of tooltips with the computed value make harder to get the correct solution. This has been
reported in the post study section (3.5.10
Post-study) of the evaluation.
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Figure 3.65. Percentage of users incurring in some mistake while performing the identification of the time
range with highest deviation for EC1 and EC3

Task: Compare one variable for two ROI’s (Tk6)/ Component: Tooltip (Co4)
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For a correct execution of this task, participants had to explore the map and select two regions whose values
fall within certain intervals. After the initial exploration, they are required to read the value of the displayed
variable corresponding to these regions from the tooltip.

Average duration
An independent-samples t-test was conducted to compare the time taken to complete Tk6 using the tooltip in
EC1 and EC3 (see figure below). No statistically significant difference was found between the two values
[t(12)=1.60, p = 0.12].
Although no statistical significance was achieved, the figure above shows that the average time taken to
complete Tk6 was higher in EC1 than in EC3. We hypothesize that this difference is given mainly by the time
needed to explore the ROIs represented in the map. In EC1, the number ROIs is larger and the user may need
more time to point out both regions. On the contrary, in EC3 the first region was already selected and the user
only had to select the second one. Additionally, tooltips in EC1 are simpler than in EC3 but the name of the
region is represented with an id code, which can be confused with the value itself. This last issue can also result
in an increase of the overall time needed to complete
the
task.de Fisher LSD
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Figure 3.66. MOS and 95% Fisher’s LSD confidence interval for the time taken to compare the density
values for two selected ROI’s and read the associated values from the tooltip in EC1 and EC3
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Figure 3.67. Percentage of users incurring in some mistake while performing the comparison of one variable
for two ROI’s task for EC1 and EC3
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Figure 3.67 illustrates that all the participants in EC1 have completed the task correctly whereas seven
participants in EC3 have made a bad identification either of the region or values itself. As commented in the
previous point, the tooltips in EC1 have a simple layout design showing only two variables. On the contrary, EC3
displays a more complex structured layout with statistical information that could cause the participants to
misinterpret the values. Comparing the results, it becomes evident that presenting too much information to the
user can be counter-productive in the analysis process and therefore this component should be redesigned in
EC3 accordingly.

Task: Compare two values for a given ROI (Tk7) / Component: Bar Chart (Co5)
The general purpose of this task is to compare several values within the same time range using the bar chart.

Average duration
An independent-samples t-test was conducted to compare the time taken to complete Tk7 using the bar chart
in EC1 and EC3 (see figure below). No statistically significant difference was found between the two values
[t(12)=1.78, p = 0.09] at the p<0.05 level. However, as shown in Figure 3.68, on average, participants took more
time to complete the task in EC1 (145 seconds) than in EC3 (98.8 seconds) (the difference resulted to be
significant at p<0.1). We hypothesize that this time difference is due to the different design and configuration of
the bar chart in the two visualizations. Additionally, different techniques were used in each case to perform this
task. Whereas in EC1 the chart was arranged to represent in a single bar the difference between two ROIs, EC3
uses two separate side-by-side bar plots. To be able to select the time range in which the comparison fulfilled a
certain criteria, participants needed to perform a quick inspection across the plot in EC3 versus inspecting each
bar independently in EC1. Thus, the time needed to provide
a correct
in EC1 was higher than in EC3.
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Figure 3.68. MOS and 95% Fisher’s LSD confidence interval for the times taken to compare two values for a
given ROI using the bar chart in EC1 and EC3

Ratio of Failures
The number of failures in Figure 3.69 produces similar results using the techniques described in the previous
point. A priori, the results of EC1 should be better as the participants could easily check the difference value by
highlighting a unique bar with the tooltip provided. In EC3, this comparison was not shown directly and the
difference had to be done by the user (consequently was more prone to failures). In any case, both techniques
confirmed to be valid for each user case scenario and each shall be considered whereas it is advisable to get a
more accurate (EC1) or quicker (EC3) analysis.
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Figure 3.69. Percentage of users incurring in some mistake while performing the comparison of two variables
for a given ROI task in EC1 and EC3
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As seen previously, EC1, EC2, EC3 and EC4 integrate different visual components able to support the execution
of similar tasks. In this sub-section we compare these components in terms of the time required to complete a
common task to explore the suitability of such components to perform the common task.

Task: Extract a specific value (Tk4)/ Components: Slope graph (Co3), Tooltip (Co4), Heat Map (Co7)
Figure 3.70 shows the MOS and 95% Fisher’s LSD confidence interval for the times taken to extract the indicated
value using the slope graph (Co3), the tooltip (Co4)
and the heat map (Co7).
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Figure 3.70. MOS and 95% Fisher’s LSD confidence interval for the times taken to extract the indicated value
using the slope graph (Co3), the tooltip (Co4) and the heat map (Co7)
We conducted two independent-samples t-tests to compare the times taken to complete Tk4 using i) the tooltip
and the slope graph and, ii) the tooltip and the heat map. In a similar way, we compared the times taken to
complete Tk4 using the slope graph and the heat map using a paired-samples t-test. We found that the average
time corresponding to the tooltip (M=70.95, SD=40.82) was significantly lower than the value computed for the
slope graph (M=262.83, SD=218.41), [t(5)=6.18, p = 0.00] and for the heat map (M=131.67, SD=71.51), [t(5)=3.22, p = 0.00]. However, no statistically significant difference was found between the time scores
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corresponding to the slope graph and the heat map (within-subjects analysis). Taken together, these results
suggest that the slope graph (as implemented in our visualisations) is not suitable to support the extraction of a
specific value from the visualisation in a timely manner. As shown in Figure 3.70, tooltips seem to be the most
suitable component to perform this task.

Task: Compare values of one variable for two or more ROIs (Tk6)/ Components: Tooltip (Co4), PCP Chart (Co6)
An independent -samples t-test was conducted to compare the time required to compare values of one variable
for two or more ROIs using the components tooltip (Co4) and PCP Chart (Co6). The results are illustrated in
Figure 3.71.
Our analysis revealed that the component used has a significant effect on task performance at the p<.05 level
[t(14)=1.98, p=0.05]. The mean time for task completion using the tooltip (M=135.79, SD=54.57) was
significantly higher than the corresponding value computed for the PCP Chart (M=104.10, SD=40.68). Thus,
these results suggest that PCP Charts are more suitable to support the timely comparison of one variable across
ROIs than tooltips.
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Figure 3.71. Mean and 95% Fisher’s LSD confidence interval for the times taken to compare values of one
variable for two or more ROIs using the tooltip (Co4) and the PCP Chart (Co6)

Task: Compare two values for a given ROI (Tk7)/ Components: Bar Chart (Co5), PCP Chart (Co6)
An independent -samples t-test was was conducted to compare the time required to compare two values
(corresponding to different times or variables) for a given ROI using the Bar Chart (Co5) and the PCP Chart
(Co6). The results are illustrated in Figure 3.72.
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Figure 3.72. Mean and 95% Fisher’s LSD confidence interval for the times taken to compare two values for a
given ROI using the Bar Chart (Co5) and the PCP Chart (Co6)
The analysis revealed that the mean time for task completion using the PCP Chart (M=52.05, SD=20.34) was
significantly lower than the corresponding value computed for the Bar Chart (M=124.31, SD=72.02), [t(14)=3.79,
p=0.00]. Thus, PCP Charts seem to be more suitable to support a timely comparison of two values
(corresponding to different times or variables) for a given ROI than Bar Charts.

Task: Compare two values for two or more ROIs (Tk8)/ Components: PCP Chart (Co6), Heat map (Co7)
An independent -samples t-test was was conducted to compare the time required to compare two values
(corresponding to different times or variables) for two or more ROIs using the components PCP Chart (Co6) and
Heat map (Co7). The results are illustrated inMedias
Figurey 3.73.
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Figure 3.73. Mean and 95% Fisher’s LSD confidence interval for the times taken to compare two values for two
or more ROIs using the PCP Chart (Co6) and the Heat map (Co7)
The analysis revealed that the component used has a significant impact on task performance at the p<.05 level
[t(5)=-7.59, p=0.00]. On average, the time for task completion using the PCP Chart (M=52.05, SD=20.34) was
significantly lower than the corresponding value computed for the Heat Map (M=161.17, SD=47.00). Thus,
taken together these results suggest that PCP Charts are more suitable to support a timely comparison of two
values (corresponding to different times or variables) for two or more ROIs than Heat Maps.
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3.5.10 Post-study evaluation
In addition to the quantitative data collected in each experiment, the evaluation methodology included a final
questionnaire in which subjective opinions and open comments (observations) were filled by the participants
regarding the corresponding EC. For the clarity of this section and in order to make comparisons between
common elements, this qualitative data have been firstly grouped by EC and later by common
components/elements that share a similar functionality. For each identified issue, we propose methods or
alternatives to take into account in future visualization tools as well as the design and implementation of WP6.
The reader may refer to the final questionnaires in Annex 4. Evaluation Setups¡Error! No se encuentra el origen
de la referencia. where questions have been grouped in similar categories.
Although the feedback obtained in this part of the evaluation is very useful for the task of designing and
implementing effective and friendly visualisation tools, it is important to highlight that the subjective opinions
from the participants are partly conditioned by their experience and interest in the use of this kind of tools. In
fact, we have found from the screening questionnaires that in general, the evaluation of interaction is strongly
related to the level of knowledge of the users.
Before going into the analysis, it is convenient to describe the different categories used to organize the results.
Basically, this division relates to the general overview of the visualization (either in the presentation or the
interaction dimension) and the common components found in each EC. With this idea, six different categories
are listed:










General Presentation: this category focuses on how the information is shown to the participants from a
generic point of view without denoting any specific component. Ratings on colours, fonts, texts, etc. are
taken into account in the analysis of the results.
General Interaction: the evaluation carried out at this point focuses on the actions made by the
participant from an overall perspective, similarly to the previous category.
Database and variable selector: this category groups observations in any dimension made over
components whose goal is to configure or select the data that will be used for the rest of components.
TimeSlider: provides comments on the presentation and interaction dimensions made over the element
to select the time range for the data inspection (only in those ECs where data is dependent of time).
Tooltips: analyses the feedback popups and data elements used mainly to present the information to
the user.
Chart: focuses on the analysis of all the subjective assessments on the different methods and
components used to represent the data in a graphical way.

EC1: Population location dynamics in Barcelona

General Presentation: most participants that have given a negative score in this category have expressed
concerns of being uncomfortable with the arrangement of the visualization, in which components are presented
on the foreground above the map. As a result, we have detected the noncompliance of the requirements of
usability that hinders the correct use of map: participants reduce their interaction with the map regions and do
not take advantage of its functionalities. As a workaround, we propose to house the components in
independent panels or modules, thus avoiding using the map as background of the visualization. This solution
would ensure that users only use the components needed to solve an exercise or task, avoiding having all the
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panels visible that could hamper the rest of elements. Another detected problem is the colouring used to
represent the classes in the choropleth map. In this sense a large number of participants have had some trouble
discerning the colours, mainly conditioned by the number of classes being represented simultaneously. This
issue can be easily undertaken by letting the user to change the colour palette and providing the possibility to
set the number of classes, thus adjusting the visual presentation to their needs.
General Interaction: the only problem detected in the comments of the participants is the non-visibility of the
components when a ROI is selected on the map, especially the Chart Panel. This causes the user to focus his/her
attention on making visible the panels and not to understand how their actions affect the visualization results.
In this case, we find the solutions given in the previous point also valid to overcome this problem.
Database and variable selector: some users remarked that the interaction tool to select the hour intervals in
this component is somehow cumbersome and slow. A solution that arises is to encourage the use of the
TimeSlider component instead. By this means, we have observed that the time employed to make the time
selection is decreased considerably and there is the possibility to include other functionalities such as
representing graphically the time period with available data. Other concerns are related to the date format and
icons used to represent the panel while it is not visible.
TimeSlider: although it has been identified as the most convenient way to select the time range intervals for the
analysis, this component has received a considerable amount of negative comments regarding interaction
issues. Mainly, participants found that the component did not respond correctly to the mouse clicks and
grabbing the slider thumbs did not behave as expected. In this sense it will be necessary to redefine both
component requirements and interaction methods to take into account the recommendations of the users.
Tooltips: by reviewing the feedbacks of the users, we find that in general they have had difficulties to associate
the information panels to the selected ROI on the map. The main reason is that its position on the screen is
fixed to the left side and therefore the distance to the selected ROI is usually very large. A solution to this
problem would be to show the information as popups that appear close to the selected regions. Another
problem found is that participants are not able to differentiate between the tooltips when selecting two ROIs to
make comparisons (actually it is necessary to match the tooltip border colour with the corresponding region
border on the map). By using popups close to regions, this issue can also be solved but making comparisons
would probably become a more difficult task as the distance between tooltips increases. For this reason, we
find more convenient to use only one tooltip for comparisons and represent value differences in a way such as
in EC2 and EC3.
Chart: in general, presenting people densities using a bar chart has been defined as appropriate by the
participants. Problems regarding this component concern mainly the detection of differences between the
average weekday values (represented by the line chart on top of the bars) and the hourly data. In this sense,
textual information including computed differences should be included in the charts, so that these are displayed
when a graphical element is highlighted. Other proposals consider the possibility to arrange and sort the data
according to a criteria defined by the user.



EC2: Socio-demographic and economic activity evolution in Madrid over the economic crisis

General Presentation: studying the assessments and comments made by the participants, some problems
related to the presentation of information have been detected. In the first place, most users were not
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comfortable with the technique implemented in this EC in which tooltips concerning selected ROIs were placed
over the database and variable selectors (not useful once the datasets have been set). Although some screen
space was freed this way, they found this behaviour unexpected and the analysis process was somehow
hindered. As already described for EC1, arranging the components in independent panels detached from the
map can be a solution to overcome this problem. Also, participants have pointed out that the legend panel
(located on the lower right corner of the screen) is not easily noticed at first sight thus making more difficult to
inspect the colour classes to which the data is referring at each moment.
General Interaction: the overall interaction of the visualization is evaluated as appropriate and only some
observations were made regarding the process of configuring datasets and adding variables.
Database and variable selector: as already mentioned in the previous point, the users have remarked certain
problems related to the process of configuring datasets and variables. In this sense, we consider the possibility
to redefine the methods of interaction with the component and drop-downs menus. Furthermore, to help users
understand the variables and databases used in the visualization, the functionalities of the database and
variable selector should be extended by adding explanatory tooltips over each option of the dropdown menus.
TimeSlider: the commentaries made on this tool are very similar to those described for EC1 regarding
unexpected behaviour and responsiveness of the component.
Tooltips: this EC included a textual information panel in which it was possible to make comparisons between
ROIs and check the difference values. For some users, this panel should be more clear and flexible, allowing
setting the reference region to compute the differences.
Chart: this component refers to the parallel coordinate plot in which the participants are able to compare
variables from the current selected datasets and filter map regions by drawing rectangular areas on the axis
depending on their criteria. From the presentation point of view, users reported some difficulties to understand
the functionalities of the provided tools and buttons. On the other hand, they had problems to draw the filter
proposed in the participant script as interaction with the axis had to be very accurate and usually ended by
doing other unwanted actions. In any case, special care should be taken to describe and represent better the
tool functionalities and also extend the possibilities of interaction so that it becomes more intuitive and
predictable.



EC3: Observed vs. forecasted mobility patterns in Rotterdam urban zones

General Presentation: EC3 was evaluated reasonably well in terms of presentation and remarks on this issue
were only made to the process of identifying the colour classes on the map. As described in EC1, the number of
classes used to represent intervals can make harder the differentiation and identification of colour tones,
especially between ranges with similar values. Anyway this should be tackled by allowing the user to configure
the colour palette and number of classes according to his/her needs.
General Interaction: in the same way, general interaction has received a good evaluation and users have only
remarked a couple of issues regarding the components that will be described next.
Database and variable selector: the participants have sometimes found complicated to understand the meaning
and functionality of the variable set used to configure the visualisation. It is important to remark that these
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variables are closely related to the simulator model used to acquire the data and participants should be familiar
with them in order to use the tool.
TimeSlider: this component is shared among all the EC in which data has a temporal variation so comments on
this component (and workaround alternatives) are coherent with those presented previously.
Tooltips: subjective evaluations were directed to the difficulties encountered to explore the requested data due
to the amount of information and statistics displayed simultaneously. In order to facilitate the detection of
variable within the tooltip we propose to apply a representative and noteworthy colour to the requested value.
Chart: comments made to this component have been mainly focused on the presentation of the information in
terms of adding descriptions or changing nomenclatures that could help to understand better the meaning of
the elements presented. Some examples of these include labels on the abscissa axes, the way to represent the
mean value or the radio-buttons used to add or remove the different datasets to the chart.



EC4: Mobility flows in Barcelona

General Presentation: in this category, the most recurrent and important concern of the participants is related
to the interaction with the panels and the map, given the presented visual layout. As it has been already stated
this issue is motivated by the fact of using the map as the background theme of the visualization. In EC4, the
different components have been designed to cover a considerable part of the available space of the screen and
therefore the data analysis process becomes more difficult. Again a presentation design based on the use of
independent functional components should be considered to make easier the exploration.
General Interaction: concerning interaction the participants have expressed their difficulties to understand the
effects of their actions and the relation between the different components. Comparing the results with other
ECs, this issue has been the cause of a greater number of failures when answering to the tasks proposed. In this
sense, more attention should be paid to describe the workflow of the visualization by the inclusion of help
windows and explanatory tooltips all around the different components.
Database and variable selector: few observations have been made regarding this component. In general, users
find the panel container to be relatively small in comparison with other components of the visualization.
Besides, some find unclear the text information included within this panel where the id of the origin region of
movements is represented whenever they select a ROI on the map. To overcome the last topic, several visual
methods can be added to simplify the understanding and identification like using a representative colour or a
frame that matches the correspondence.
General Chart: unlike the rest of ECs, data for EC4 has no dependency with time so the TimeSlider category
cannot be evaluated in this case to make comparisons. Instead we have used a general chart whose goal is to
get an overview vision of the visualization through a heat-map regarding flows across regions. This component
has a few problems detected by users, like the difficulty to differentiate colours for each region and the
ordering of regions. Similarly to the detected issue on colours for the map representations, customizable
palettes could be used as a solution as well as extend its functionality to enable visual ordering attending to
different criteria. On the other hand some interaction issues have been addressed concerning the “Map it”
button on this component, as it is not clear its general purpose and in which moment it should be pressed to
update the loaded data. In this sense, we find appropriate to apply the same technique used in EC3 for the Data
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loading window where the style of the button is changed dynamically to prompt the user to update the heatmap when the variables have been properly set.
Tooltips: this EC includes textual panels inside all the components showing information related to the
interactions on each element (tooltips for maps are displayed inside the Database and Variable selector
component). In any case, comments have been addressed on the difficulty to understand what information was
represented and the elements they were referencing. As already said in previous categories, visual methods and
complementary information should be added to make easier the correspondence and general comprehension.
Chart: the graphic plot for this category refers to a slope chart in which users could compare the variables for
every region (each represented by a line that connected the variables in a similar way that a parallel coordinate
plot). The task related to this element has obtained bad quantitative results during the experiments and
therefore participants have commented their difficulties to understand the component workflow and available
options within the panel. By analysing these results we conclude that this element should be redefined or
replaced with other graphic techniques that could make easier the interpretation of the available information.

3.6 Conclusions and future work
INSIGHT has applied information visualisation and visual analytics techniques to aid the exploration of the large
datasets collected by the project in search of patterns (and their evolution during the economic crisis) on urban
land usage, public services coverage and usage, daily activity and mobility patterns, and demographic trends.
Five specific visualisations have been developed, concerning: population location dynamics in Barcelona; sociodemographic and economic activity evolution in Madrid over the course of the economic crisis; observed vs.
forecasted mobility patterns in Rotterdam urban zones; mobility flows in Barcelona; and mobility flows on
London’s tube network.
After the First Periodic Review these visualisations have been improved and enriched to increase their usability,
clarity and performance and to further reveal and highlight the relations between the different socio-economic
variables and the spatial location of activities in the city. The development of these improvements has provided
a good background concerning visualisation techniques, data cleaning/pre-processing methods and web
applications technologies. This indeed will be important considering that WP6 deals with more ambitious
objectives such as complex analysis in real time or parallel computing to achieve good performance with large
datasets.
Finally, an experimental study was conducted with a twofold aim: i) to analyse how the visualisation tools and
techniques implemented in WP3.3 are used and perceived by the user; and, ii) to understand to what extent
they are effective in supporting the specific visual analysis tasks they have been set up for. Our analysis revealed
that, on average, the best valuated components were the data loading window (Co1) and the bar chart (Co5).
We found also that the scores assigned to the slope chart (Co3) and to the heat map (Co7) varied significantly
across individuals / experimental conditions, which suggests that these valuations could be heavily influenced
by implementation-specific and/or user-related features. In our visualisations (and in particular in VA1),
interaction outperforms information presentation. Additionally, the design/implementation approach of the
data loading panel and the tooltips adopted in VA1 received higher quality ratings than those adopted in the
other visualisations, being the worst rated the implemented in VA3. Tooltips was found to be the most suitable
component to support the extraction of a specific value from the visualisation in a timely manner. Similarly, PCP
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Charts were found to support the timely comparison of different values (corresponding to different times or
variables) for two or more ROIs in a more efficient manner than Heat Maps, Bar Charts or tooltips. Several
design and usability conclusions were drawn as well. Furthermore, the post-experiment interviews conducted
provided worthy qualitative feedback.
These outcomes will further support the design of more intuitive and user-friendly visual tools in WP6 and
beyond the project life.
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4. Spatial Statistics
This section aims at unveiling the relationships between the different actors and activities within the urban
areas. This analysis will allow the examination of questions such as the clusters of activities and population
groups that have been more resilient to the economic crisis; or the conditions that have facilitated the
emergence of new business models in certain neighbourhoods.

4.1 Urban location patterns and spatial statistics: main challenges
In the particular landscape shaped by the economic crisis, European cities are currently facing new challenges;
they must overcome new threats and other long-lasting problems strengthened by the crisis (the INSIGHT
document D2.2 Urban Planning and governance current practices and new challenges describes these new
urban challenges in-depth). However, apart from some general and common problems, the impact of the crisis
on the economic and social dimensions has been quite different in many cities. Why cities across Europe and
especially, why cities of the same country, have behaved in such a different way? Furthermore, rising this
question at the urban scale, why some urban areas within a single city have been more vulnerable and sensitive
to the crisis than others? What are the bases of the resilience that some neighbourhood or districts have
shown? These questions may have explanations at many different levels. The objective of this research is to find
out if the spatial analysis of urban patterns and spatial statistics can help to answer some of them, unveiling key
spatial relationships between different variables.
The analysed variables are mostly related to the economic and socio-demographic dimension, since they are
clearly the most damaged by the economic crisis in a general context and especially in the case study analysed
in this document, the city of Madrid. The analysis of socio-demographic data revealed to what extent the
generally identified problems on this dimension are present in the case study. Among them: demographic
decline, ageing population, migration of active population and skilled workers, socio-economic polarisation,
socio-spatial segregation or lack of affordable housing. The examination of economic data disclosed the
problems related to the economic dimension, such as unemployment, low productivity or declining revenues
and demand. These analyses were useful in order to identify the areas specially damaged by the crisis, and
therefore more vulnerable, and those more resilient, but what they finally provide is a description, not an
explanation. Answering the mentioned questions requires finding out the spatial relationships between the
variables at those urban areas of interest according to the first analyses, and this is the objective of the second
part of this section 4.
Finding out explanations and distinguishing cause-problems from consequence-problems at the urban scale is
among the main concerns of certain European initiatives like URBACT. Considering that the European Union
involves too many different contexts and realities to be centrally or globally analysed, the European Union
promotes From Global to Local Strategies, and develops instruments like the URBACT Local Support Groups
(ULSGs) and Local Action Plans in order to perform local urban diagnoses. Without going into detail -this Local
diagnosis is described in detail in the INSIGHT document D2.2 Urban Planning and governance current practices
and new challenges-, we found interesting the way URBACT defines the Problem Tree Analysis, whose objective
is to have a global understanding of interconnected problems in order to identify which are the more relevant
ones, and the main causes of others.
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This interesting Problem Tree approach remains however quite simplified and naïve since it does not propose
methodologies complex enough to deal with such an ambitious task. Local Support Groups collect data and
manage variables and indicators obtained from many different stakeholders, and finding out relationships
between these variables requires proposing more advanced methodologies. In this section, a Geographically
Weighted Regression Model has been developed in order to find out potential explicative relationships, applied
to the analysis of the different data collected, obtained also from many different and mostly local sources.
There is another URBACT approach that is interesting in the context of this section, since the programs URBAN I,
URBACT I and URBACT II “are based on a holistic approach that takes into consideration the physical, economic
and social dimensions of urban development, from a sustainable perspective. The participative approach – the
development of strong partnerships between public bodies, the private sector and civil society (including
citizens and inhabitants) – is recognised as a cornerstone of efficient urban development policies” (URBACT,
2013). INSIGHT deals with the exploration of new data sources, so apart from the conventional –often publicsources that make socio-demographic and economic data available, other new data sources have been
considered, including not only public sources but private companies and others from more collaborative and
non-commercial initiatives. At the bases of all of the new data sources, from private companies to the noncommercial initiatives: the participation of people, which contribution generates the databases.
The exploration of these new data introduced complementary information and led to a better understanding of
some urban dynamics. Among the new data sources explored in this research:







Twitter data of the Metropolitan Area of Madrid, from 2011 to 2014. Tweets have been processed in
order to detected languages and relevant idioms – such as Latin-American idioms –. This data could be
used to locate groups of people according to their language and, often, to their nationality, providing
complementary spatial information to the census data that register only peoples’ residences. The data
could reveal also the socio-spatial segregation, and if this is taking place not only at a residence level
but also at the level of the rest of the activities. The lack of mixed areas in this sense would reveal not
just the lack of cohesion but the lack of social interaction.
Land use cadastral data based on 2014 at the building level was aggregated to obtain surface values per
land use in each spatial unit.
Eviction data: from 2008 to 2014 over 360.000 evictions were executed in Spain (according to the
General Council of the Judiciary), leaving hundreds of thousands of people without a home. Data from
this social drama has been collected thanks to the collaborative work of different Non Governmental
Organizations and other associations. The sample registers some eviction data for the Metropolitan
Area of Madrid, from 2011 to 2014, and even if the sample is not quite large (around 700 evictions), the
data have been considered since still evidence a clear spatial segregation and because is a good
example of sensitive data not provided by public institutions but by collaborative initiatives.
Panoramio data has been collected in order to assess the intensity of tourism and the most affected
areas within the city centre. The location of each image uploaded between 2005 and 2014 in an area of
12 km around the city centre was downloaded together with the user id, url link to the image and the
exact uploading date.

Finally, this section has another objective. The goal of INSIGHT is to develop new urban models, tools and
methodologies that can help policy makers, technicians and other stakeholders formulate and evaluate policies
to stimulate a balanced economic recovery and a sustainable urban development. This section also aims at
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providing useful outputs to the models and tools that are being developed in other work packages of the
projects. The analysis of location patterns and spatial statistics can provide useful relationships between the
different indicators introduced in the models, it may help to calibrate them and finally improve their accuracy in
the prediction of future scenarios.
In summary, the main challenges regarding the analysis of urban patterns and spatial statistics had to do with
these questions:









What are the new data sources that can be useful for the understanding of these social and economic
dynamics?
How can these new data sources be explored and what is their potential?
How can we combine these new data sources with the conventional ones in order to increase our
understanding of some urban dynamics?
Can we identify some patterns in the spatial distribution of the different analysed variables (related to
both activities and groups of people?)
Are these patterns revealing some evidences regarding the mentioned threats and challenges?
What are the spatial relationships between the different analysed variables?
Is it possible to identify the relationships underlying the different responses of certain urban areas to
the economic crisis? What kind of relationships (cause-effect)?
What outputs can we introduce in the models that INSIGHT is going to use in future work-packages?

4.2 Methodology
The methodology for the analysis of the urban location patterns was developed in accordance with the data and
resources available, thus ensuring a good balance between spatial-temporal and thematic disaggregation. At
the same time, the results provide answers to the main research questions derived from the main challenges
identified in previous WP, and useful information for the forthcoming WP related to urban modelling.
Once all data sources were spatially synchronized in a common and regular grid (100 x 100 m. square grid), the
analysis methodology consists on a three-step process. First, an exploratory univariate spatial analysis is
performed in order to identify the location patterns of the actors of the urban system (people and activities).
Particularly, four types of clusters have been identified with the use of the Anselin local Moran's index: a) highvalue areas surrounded by other high values (HH), b) high-value areas surrounded low values (HL), c) low-value
areas surrounded high values (LH), and d) low-value areas surrounded by other low values (LL). Spatial weights
were assigned to each origin-destination pair based on the network distance along the road network, which
constitutes an important improvement to traditional Euclidian-distance based analysis.
The second step consists on crossing the spatial patterns of the different variables in order to find some
explanatory relationships that indicate the presence of high or low performing clusters of some key variables.
The results of the high-high and high/low univariate clusters were merged in a matrix-like table showing the
number of spatial units that are in each type of cluster for every pair of variables. Then, the GDP was selected as
a key variable representing areas of welfare/success, and the variables with more high-high clusters in common
locations were chosen as candidate variables (either with positive or negative relationships) for the exploratory
Ordinary Least Square (OLS) regressions. Once the global (OSL) model was chosen, it was checked against the
geographically weighted regression (GWR), which assigns local coefficients to each observation. This was
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performed using a window (bandwidth) of 1, 5 and 10 kilometres. The third step aims at distinguishing
particular from general patterns through the comparison of two case study areas of similar characteristics.
The first step of the methodology was applied to a pilot case study area, Madrid urban centre, for which most
data is available. Once the main location patterns were identified, the second step (explanatory analysis) is also
performed for the whole metropolitan area, thus results can be validated and appropriate to fit subsequent
work in work packages 4 and 5 on urban modelling. Finally, the third step consists on reproducing the main
relationships in Barcelona (according to data availability) in order to check for general as opposed to local
patterns.
According to the results of the data quality check (see Figure 4.1), the analysis was performed introducing the
variables with the largest spatial disaggregation that were available c. 2010.
Null values < 5%

Census basic data
Detailed demography
Household composition
House price and mortgage
Second hand house price
Dwelling rent price
Evictions

Employment
GDP
Economic activities (DUAE)
Facilities
Land use (Catastro)
Spatial density

Tourism (Panoramio)

Units (per year)
2001

2002

2003

2004

2005

2006

2007

2008

2009

2010

2011

2012

2013

2014

< 100
100 to 1,000
1,000 to 10,000
10,000 to 100,000

> 100,000

Figure 4.1 Data availability

4.3 The actors: people and activities
This section presents a univariate spatial analysis of the variables in order to show the areas where high or low
values of the different variables appear. The following map (Figure 4.2) might help the reader to get familiar
with the study area of Madrid and identify the main places referenced in the document. A full collection of
maps showing the spatial pattern of each variable is available in Annex I.

© INSIGHT Consortium

Page 81 of 208

D3.2 Analysis of Urban Location Patters
Issue 1

M-30

Paseo de la Castellana

M-30

M-30

M-30

Figure 4.2 Study area, main spatial references, Madrid urban area. Source: OpenStreetMaps
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4.3.1 People location patterns
1. Analysis of where people live
Mapping the clusters of the surface of residential land use allows the identification of high and low-density
residential areas. While the high-density area, represented by high-high clusters, coincides with the location of
other activities, it is interesting to see some not significant, low-high or low-low areas scattered within the main
high-high patch. These particular low residential areas slightly mark the North-South axis along Paseo de la
Castellana. It is also worth noting some high-low clusters in the most northern, south and Southeastern parts,
denoting the expansion of the residential use.
1.1. Household composition
The most outstanding spatial pattern of residential areas is its low presence along the north-south central axis
following Paseo de la Castellana. All sizes of dwellings (in terms of number of bedrooms) are quite evenly
distributed in the built-up urban areas, with small dwellings being more concentrated in the city centre and
large dwellings more frequent in the outskirts, particularly in the Eastern part (Figure 4.3).

Figure 4.3 Household composition, number of rooms, Madrid urban area, 2010. Source: own elaboration
from Instituto de Estadística del Ayuntamiento de Madrid.
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Still, there are a few facts to highlight like the outstanding high-low clusters of one-bedroom homes in the
Eastern part of the outskirts corresponding to the popular neighbourhoods of San Blas, Moratalaz and Vallecas
(north to south). San Blas gets same outstanding (high-low) cluster values in most household compositions
except for homes with two adults, a youngster and one or more children, which indicates the variety of
population living in that area.
On the contrary, the high-low cluster of one-bedroom homes in Moratalaz only appears again when analysing
homes shared by Spaniards and foreign people. If we look at the origin of foreign people, the same high-low
cluster appears again for Europeans (EU27) and Asiatic people, particularly for Portuguese and Chinese
immigrants. In terms of age, the same cluster appears for people aged 35-39 and 80-84. This very specific
cluster helps identifying a very particular area whose characteristics differ from those of its surroundings. It
seems that this part of Moratalaz attracted young people both from Spain and from some other countries in an
area where there is a population of old people, which suggests a kind of renovation (at least in social terms).
In the case of the high-low cluster located in Vallecas, it also appears for one and two to four bedroom homes,
which coincides with similar clusters of female with children, large families (four adults and children), homes
with two or more adults, and homes with only Spaniards.
In terms of household composition by age and sex, there is a selection of combinations that are highly
concentrated in the city centre (high-high clusters). This is the case of single-occupied homes by males (and
females to a lesser extent) aged 16-64. Also male single-parent families and, in general terms, homes with only
adults in working age as well as those with foreigners are highly present in the core of the city centre. However,
when we turn to older population and families the core of the city centre lacks significant clusters. Instead, we
find high-high clusters of family households mostly in the south and east outskirts of the city, and high-high
clusters of old population is similar locations but generally not expanding so much towards the limits of the
municipal area. It is also worth noting a few high-high clusters towards the centre of the otherwise empty
central North-South axis. These outstanding clusters correspond to homes with one or two adults, or with one
male adult and children. The southern part of the axis, around Atocha, contains high-low clusters of homes
occupied by one or two adults, homes with children and a female or two or three adults, and homes with only
Spaniards.
The newly developed Northeast area contains high-high or high-low clusters of homes with children or only
adults and Spaniards, but not of single-occupied female or old people.
1.2. Nationality
The spatial distribution of Spanish resident population covers most built up areas with the exception of the
above-mentioned North-South central axis (Figure 4.4). Most of the city contains high-high clusters with few
exceptions of high-low areas in El Pardo (NW), San Chinarro (N), San Blas (E), Atocha (central-South), Arroyo
Meaques (SW) and Argüelles (central-W).
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Figure 4.4 Resident population by continent of origin, Madrid urban area, 2010. Source: own elaboration
from Padrón Municipal de habitantes, INE.
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The place of residence of immigrants from each continent reflects the preference for different areas according
to their economic capacity. Residents from the EU27 and from America as a whole have very similar location
pattern to Spaniards, leaving few areas without overlapping high-high clusters. These exceptions are Orcasitas
towards the southern area and Pinar de Chamartín towards the north. On the contrary, there are a couple of
high-low clusters of exclusively EU27 residents in Moratalaz and between Vallecas and Santa Eugenia. Within
EU27 residents, Portuguese and particularly people from Eastern countries are less present in the city centre
and more in the humbler and southern outskirts, with some high-low clusters in the northern area of Barrio del
Pilar and the eastern San Blas. On the contrary, Italians, French, British and Germans prefer wealthier central
and North-Eastern areas with only a few scattered high-low clusters in the southern area. Among American
population, people from Argentina, Cuba and Colombia are well represented in the city centre, whereas other
nationalities are much more scattered (Uruguay, Chile; as it is also the case of Russia), others are more
represented in the north (Venezuela in wealthy Las Tablas, Paraguay in humble Tetuán) or in the economically
disadvantaged South-West (Brasil, Bolivia, Ecuador).
Resident population original from African countries is much more concentrated in specific low income areas,
particularly in the case of Senegal in the northern part of Carabanchel district, Vallecas and Villaverde. The latter
particularly contains a large number of high-high clusters of people from Nigeria, and to a lesser extent from
Morocco and Algeria. Similarly to some American countries, there are a few high-high or high-low clusters in
multicultural Barrio del Pilar. In the case of Morocco, there is a large concentration in Tetuán that also coincides
with an area of high-high clusters of Americans.
In the case of Asian people, they are concentrated in the western part of the city, with the exception of popular
districts like Vallecas and San Blas, where there are concentrations of Chinese population. In the case of
Pakistan there is again a high-low cluster in Barrio del Pilar.
1.3. Sex and age
The spatial distribution of clusters is almost identical for males and females with only small differences in highlow clusters. In Tetuán there is a high-low cluster of male population (and not female), which coincides with
high clusters of immigrants, especially from America and Morocco. The other high-low cluster of male
population that does not coincide with a cluster of female population is near Atocha, which is also a high-low
cluster for Spanish resident population and homes with only adults or families with children (but not with old
people).
Indeed, the high-low cluster in Atocha appears for people under 14 years old and the generation of their
parents (25-49), not being a significant cluster for older age groups. A similar situation occurs in Vallecas (00-09
and 20-54). A different case is the high-low cluster in San Chinarro, which is present in ages between 10 and 69,
thus representing older generations. On the contrary, the high-low cluster in San Blas is present for all age
groups, as well as the one in Plaza de España.
1.4. Industry of employment
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The analysis of the place of residence of the working population6 reveals that residents of the central NorthSouth axis are related to the agrarian sector, possibly related to large companies of the agricultural sector. On
the contrary, workers of the industry, construction and to a lesser extent of the services sector, live well outside
this corridor. The service sector presents more high-high clusters in the city centre and has an outstanding highlow position in Fuencarral (as well as the construction) and in Moratalaz. Conversely, there are more high-high
clusters of workers of the construction and industry sectors residing in the southern part of the city, like
Orcasitas and Villaverde Alto.
2. Analysis of where people work
2.1. Age groups and sex
The location of the place of work evidences the higher density of jobs in the city centre, inclusive of the Northsouth axis that was empty of cluster when analysing the resident population. In terms of age of the working
population, young adults (16-24) are more concentrated in the city centre, with few clusters in the southern
part. The presence of small areas of high-high clusters in the southern part is associated with workers of more
age (over 45 years old), which are less represented in the North (Fuencarral).
In terms of sex, there are few differences in the spatial pattern of males and females. The only worthy
differences are the high-high clusters of male workers in the North (Las Tablas) and the high-high clusters of
female workers in Barrio del Pilar and some small areas in the South and North-East (Barajas).
2.2. Industry of employment
As opposed to the place of residence, the place of work of people linked to the agricultural sector is scarcely
represented in the urban area, with only a few high-high clusters in small North, centre and western areas.
Workers related to the industrial sector are also clustered in specific areas, mainly located in the city centre,
North-central area and Villaverde in the South, while the construction sector dominates in the city centre,
except for the very core and north East, and is also scattered in the South. On the contrary, the service sector
presents a compact distribution in the city centre and extending towards the North and East (Figure 4.5).

6

This analysis comprises employees in the private sector and some employees of the public sector (civil servants of the
general administration are excluded, but those of the regional administration are included as well as regular employees).
For more information, please visit: http://www.segsocial.es/Internet_1/Trabajadores/Afiliacion/RegimenesQuieneslos10548/RegimenGeneraldelaS10562/Quienesestaninclui
d4072/index.htm.
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Figure 4.5 Place of work by industry of employment, Madrid urban area, 2010. Source: own elaboration from
Padrón Municipal de habitantes, INE.

2.3. Nationality
Although in general terms both Spaniards and Foreigners have similar spatial patterns of their places of work,
there are some significant differences like the higher concentration of foreigners towards the south of the M30, or the lack of high-high clusters in a very specific area of the city centre: in Chamberí close to Paseo de la
Castellana.

4.3.2. Activities location patterns
1. Analysis of the number and size of business and services related to leisure and tourism
In general terms, the city centre concentrates a large number of high-high clusters while some high-low clusters
are scattered in some parts of the outskirts. Depending on the degree of specialization and requirements of the
activities the difference between centre and peripheral areas is more or less pronounced. For example, bars and
restaurants are well present in all the core area, inclusive of the North-South axis, and there are also groups of
high-high clusters in the peripheral areas and some high-low clusters mainly in the very North and West of the
municipality. If we look at the clusters attending at the number of employees, high-high groups are more
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restricted to the city centre, extending barely to the other part of the M-30 only in the south and eastern part.
This matches in part with the spatial pattern of leisure, bars and restaurant clusters according to surface size,
where high-high clusters appear mainly in the city centre, northern part of the North-South axis, along the road
to the airport, and in the area between Hortaleza, Valdebebas and the airport (Figure 4.6).

Figure 4.6 Leisure and tourist related activities, Madrid urban area, 2010. Source: own elaboration from
Directorio de Unidades de Actividad Económica (DUAE) de la Comunidad de Madrid, 2010.
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The spatial distribution of establishments dedicated to travel agencies, theatre and shows, museums and
surface of culture establishments is similar though less intense, with a smaller core area in the case of theatres
and shows and museums (and very concentrated in the case of number of employees in all the cases) and a
number of high-low clusters scattered in the study area. In terms of surface, high-high clusters are mainly
concentrated in the city centre, along the North-South axis and towards the South-West area. The case of
cinemas is quite different, since there are abundant in a specific part of the city centre (North-South axis parallel
to Paseo de la Castellana on the West), and then appear scattered as high-low clusters, mainly associated to
shopping centres. The spatial distribution of sport facilities according to its surface reveals lack of sport
equipment in the city centre and a higher presence in the North West and Eastern areas, while there are
scattered high-high and high-low clusters in the outskirts of the city.
Contrary to bars and restaurants, accommodation establishments are well clustered in the city centre with few
exceptions close to the airport (North-East corner) and some high-low clusters in Vicálvaro and Montecarmelo.
Guesthouses and one-star hostels are the most extended categories going beyond the spatial extension of highhigh clusters of higher categories. Three-star hostels and hotels are very concentrated in the city centre, with
scattered high-low clusters along Avenida de América and the road towards the airport. Thelocation of clusters
of the most expensive category, five-star hotels, is well defined in the central part of the North-South axis, with
some high-low clusters in the north and close to the airport.
2. Analysis of the number and size of business related to retail and private services
In general terms, the central part of Madrid is fully covered with high density clusters of large shops with the
exception of the southern part of the North-South axis and an area in the North around Chamartín station.
There are also small groups of high-high and some high-low clusters in the core of other residential areas. It is
still worth noting the low-high clusters bordering some high-density areas like in Las Tablas, Hortaleza,
Vicálvaro, Barrio del la Fortuna, and so on, evidencing the presence of small sized shops close to large
establishments.
In the case of food shops there is a clear gap in the North-South central axis. As expected, there are high
densities of food shops in other residential areas apart from the city centre. Retail activities different from food
and beverages also occupy the North-South central axis with the exception of the area around Chamartín rail
station. In this case, apart from the city centre, there are other groups of high density clusters all around the
city centre except for the north, where there are only a few high-low clusters. This pattern of high-low clusters
in the north coincides partly with similar clusters of services to business, real estate agencies and repair store.
While second hand shops are very concentrated in the core of the city centre, in Cuatro Caminos - Tetuán and in
Vallecas, repair stores are more evenly distributed in the study area, leaving some areas of the city centre, like
the North-South axis, especially around Atocha, and with multiple high-low small clusters in all the north, east
and south and in the most western area (western Aravaca).
The location of office land use surface clusters reveals a large concentration in the city centre expanding
towards the North (and northwest with some high-low clusters in Montecarmelo) but leaving empty areas in
the west-northern part of the core area. There are small groups of high-high clusters in the South (Polígono
Marconi), airport and West (A-6 corridor), and some outstanding high-low clusters in Moratalaz, Carabanchel
and Aravaca, while a low-high cluster appears in the north of Tetuán. However, the southern corridors lack
concentration of these activities.
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When looking with more detail to the type of offices it seems that services to business and real estate agencies
share a compact location pattern covering all the economic centre of Madrid, inclusive of the otherwise empty
areas in and to the western part of the North-South axis (Paseo de la Castellana), where there are also high-high
and high-low clusters of banks. Only a few high-high clusters are outside the M-30, like the one for employees
dedicated to services to business in Barrio del Pilar, and also for number of establishments in San Blas and in
San Chinarro; and in Aravaca, Carabanchel, Usera and the airport in the case of real estate agencies. In both
cases there are also some high-low clusters scattered in the periurban area. On the contrary, the spatial
distribution of banks is more expansive, similarly to the bars and restaurants they cover all built-up areas,
although in this case the core area have some low-high clusters, thus evidencing differences between streets
within the city centre.
3. Analysis of the number and size of facilities related to health and social care
Some specific parts of the city that lack significant clusters of most activities contain large health care and
charity institutions clusters. This is the case of the area close to Chamartín, the western part of Retiro park or
the northern area along the M-607 road. It is also worth mentioning the low-high clusters surrounding the
cluster of large establishments in Orcasitas, as well as the scattered high-low clusters in multiple parts of the
periurban area including the airport, Las Tablas, Villaverde Alto and Barrio de la Fortuna.
Basic health service centres are concentrated in the city centre (inside the M-30 beltway), with some low-high
clusters indicating areas of lower presence within the city centre. There are also some small clusters indicating
high density in the periurban areas, and especially in the North (Barrio del Pilar) and South West (Latina
district). Pharmacies present a more compact pattern in the city centre, with high-high clusters of number of
establishments and employees covering most of the core area except for the southern part around RetiroAtocha-Arganzuela. In addition to the high density large cluster of health services in the north, pharmacies
enlarge their coverage towards Montecarmelo and Las Tablas with multiple high-low clusters, which are also
present in the western periurban area.
When turning to social care centres, its number and density is much lower, with childcare establishments being
the most abundant and scattered throughout the whole study area. Contrary to most activities, there are fewer
clusters in the city centre, with the largest concentrations being located in Arganzuela and in Atocha-Retiro.
However, the scarce clusters of day care centres are located within the city centre. There are few exceptions
located close to main road intersections, and among them the largest cluster is in Hortaleza, where there is also
a cluster for counselling services. These counselling centres are more frequent in the periurban areas,
particularly in the south-western part. The same happens with unemployment offices, while social care offices
are again more concentrated within the city boundaries with Villaverde Alto being the only high-high cluster
outside the M-30.
4. Analysis of the number and size of business related to education
In relation to the spatial distribution of youngest age groups, pre-primary and primary schools are more
frequent in periurban areas than in the city centre, where there are some high-low clusters in the core, and a
larger high-density cluster of number of centres and employees in the Chamartín area. The largest
concentrations of these types of schools are towards the South-West corner and in the southern limits
(Villaverde Alto and Ciudad de Los Ángeles). On the contrary, secondary schools are slightly more concentrated
within the boundaries of the M-30, and this is clearly the case of higher education (tertiary schools). Research
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and development centres share this spatial pattern, with the addition of small clusters near the airport, Las
Tablas and Usera. While schools for adults are mainly concentrated in the city centre leaving a clear gap around
Chamartín, there are multiple small clusters in the periurban area, particularly in the north eastern part.
Libraries are less frequent but share a similar spatial pattern.
In the case of public schools, the presence of high-high clusters is low in the city centre and increases towards
the south, while private schools are more present in the city centre and high density clusters increase towards
the north-eastern area.
5. Analysis of the surface of industry and warehouses
The spatial distribution of the industrial and warehouse surfaces are almost opposed. Warehouses clusters
dominate with a large high-density cluster in the city centre scattered with low-high clusters and a lower density
outside the M-30. On the contrary, large industrial areas are mainly located along the M-40, especially in the
South-Eastern part, close to the airport and around Las Tablas, between the M-30 and M-40 in the North.

4.4 Attractive vs. lagging urban areas
This section aims to identify a) those areas that contain high-high and/or high-low clusters of various actors and
activities, thus areas that attract activities and high performance, and b) areas of low-high and/or low/low
clusters, thus areas that are lagging behind their neighbours and are performing below the average or current
expectations.
The following figure helps identifying the attractive parts of the city, those in which there is an outstanding
mixture of different activities and population groups. The map on the top left corner shows in dark colours the
areas with a mixed urban character, where there are many different activities and population groups
interacting. These are some parts of the city centre: Chamberí, Tetuán and to a lesser extent Arganzuela in the
western part (place of residence of different population groups, more workers in the construction and industry
than in some other central places, variety of food stores, repair services, childcare and schools for children and
for adults) Barrio Salamanca in the East (residence place mainly for Spaniards, Western Europeans and some
South American nationalities like Argentina or Chile, and some high valued activities like museums, retail
including second hand, offices, health care, private schools), and to a lesser extent the historic and touristic
centre (higher concentration of people from low income countries, medium-low rated accommodation, cultural
and leisure services, second hand stores, lack of industry). Outside the M-30 there are similar levels of land use
and population mixture in Moratalaz, Vallecas, Villaverde Alto, Latina and Carabanchel, where there are also
some industrial activities in addition to not highly specialised services. On the contrary, the northern areas seem
more specialized, as well as all the central North-South axis along Paseo de la Castellana where few people live
but there is a concentration of work places related to some high-valued activities of the third sector, like
services to business, R&D, banks and so on, typically occupied by workers over 25 years old from Spain and
other western European countries. There are also some medium-sized clusters in an intermediate position like
Campamento, Ciudad de los Ángeles, Vicálvaro and Santa Eugenia in the South, and Barrio del Pilar and
Hortaleza in the North.
These large parts of the city are scattered with low-high clusters that indicate the diversity within the general
structure identified. These small lagging low-high clusters are less frequent within the historical and touristic
city centre than in other mainly attractive areas.
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In addition to the main and large attractive areas, it is interesting to identify those locations with high densities
of multiple activities and population groups that outstand among low values (see Figure 4.7). This is the case of
two specific areas within the city centre: Argüelles and Atocha, and also of San Chinarro, just on the other side
of the M-30 on the North, San Blas, Entrevías and Arroyo Meaques. Finally, areas with significant low values
were only identified in a few variables, and they are in the area further away from the city centre.

Figure 4.7 Spatial distribution of attractive and lagging areas, Madrid urban area. Source: own elaboration.

4.4.1 Analysis of relationships in terms of GDP
The identification of attractive and lagging areas as a function of the level of urban mix lacks the sufficient
information about the success or failure of those areas in economical, and their implications in quality of life,
terms. One of the variables we can use to assess such a degree of success is the Gross Domestic Product (GDP),
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which in general terms is highly concentrated within the city centre and with higher values in some areas that
do not show a particular high mix of activities and population groups (Figure 4.8).

Figure 4.8 GDP distribution, Madrid urban area, 2009. Source: own elaboration.

A global view to the relationships between potential explanatory variables of high or low GDP is shown in the
Table 4.1 below. All the variables have positive and significant correlation values, with workplaces, particularly
those of foreigners and people aged 45 or more, having the largest elasticity (over 0.6). Within the service
sector, service to business, real estate agencies, banks, bars and restaurants, retail and get higher values than
accommodation for tourists, travel agencies and theatre, cinemas and shows. On the contrary, activities more
linked to residential areas, like social care, public education and other public services show a smaller elasticity,
as well as R&D centres. Regarding population groups, Europeans, and particularly Italians and Germans (0.3
over Spaniards' 0.2), have a stronger relationship with higher GDP values, while people from America, Asia and
Table 4.1 Pearson correlation between GDP and selected variables
Variable

Pearson coef. Sig.

Workplace - Foreigners
Workplace - Aged 45 - 54
Workplace - Aged 55 or more
Workplace - Construction
Service to business (number)
Workplace - Aged 16 - 24
Workplace - Industry
Real Estate Agencies (number)
Other activities (number)
Bars and Restaurants (number)
Residence place - Workers over 55
Italians
Health care (number)
Other retail activities (number)

0.650
0.632
0.623
0.486
0.454
0.407
0.405
0.403
0.349
0.316
0.306
0.296
0.293
0.274
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Variable
Banks
Germans
Residence place - Workers in services
Residence place - Female workers
Residence place - Spanish workers
British
Resident population
French
Population aged 16 - 64
Touristic accommodation (number)
Residence place - Workers aged 45 - 54
Residence place - Female workers
Residence place - Workers aged 25 - 44
Population aged 65 or more
Households with 1 bedroom
Females aged 85 or more
Residence place - Workers in agriculture
Travel agencies (number)
Argentineans
Homes with Spaniards and foreigners
Complementary classes (number)
Residence place - Foreign workers
…
Child care (number)
Library (number of employees)
Universities
Research and development (number of employees)
Homes for aged people
Counselling (number)
Homes for children (number of employees)
Homes for women (number of employees)
Child care (number of employees)
Hotels (1-star)
Public schools
Males from Romania
Shows (surface)
Females from Senegal
Immigrant assistance centre

Pearson coef.
0.272
0.263
0.261
0.259
0.252
0.252
0.251
0.250
0.247
0.242
0.242
0.241
0.239
0.231
0.227
0.227
0.222
0.220
0.220
0.218
0.202
0.202
…
0.025
0.025
0.025
0.024
0.024
0.023
0.023
0.023
0.022
0.022
0.021
0.021
0.021
0.018
0.017

Sig.
**
**
**
**
**
**
**
**
**
**
**
**
**
**
**
**
**
**
**
**
**
**
…
**
**
**
**
**
**
**
**
**
**
**
**
**
**
**

**. Correlation is significant at the 0.01 level (two-tailed).

From the spatial perspective, the results of the high-high and high/low univariate clusters were merged to
calculate the number of spatial units that are in each type of cluster for every pair of variables. The following
graph (Figure 4.9) shows the variables with a larger number of high-high clusters coincident with GDP's high-
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high clusters too, thus providing an insight of which variables present a spatial pattern more similar to GDP's
clusters.

Workplace - All employees
Workplace - Female
Workplace - Aged 45-54
Workplace - Spaniard
Workplace - Male
Workplace - Agriculture
Workplace - Aged 16 - 24
Workplace - Foreign
Workplace - Age 55 or more
Residence place - Agriculture
Workplace - Age 25-44
Foreigners
Residential surface
Workplace - Service sector
Second hand shops by number of employees
Residence place - Age 16-24
People aged 16 or below
People aged 65 or more
Males
Residence place - All employees
Females
Residence place - Age 55 or more
Residence place - Females
Residence place - Spaniards
Females aged 16 - 64
Residence place - Aged 45-54
Residence place - Males
Child care by number of employees
Total number of homes
Number of bars and restaurants
Schools by number of employees
People from Italy
Workplace - Total
Surface dedicated to commercial whareshouses
Workplace - Construction
People from Germany
Population aged 16 - 64
Residence place - Construction
People from France
Surface dedicated to commercial activities
Males aged 16 - 64
Females aged 65 or more
Households with 2 to 4 bedrooms
People from the UK
Population aged 85 or more
Repair stores by number of employees
Place of residence of workers
Bars and restaurants by number of employees
People aged 55-59
Females with children
0
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Figure 4.9 Spatial coincidence (High-high clusters) between GDP and candidate variables. Source:
own elaboration.
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The variables with more high-high clusters in common were chosen as candidate variables for the exploratory
Ordinary Least Square (OLS) regressions. Results indicate that the explanatory power of the model does not
increase significantly after the fifth best possible explanatory variable is introduced. Still, adding a sixth
explanatory variable reduces considerable the AICc evaluation parameter, which in combination with a similar
adjusted r2 value indicates that Model 6 is the best performing. All the variables were deemed significant and
with the expected (i.e. positive) sign. According to Table 4.2 below, the GDP is positively related with the
number of bars and restaurants, the residence of working population aged 16-24 and of those working in the
agriculture sector, the place of work of people aged 45-54, the residence of German immigrants and the surface
of warehouses.
Table 4.2 GDP global (OLS) model results
Model 1
Adj R2
0.39
AICc
890127
Max VIF 1.00
V. 1

(+) Workplace Aged 45-54

V. 2

Model 2

Model 3

Model 4

Model 5

Model 6

0.41

0.43

0.43

0.44

0.44

889147

888504

888213

888049

887843

1.05
(+) Workplace Aged 45-54

1.11
(+) No. bars and
restaurants

1.16
(+) No. bars and
restaurants

(+) Warehouses
area

(+) Workplace Aged 45-54

(+) Workplace Aged 45-54

1.19
(+) No. bars and
restaurants
(+) Residence
place Agriculture

(+) Warehouses
area

(+) People from
Germany
(+) Warehouses
area

1.32
(+) No. bars and
restaurants
(+) Residence
place - Age 1624
(+) Residence
place Agriculture
(+) Workplace Aged 45-54
(+) People from
Germany
(+) Warehouses
area

V. 3
V.4
V.5

(+) Workplace Aged 45-54
(+) People from
Germany
(+) Warehouses
area

V.6

Still, the explanatory power of Model 6 is too low to pass the common threshold (0.5), thus it was checked
against the geographically weighted regression (GWR), which assigns local coefficients to each observation. This
was performed using a window (bandwidth) of 1, 5 and 10 kilometres, resulting in a better performance than
the global model in general terms and with the advantage of knowing the weight if each variable as well as the
performance of the model in the different parts of the city. Table 4.3 below shows a summary of Model 6 with
incrementing bandwidths, which evidences the higher influence of phenomena in the close surrounding over
the lower influence of what is happening further away. Applying the GWR to model 6 the average r2 improves to
0.7, which is a well known threshold of model acceptance.
Table 4.3 GDP local (GWR) model results
Model 6

Bandwidth 1 km

Bandwidth 5 km

Bandwidth 10 km

R2
Adj R2
AICc
Residual squares

0.72
0.71
919645
6.66 e+17

0.62
0.62
963969
8.83 e+17

0.62
0.62
964540
8.92e+17

© INSIGHT Consortium

Page 97 of 208

D3.2 Analysis of Urban Location Patters
Issue 1

The spatial distribution of the local r2 evidences how different parts of the city respond to the model. Contrary
to the global solution, we are now able to identify some areas which GDP values are largely correlated with the
identified variables, like San Chinarro in the north, San Blas in the east, the historical and touristic centre,
Chamberí and Argüelles and Tetuán in the central area or Vicálvaro and Orcasitas in the south.

Figure 4.10 GDP local (GWR) model, local r2, Madrid urban area. Source: own elaboration.
The local coefficients offer additional information to understand the weight of each variable (with all of them
being significant) in explaining the GDP values in different parts of the city (Figure 4.10). In addition, the spatial
patterns of each variable is shown in Figure 4.11 and Figure 4.12 in order to be able to estimate where exactly
each variable has a large influence on the GDP value (should it be present in areas with high coefficients). The
GDP in the central area is more correlated with the number of bars and restaurants (where there is a higher
density) and surface dedicated to warehouses (including parking), with the latter being particularly significant in
Barrio Salamanca. On the contrary, peripheral areas are more influenced by the number of people aged
between 45 and 54 working there, given the higher presence of residential areas and the lower presence of the
other variables, thus GDP is has a stronger link to income in these areas. In some areas of the northern part,
with few workplaces of people aged 45-54 and people from Germany, their presence has a larger influence on
higher GDP values. Another particular area is south Carabanchel, where the scarce population of German
people is related to higher GDP values while the contrary happens with the number of bars and restaurants.
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Figure 4.11 GDP local (GWR) model (bw = 1 km), local coefficients, Madrid urban area. Source: own
elaboration.
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Figure 4.12 Spatial distribution of explanatory variables, Madrid urban area. Source: own elaboration.
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4.4.2 Analysis of relationships in terms of evictions
Evictions are one of the outstanding dramas that have increased during the economic crisis, and Madrid is a
well-known example of it. While the above analysis on GDP values and spatial distribution was focused on
identifying attractive, i.e. more resilient, areas, evictions reflect the negative impact of the crisis on the less
resilient areas and population groups. The sample data obtained for this project serves to illustrate the spatial
distribution in general terms (Figure 4.13). Most evictions occurred towards the south of the M-30, particularly
in Carabanchel-Latina, Orcasitas and Puente de Vallecas. Still, the central and northern areas are not exempt
with some clusters appearing especially in Tetuán and Arganzuela.

Figure 4.13 Spatial distributions of the eviction sample, Madrid urban area, 2009. Source: own elaboration.
The correlations between the eviction sample and the set of socio and economic variables (Table 4.4) reveal a
few (weak) relationships of evictions with some population groups. Considering the small size of the sample, we
can only outline potential links of evictions with the residential areas of foreign and young workers mainly in the
construction sector. Looking at the spatial coincidence of the main high-high clusters, it seems that also workers
in the service sector and older workers (aged over 55) coincide with areas of higher number of evictions (Figure
4.14).
Table 4.4 Pearson correlation between evictions and selected variables
Variable
Residence place - Foreign workers
Residence place - Construction
Residence place - Workers without economic activity
Residence place - Workers aged 16 - 24
Residence place - Industry
Residence place - Workers aged 25 - 44
Residence place - Males
Residence place - Total workers
Total population
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Pearson coef.
0.202
0.200
0.184
0.183
0.157
0.155
0.152
0.151
0.149

Sig.
**
**
**
**
**
**
**
**
**
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Variable
Females
Population aged 16 - 64
Residence place - Females
Males from Ecuador
Residence place - Services
Population aged 65 or more
Residence place - Workers aged 45 - 54
Males from America
Population below 16
Americans
Residence place - Spanish workers
Males from Africa
Homes with four adults and children
Homes with 5 or more bedrooms
Homes with only foreigners
Males from Colombia
Females from Colombia
Males from Dominican Republic
Homes with four or more adults

Pearson coef.
0.146
0.146
0.145
0.144
0.140
0.138
0.138
0.137
0.134
0.133
0.130
0.129
0.114
0.113
0.113
0.112
0.111
0.111
0.110

Sig.
**
**
**
**
**
**
**
**
**
**
**
**
**
**
**
**
**
**
**

**. Correlation is significant at the 0.01 level (two-tailed).
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Residence place - workers in services
Residence place - workers aged 25 - 44
Residence place - workers in construction

Residence place - male workers
Residence place - female workers
Residence place - workers aged 55 or more

Population - females aged 16 - 64
Population - females
Population - males
Residence place - workers aged 25 - 44

Residence place - all workers
Residence place - workers aged 16 - 24
Population aged below 16

Population aged over 65
Residence place - foreign workers
Residence place - Spanish workers
Population aged 16 - 64

Residence place - workers in agriculture
Homes - Total
Population aged 20 - 24

Population - females aged 15 - 19
Population - Ecuador
Population - foreigners
Population aged 40 - 44

Populations aged 45 - 49
Population - Americans
Homes with four or more adults
0

50

100

150

200

250

300

Figure 4.14 Spatial coincidence (High-high clusters) between evictions and candidate variables. Source:
own elaboration.

However, these relationships do not suffice to properly model evictions in Madrid urban area. After iterating
over 40 variables, both the global (OLS, Table 4.5) and geographically weighted (GWR, Table 4.6) tools failed at
providing significant explanatory models.
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Table 4.5 Evictions global (OLS) model results

Adj R2
AICc
Max
VIF
V. 1
V. 2

Model 1

Model 2

Model 3

Model 4

Model 5

0.04

0.05

0.06

0.06

0.06

-24109

-24306

-24572

-24596

-24617

1.00

2.52

6.08
(+) Residence place
of workers in
construction
(-) Residence place
of workers in
services
(+) Residence place
of foreign workers

6.10
(+) Residence place
of workers in
construction
(-) Residence place
of workers in
services
(+) Residence place
of foreign workers
(-) Population from
the EU27

6.21
(+) Residence place
of workers in
construction
(-) Residence place
of workers in
services
(+) Residence place
of foreign workers
(-) Population from
the EU27
(+) Population from
Africa

(-) Residence place
(+) Foreign residents of workers over 55
(+) Residence place
of workers in
construction

V. 3
V.4
V.5
Table 4.6 Evictions local (GWR) models results
Model 5

Bandwidth 1 km

Bandwidth 5 km

Bandwidth 10 km

R2
Adj R2
AICc
Residual squares

0.11

0.05

0.05

0.09

0.04

0.04

-18009

-18708

-18696

769.054

143.452

838.472

4.4.3. Analysis of tourism intensity
This section shows the potential of Panoramio as a new data source that makes possible to uncover and
illustrate urban dynamics related to tourism and leisure. The methodology applied is similar to the one applied
in previous sections, based on using spatial statistics to find out urban patterns.
Panoramio
(http://www.panoramio.com) is a social network that represents georeferenced photos on a global map, made
by the community users in different locations all around the world. Users upload the photos through their
smartphones or photo cameras equipped with GPS, sharing them not only with other users but with other
people via the Panoramio website or via Google Earth. Launched in 2005, Panoramio collected over 5 millions of
photographs in its first two years of existence, but it still continued to grow exponentially when bought by
Google in 2007, reaching 100 millions of images at the end of 2013. Google recently announced the closing of
Panoramio, but the information is still available on the website, which makes it possible to know the intensity of
tourism in certain areas with high accuracy.
Tammet et al. (2013) present a full exploitation of Panoramio information in Sightsmap
(http://www.sightsmap.com), a photo density online map viewer. These maps allow the identification of the
places that attracted most tourists. The hot-spots, i.e. places with the highest density values, are specifically
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marked and they are ranked according to their position within the visualized area and worldwide. The names
for these places were obtained from Wikipedia and Foursquare (see methodology in Tammet et al., 2013).
Sightsmap provides density maps at two spatial resolutions: one allows the analysis at the global or regional
level while the other is more detailed and allows the analysis at the street level. The latter are available for over
15,000 places all over the world. These detailed maps are accompanied by a specific legend adapted to each
city, thus the maximum photo density (in yellow) represents the higher density value in each particular city.
In addition to the density map and the classification of places, at the urban level, Sightsmap can be used to
obtain a recommended route from any origin point chosen by the user. These routes can be computed for
walking or driving lasting 3, 5, 8 or 12 hours. The resulting route consists of a path drawn over GoogleMaps, the
number of attraction places and the total travel time.
1. Study area
A common criterion for defining the external boundaries of the study area was established in order to ensure
further comparability across other cities. These boundaries were used both during the download and analysing
processes. First, a central point was chosen (Table 4.7), which is the centre of the 12 km circular buffer that
defines the study area. Panoramio photos falling within this 12 km buffer were downloaded, whereas the
analysis was restricted to a 10 km buffer in order to minimise the border effect.
Table 4.7 Definition of the study area
City

Centre

Madrid

Puerta del Sol

World Rank in
Sightsmap
12

Europe Rank in
Sightsmap
10

Total photos in a 12
km buffer
269045

2. Data
Data was downloaded with the use of Panoramio's API with fixed parameters in all downloads in order to
ensure comparability. A similar bounding box was used in all cities, which was divided in 400 sub-regions
following a regular grid. This process permitted downloading more photos of each city and speeding up the
processes. Downloaded data contains a sample of all photos stored within the delimited areas. The information
for each photo consists on the geographic coordinates, user id, url link to the photo and upload date. The
locations shown in this study correspond to photos uploaded to Panoramio website between 2005 and 2014.
Each downloaded photo was geo-referenced in a GIS. In this case, we used ArcGIS 10.3 to create a point dataset
from the geographic coordinates downloaded in .csv format from the Panoramio website. Figure 4.15 shows the
spatial distribution of downloaded photos in Madrid by season. Figure 4.16 shows the detail of a part of Madrid
city centre. Both figures evidence a higher concentration of photos in areas of high touristic interest.

© INSIGHT Consortium

Page 105 of 208

D3.2 Analysis of Urban Location Patters
Issue 1

Figure 4.15 Example of photo locations, Madrid

Figure 4.16 Example of photo locations, Madrid city centre
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3. Methods
Aggregated data in a hexagonal grid was used to analyse the spatial pattern of tourists. Global spatial patterns
were identified with the use of Getis-Ord General G statistic and Global Moran's I statistic. General G index
measures the degree of clustering for either high values or low values. Moran's I index measures spatial
autocorrelation based on feature locations and attribute values. Both were calculated in ArcGIS 10.3. Tourism
intensity local trends were identified with the use of Anselin Local Moran's I (LISA statistic). LISA analysis allows
the identification of concentrations of high values, concentrations of low values, and spatial outliers (Anselin,
1995).
Data also allows for spatial-temporal analyses in order to present the potentiality of this data source to analyse
time variations in tourism intensity. The spatial distribution of Panoramio photos in different seasons was
analysed and data on user id and upload date was used to distinguish photos uploaded by residents in Madrid
(i.e. users that upload photos over a month or more) from those uploaded by non-residents (i.e. users that
uploaded photos of Madrid in a time span smaller than one month).
4. Results
Table 4.8 and Figure 4.17 evidence the different seasonal spatial patterns. Data indicate a higher touristic
intensity during spring and winter. In relation to the location patterns, tourists keep similar patters during the
whole year, although in autumn the presence of HH clusters is slightly lower.
Table 4.8 Photos uploaded in Madrid by season
Season

Photos (total)

Photos (in
percentage)

Average density
(P/Ha)

Number of HH
clusters

Autumn

59691

22.2

13.5

190

Winter

77057

28.6

17.5

228

Spring

73188

27.2

16.6

205

Summer

59108

22.0

13.4

214

Total

269045

100
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Figure 4.17 Photo density and Anselin Local Moran's I statistics by season in Madrid
Panoramio georeferenced photos show a clear concentration in the most touristic places. Still, considering that
these places contain the main attractions of the city, part of those photos might have been taken by resident
population. Similar to Fischer's Geotaggers' World Atlas, our criterion to distinguish whether the photos were
taken by tourists or residents is based on the period of time each user have been uploading photos in each city.
If a photo belongs to a user that has been uploading photos of a particular city for one month or more, then it
classified as resident, otherwise photos are considered to belong to tourists.
From the approximately 269,000 photos in our sample, 43,000 of them belong to tourists and 226,000 to
resident population. Photos from tourists show a stronger spatial concentration than those from residents,
especially around Real Madrid and Atlético de Madrid football stadiums, Las Ventas bullfighting arena, the Royal
Palace, Templo Debod, El Prado Museum, The Retiro Park, and Gran Vía street. On the contrary, photos from
resident population are more dispersed throughout the city (Figure 4.18 and Figure 4.19).
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Figure 4.18 Tourists vs residents photos in Madrid

Figure 4.19 Tourists vs. residents photos in Madrid (city centre)
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Anselin Local Moran's I statistic was used to identify spatial clusters in order to verify whether tourist and
resident photos exhibit different spatial patterns (Figure 4.20). According to results, the number of hot-spots is
much lower in the case of tourists. These hot-spots are typically located in the city centre. On the contrary, hotspots of photos from residents are more numerous and located also in peripheral areas, especially in parks and
leisure areas (zoo, theme park).

Figure 4.20 Anselin Local Moran's I of tourists vs. residents photos in Madrid

4.5 Extension to Madrid metropolitan area
The results of the exploratory and explanatory analyses within Madrid urban centre revealed some spatial
relationships between social and economic variables. This is useful to better understand the spatial patterns
within the city centre, not only with the identification of (expected) high density areas, but, more interestingly,
it allowed the identification of certain population groups and/or activity clusters and gaps, as well as the
location of outstanding areas that behave slightly different from their surroundings. In addition, we have been
able to have a look at factors influencing the quality of life in terms of GDP and how these factors have different
intensities in different parts of the city. The objective of this section is to extend this explanatory analysis to the
whole metropolitan area in order to extract relevant relationships that can help improving the accuracy of
models to be used in subsequent Insight work-packages.
Figure 4.21 shows the spatial distribution of the four cluster types according to the number of variables that are
high-high, high-lo, low-high or low-low clustered in each cell. Dark colours indicate that more variables cluster in
the same area, thus indicating areas of more relation between different population groups and activities. Highhigh clusters are easy to identify in the central and southern part of Madrid municipality and its extension along
the north and eastern axis as well as in the nearest south west surroundings. On the contrary, high-low clusters
are scarce and typically concentrate less than 13 variables, whereas low concentration areas surrounded of high
concentration clusters fill the gaps between high-high clusters with concentrations of 13 to 34 variables in most
cases.
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Figure 4.21 Spatial distribution of attractive and lagging areas, Madrid metropolitan area (LUZ)

4.5.1 Analysis of relationships in terms of GDP
Similarly to the previous analysis of the urban area within Madrid municipality, we are now investigating the
variables that share their spatial pattern with the distribution of the GDP throughout the whole metropolitan
area as defined in the corresponding Large Urban Zone (LUZ) by the EEA (Figure 4.22). As in the previous
analysis, the time of the analysis is c. 2010 (GDP latest data is from 2009, the last census is from 2011 and most
of the other datasets are dated in 2010 except Cadastral information that refers to 2014).
The spatial distribution of the GDP indicates a high concentration in the core of the city centre with some
medium sized and small clusters in the surroundings of the municipal boundaries of the capital city, which are
particularly significant in the North-Eastern section.
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Figure 4.22 GDP distribution, Madrid metropolitan area, 2009
Table 4.9 contains the most relevant variables according to the Pearson coefficient. Contrary to the previous
analysis, whose spatial coverage was smaller and more homogeneous (the most central urban zone of the
metropolitan area) these values indicate that a global indicator regardless of any spatial consideration is not
adequate for our analysis as neither the variables nor their values indicate any plausible relationship between
any population group or economic activity and GDP values.
Following the same methodology as in the analysis of the Madrid urban area, we counted the number of
variables that have high-high clusters in the same cells as the GDP high-high clusters. The variables with a larger
number of common high-high cells with GDP are shown in Figure 4.23. These include some population groups
like young people and people in working age, and people from some Latin American and European countries;
some economic activities like surface dedicated to warehouses (including parking lots), residential areas,
number of bars and restaurants, retail surface, number of groceries and supermarkets, services to business or
real estate agencies among others; as well as some services like health centres, surface dedicated to cultural
activities or private schools.
Table 4.9 Pearson correlation between GDP and variables with coefficient over 0.001, Madrid metropolitan area
Variable
People from Senegal
Number of employees in homes for children
Number of unemployment offices
Employees in homes for people other than children,
aged population, women or handicapped
Number of tax offices
Number of immigration centres
Number of 1-star hotels
People from Nigeria
Number of Civil Guard headquarters
Number of employees in day centres
Number of heliports
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Pearson coef.
0.0970
0.0970
0.0910
0.0880
0.0860
0.0790
0.0790
0.0780
0.0770
0.0740
0.0660

Sig.
**
**
**
**
**
**
**
**
**
**
**
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Variable
Number of specialty health centres
Number of fire-fighters headquarters
Surface dedicated to residence
Number of large specialized shops
Number of homes for handicapped
Surface dedicated to shows
Number of parks
Surface dedicated to sport facilities
Number of police stations
Employees of homes for handicapped
Number of large supermarkets

Pearson coef.
0.0590
0.0580
0.0550
0.0540
0.0540
0.0530
0.0460
0.0370
0.0340
0.0280
0.0240

Sig.
**
**
**
**
**
**
**
**
**
**
**

**. Correlation is significant at the 0.01 level (two-tailed).
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People aged 16 or below
People aged 05 - 09
People aged 00 - 04
Females
People aged 10 - 14
People from Venezuela
Males
Surface dedicated to warehouses
People aged 16 - 64
People aged 45 - 49
People aged 15-19
People aged 50 - 54
Females aged 16 - 64
People aged 40 - 44
People aged 35 - 39
Surface dedicated to residence
People from Argentina
People aged 55 - 59
People aged 60 - 64
People aged 30 - 34
People aged 25 - 29
People aged 20 - 24
Number of other economic activities
People aged 65 - 69
People from Portugal
People from Italy
People over 65
People aged 70 - 74
People aged 75 - 79
People aged 80 - 84
Employees in other economic activities
People from Cuba
People from the EU
People from America
Number of bars and restaurants
People from Germany
People from Chile
People from Colombia
Number of pharmacies
Employees in pharmacies
Employees in bars and restaurants
People from Russia
Surface dedicated to shops
People from Peru
Number of Banks
People from Paraguay
People from Europe (not EU)
People from United Kingdom
People from France
People form Brazil
Number of health centres
Number of groceries and supermarkets
Number of other retail activities
Employees in groceries and supermarkets
People from Asia
People from Bolivia
Employees in other retail activities
People from Dominican Republic
People from Uruguay
Number of services to business
Number of real estate agencies
People from Ecuador
Surface dedicated to cultural activities
Number of private schools
People from China
People from Bulgaria
Number of repair stores
Employees in repair stores
People from Algeria
People from Ukraine
Employees in real estate agencies
Surface dedicated to offices
Number of travel agencies
0
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Figure 4.23 Spatial coincidence (High-high clusters) between GDP and candidate variables
A selection of the 20th most relevant variables were introduced in a step-by-step exploratory regression tool
(ArcGIS' Exploratory Regression) in order to identify the best fitting OLS global models that might explain GDP
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spatial distribution. Table 4.10 summarizes the percentage of significance and the sign of each of the twenty
variables that participated in the process. Five of them resulted always significant: warehouses, offices, services
to business and real estate agencies, whereas other 7 variables were also significant in more than the 70% of
the cases.
Table 4.10 Summary of variable significance, OLS exploratory regression, GDP global model results, Madrid
metropolitan area
Variable

% Significant

Surface dedicated to warehouses
Surface dedicated to offices
Number of services to business
Number of real estate agencies
Number of bars and restaurants
Number of pharmacies
Number of groceries and supermarkets
Surface dedicated to residence
Number of health centres
Surface dedicated to commerce
Population aged 16 - 64
Population below 16 years old
People from Europe (Not EU 27)
Number of banks
Number of travel agencies
Population from America
People from Europe (EU 27)
Number of private schools
People from Asia
Number of repair stores

% Negative
100
100
100
100
98.33
80.93
79.27
76.07
76.07
74.42
72.8
69.7
69.21
64.01
56.42
54.52
51.2
43.66
39.25
30.62

% Positive
0
0
0
0
0
1.1
90.44
19.1
39.16
3.21
24.84
48.57
77.06
7.4
10.46
51.85
44.64
6
17.56
47.51

100
100
100
100
100
98.9
9.56
80.9
60.84
96.79
75.16
51.43
22.94
92.6
89.54
48.15
55.36
94
82.44
52.49

We allowed ArcGIS tool to fit the 6 models subsequently (Table 4.11), each of them with one more variable than
the previous one, resulting in a collection of six models which adjusted r2 is over 0.6, and over 0.7 in five of
them. Results indicate that the number of services to business has the highest explanatory power (adj. r2 = 0.6),
while introducing the surface dedicated to offices slightly improves the model reaching adj. r2 = 0.7 and adding
surface dedicated to warehouses improves the model to reach up to 0.72 in terms of adjusted r 2. The corrected
Akaike Information Criterion (AICc) improves with subsequent variables in the model, while the Variance
Inflation Factor (VIF) value tends to increase, though always remaining well below the 7.5 threshold. The other
variables that are significant in models 4 to 6 are (subsequently) the number of bars and restaurants, the
number of groceries and supermarkets and the population in working age (16 to 64 years old).
Table 4.11 GDP global (OLS) model results

Adj R
AICc

2

Model 1

Model 2

Model 3

Model 4

Model 5

Model 6

0.64

0.70

0.72

0.72

0.72

0.72

671515

667996

667161

666933

666858

666793

1.48
(+) Surface
dedicated to

1.94
(+) Surface
dedicated to

2.35
(+) Surface
dedicated to

3.45
(+) Surface
dedicated to

3.74
(+) Population
aged 16 - 64

Max VIF 1.00
(+) Number of
V. 1
services to
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Model 1

Model 2

Model 3

Model 4

Model 5

business

offices

warehouses

warehouses

warehouses

(+) Number of
services to
business

(+) Surface
dedicated to
offices
(+) Number of
services to
business

(+) Surface
dedicated to
offices
(+) Number of
bars and
restaurants
(+) Number of
groceries and
supermarkets

(+) Surface
dedicated to
offices
(+) Number of
bars and
restaurants
(+) Number of
groceries and
supermarkets
(+) Number of
services to
business

V. 2

V. 3

V.4

V.5

Model 6

V.6

(+) Surface
dedicated to
warehouses
(+) Surface
dedicated to
offices
(+) Number of
bars and
restaurants
(+) Number of
groceries and
supermarkets
(+) Number of
services to
business

Global OLS results are satisfactory, but still, we do not know how these models fit in the different parts of the
metropolitan area and what is the variation in the intensity of the different variables. To test this, we computed
Geographically Weighted Regressions of models 3 to 6 with increasing bandwidth of 1, 5 and 10 km. Table 4.12
and Table 4.13 summarize the quality parameters of each model in each bandwidth. While a 1 km bandwidth
provided satisfactory results when analysing the urban area of Madrid, and still provides higher adjusted r 2
values, spatial coverage issues arise when applying it to the whole metropolitan area (i.e. adjusted r2 is below
0.5 in most of the territory), and multicollinearity issues affect over 3 % of the territory (maximum condition
number higher than 30). On the contrary, any model with bandwidth of 5 or 10 km is also above 0.7 in terms of
adjusted r2 and the maximum condition number is always well below 30. Of them, only model 6, which
introduces population in working age (16 to 64 years old), provides local r2 above 0.5 in more than the 50% of
the territory, and when applying a bandwidth of 5 km over 44 per cent of the territory obtains local r2 over 0.7.
Table 4.18 shows the models that satisfy each of these criteria.
Table 4.12 GDP local (GWR) model results
Model 3

Bandwidth 1 km

Bandwidth 5 km

Bandwidth 10 km

R2
Adj R2
AICc
Residual squares
Max. Condition number
Surface with R2 >=0.5 km2 (%)
Surface with R2 >=0.7 km2 (%)

0.857

0.760

0.751

0.817

0.755

0.750

501613

659731

665055

4.868 e+018

8.310e+018

8.608e+018

509.60

9.62

3.77

668 (7.81)

1380 (16.13)

1974 (23.07)

263 (3.07)

414 (4.83)

491 (5.74)

Model 4

Bandwidth 1 km

Bandwidth 5 km

Bandwidth 10 km

R2
Adj R2
AICc

0.867

0.763

0.754

0.825

0.757

0.752

480111

659612

664898
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Model 4

Bandwidth 1 km

Bandwidth 5 km

Bandwidth 10 km

Residual squares
Max. Condition number
Surface with R2 >=0.5 km2 (%)
Surface with R2 >=0.7 km2 (%)

4.511e+018

8.214e+018

8.510e+018

580.98

11.64

6.16

802 (9.37)
370 (4.32)

1517 (17.73)
500 (5.85)

2160 (25.24)
737 (8.61)

Model 5

Bandwidth 1 km

Bandwidth 5 km

Bandwidth 10 km

R2
Adj R2
AICc
Residual squares
Max. Condition number
Surface with R2 >=0.5 km2 (%)
Surface with R2 >=0.7 km2 (%)

0.873

0.765

0.756

0.828

0.758

0.753

434226

659526

664810

4.302e+018

8.138e+018

8.445e+018

970.15

20.72

11.13

844 (9.86)

1588 (18.56)

2204 (25.76)

428 (5.00)

514 (6.01)

1934 (22.61)

Model 6

Bandwidth 1 km

Bandwidth 5 km

Bandwidth 10 km

R2
Adj R2
AICc
Residual squares
Max. Condition number
Surface with R2 >=0.5 km2 (%)
Surface with R2 >=0.7 km2 (%)

0.884

0.769

0.759

0.834

0.760

0.756

432339

659390

664640

3.903e+018

8.015e+018

8.344e+018

991.79

20.83

12.30

2488 (29.08)

6169 (72.09)

6247 (73.01)

1934 (22.61)

3808 (44.51)

3498 (40.88)

Table 4.13 GDP local (GWR) model selection criteria and comparison
Criteria

Model

Bandwidth

Adj R2 >= 0.7
Max. Condition Number < 30
R2 >=0.5 in over 50% surface

3, 4, 5, 6
3, 4, 5, 6
6

1, 5, 10
5 , 10
5, 10

The spatial distribution of model 6 local r2 is shown in Figure 4.24, where we can see the scarce spatial coverage
of the model when using 1-km bandwidth compared with 5 or 10 km bandwidths, which have a similar spatial
coverage and distribution, and provide high r2 values in a large area of Madrid urban area. The 5 km bandwidth
provides more surface with local r2 over 0.7, thus there is no reason to unnecessarily increment the bandwidth
to 10 km.
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Figure 4.24 GDP local (GWR) model 6, local r2, Madrid metropolitan area
The spatial distribution of the local coefficients for each of the variables in model 6 using a 5 km bandwidth is
shown in figure 4.26 (please use the following Figure 4.25 for main spatial references). Population in working
age, representing residential areas, are clearly inversely related to GDP in the northern part of the municipality
of Madrid, where surface dedicated to warehouses (which includes parking space) gets the maximum positive
coefficients. This area is also part of the highest coefficients of number of services and business and it also
coincides with high coefficients of bars and restaurants, and is close to the area with high coefficients of surface
dedicated to offices.
While high coefficients of the surface of offices and warehouses are quite concentrated in the city centre, when
talking about the number of services to business, high coefficients are spread through a larger area, expanding
from the city centre towards the South-Eastern area. There is a particular spatial coincidence of high
coefficients of the number of bars and restaurants and number of services to business in Arganda del Rey
(south-east of Madrid municipality). It is also interesting to observe how, in general terms, all the variables have
a centre to periphery spatial pattern with residence based variables (i.e. population and food stores)
coefficients having opposite sign than activity based variables (surface dedicated to warehouses and offices and
number of bars, restaurants and services to business).
Comparing Figure 4.26 (model coefficients) and Figure 4.27 (variable distribution) allows the identification of
different behaviour patterns. For example, there are areas where high values of the variable have a big
influence on GDP values (surface dedicated to warehouses and offices, and number of services to business in
the city centre; groceries and supermarkets in Alcobendas). On the contrary, other areas of high values indicate
low GDP values (groceries and supermarkets in the city centre; some areas of surface dedicated to warehouses
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in the north of Móstoles and in Villaviciosa de Odón). Finally, in some areas with small clusters of high values
are able to have a large impact on GDP values, like the services to business in Alcalá de Henares, Arganda del
Rey, Aranjuez, Getafe or Alcorcón; or the surface dedicated to warehouses and offices, and the number of
groceries and supermarkets in Navalcarnero.

Figure 4.25 Study area, main spatial references, Madrid metropolitan area (Large Urban Zone, LUZ). Source:
OpenStreeMaps.
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Figure 4.26 GDP local (GWR) model 6 (bw=5km), local coefficients, Madrid metropolitan area
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Figure 4.27 Spatial distribution of explanatory variables, Madrid metropolitan area
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4.6 Replicability: a model that can be easily implemented across cities
The main aim of this section is to provide a model that can actually be easily applied in different European large
cities. After reviewing multiple data sources and evaluating their quality and comparability across Insight's
cities, Panoramio data was chosen to develop this section due to its characteristic of being common for all the
study areas and to the good results obtained in the case study of Madrid. By doing this exercise we will be able
to identify the general patterns (i.e. common factors and spatial distributions in both cities) from the
particularities of each metropolis. The analysis and results shown below are part of a paper recently published
in Applied Geography titled "Identification of tourist hot spots based on social networks: a comparative analysis
of European metropolises using photo-sharing services and GIS"7.

4.6.1 Identification of tourist hot spots based on social networks: a comparative
analysis of European metropolises using photo-sharing services and GIS
Various studies have used information from photo-sharing services to analyse tourist movements and propose
or assess tourist routes. Girardin et al (2008) examined uploaded photographs of Rome. They analysed tourist
movements and created a map that shows where tourists go and the density of tourists in these areas.
Kurashima et al (2013) proposed a travel route recommendation method that makes use of the photographers’
histories as held by social photo-sharing sites. Assuming that each photographer’s collection of geotagged
photos is a sequence of visited locations, photo-sharing sites are important sources for gathering tourists’
location histories. By following their location sequences, representative and diverse travel routes can be found
that link key landmarks. De Choudhury et al. (2010) examined the creation of automated travel itineraries by
using data from Flickr that show when the photograph was taken and its associated geographical location and
semantic tags. The automatically created travel itineraries were compared with popular professional bus tours
by crowdsourcing, and the results show that Flickr data is useful for creating meaningful travel itineraries. Also
with the help of Flickr, Mamei et al. (2010) developed a system that learns and stores users' tourist experiences,
behaviour and tastes to recommend personalized routes. Kurashima et al. (2013) and Lu et al. (2010) have
leveraged these sources to suggest tourist trips. Li (2013) used Panoramio data and the Iterated Local Search
heuristic algorithm to find an approximate optimal solution for tourists’ multi-day and multi-stay travel planning
(different places of accommodation).
However, despite this incipient interest in geotagged photograph data, none of these studies has used spatial
statistical techniques to analyse location patterns and thus contribute to our knowledge about tourist behaviour
in cities.

1. Study areas

7

García-Palomares, J.C., Gutiérrez, J. y Mínguez, C. (2015). Identification of tourist hot spots based on social networks: a
comparative analysis of European metropolises using photo-sharing services and GIS. Applied Geography, 63, pp. 408417. (DOI: 10.1016/j.apgeog.2015.08.002) [JCR Impact factor: 2.494, Q1] [SCR Impact factor: 1.085, Q1].
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To analyse the potential of Panoramio, we selected four cities in the European Union in addition to Insight
cities: Athens, Barcelona, Berlin, London, Madrid, Paris, Rome and Rotterdam. The study areas were defined in
accordance with criteria that would permit their comparison, establishing a similar size in terms both of the
data downloaded and the analyses performed. Thus, study areas were defined from a central point in each city 8
to the edge of a buffer zone 12 km from the centre (a total surface area of about 314 km2). Based on the
location of photographs taken within these 12 km radius areas and downloaded from Panoramio, analyses were
conducted of a smaller area with a radius of 10 km. Our goal in working with 10 km to the city centre plus 2 km
outside the final study area was to try to avoid an "edge effect" in the results of the analyses.

2. Methods
Geotagged photographs on Panoramio show a clear and high concentration around tourist areas in cities.
However, since these are the most visually attractive places in cities, it was possible that a considerable
proportion of the photographs had been taken by local residents. The criterion used to determine whether the
photographs were taken by visitors or local residents was the period during which each user had taken pictures:
if this period exceeded one month, then the photographs were attributed to residents; if the period was less
than one month, then they were attributed to tourists9. This methodology is similar to that used by Fischer for
his Geotaggers' World Atlas.
Taking the case of Madrid as an example (see previous section 4.4.3 for further details), of the approximately
269,000 downloaded photographs, 43,000 had been taken by tourists and the remaining 226,000 had been
taken by local residents. Tourists' photographs clearly evidenced a higher spatial concentration than those
taken by residents, particularly around the Real Madrid and Atletico de Madrid stadiums, the Las Ventas
bullring, the Royal Palace, the Temple of Debod, the Prado Museum, Retiro Park, Atocha Station and the street
of Gran Vía. In contrast, residents' photographs showed greater dispersion.
The following methodology was employed to analyse the spatial distribution of photographs in the eight
selected cities:
a) Data aggregated by hexagons with sides measuring 200 meters (400 meters in diameter) were used to
produce density maps and descriptive statistics, and thus determine the intensity and degree of
concentration of the photographs.
b) Specific locations were analysed by calculating standard distance to the mean centre.
c) Spatial autocorrelation was analysed to identify the location and extent of spatial clusters of
photographs.

8

The following places were considered as central points: the Parthenon in Athens, Plaça Catalunya in Barcelona, the
Brandenburg Gate in Berlin, Trafalgar Square in London, the Puerta del Sol in Madrid, the Hotel de Ville in Paris, Piazza
Venezia in Rome and the Erasmus Bridge in Rotterdam.
9
The rationale underneath this method is that it is very likely that users that upload photographs during a long period of
time are actually local residents, while users that upload photographs only during a short period of time are tourists. The
analysis of the results of this segmentation in the eight studied cities shows that the patterns obtained for tourists and nottourists are consistent, so this segmentation procedure can be considered valid for showing general trends, albeit not
being not hundred percent accurate.
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Density maps provided an initial visual overview of the density distribution of the photographs in the cities
studied. Descriptive statistics were used to determine those cities with a higher density and spatial
concentration of tourists' photographs.
For specific location analyses, the standard distance of the photographs was calculated to measure the degree
to which features were concentrated or dispersed around the geometric mean centre.
Lastly, data aggregated in hexagonal grids were used to perform an analysis of location patterns using spatial
statistical indicators. Two indicators were calculated to determine global location patterns: the Getis-Ord
General G statistic and the Global Moran's I statistic. The General G index measures the degree of clustering for
either high or low values, while Moran's I index measures spatial autocorrelation based on feature locations and
attribute values. The Anselin Local Moran's I (LISA statistic) was used to identify local trends in the location of
the intensity of tourism in each of the study areas. LISA analysis identifies concentrations of high values,
concentrations of low values, and spatial outliers (Anselin, 1995). Contiguity by edges was the method
employed to define neighborhood. Megler et al. (2014) have used a similar methodology to analyse graffiti
location patterns in the city of Los Angeles.
Although the main goal of the analysis was to identify the spatial distribution patterns of tourists' photographs,
pictures taken by local residents were also analysed in order to determine whether both sets of photographs
presented similar patterns.

3. Results
Intensity
Figure 4.28 shows the distribution of the number of photographs in each of the hexagons into which the cities
were divided. Figure 4.29 shows the distribution of photographs differentiating between those taken by tourists
or locals. London presented the highest density of tourists' photographs, with a mean of 22 photographs per
hexagon, followed by Paris (Table 4.14). In London, the phenomenon extended over large areas of the city, as
reflected by the low coefficient of variation (CV). Barcelona also presented a very high density (mean values
were influenced by its coastal location) and showed the most highly concentrated distribution of tourists'
photographs, with the highest CV.
The most photographed sites were the cities' main monuments, but photographs were also taken of other
tourist attractions, such as football stadiums. Thus, for example, the highest number of photographs per
hexagon in London corresponded to the British Museum, Camden Market and Tower Bridge, and to Nou Camp
(Barcelona FC Stadium) and Gaudí's Park Güell and Sagrada Familia church in Barcelona.
Although tourists' photographs presented similar spatial patterns to those of residents' photographs, their
distribution was clearly more highly concentrated, with markedly higher CVs for tourists' photographs in all the
cities. Both tourists and locals tended to photograph the cities' most representative sites, generally located in
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historic centres. However, locals also extended their radius of action to sites rarely frequented by tourists, such
as parks or recreational areas on the periphery of the cities, resulting in more scattered distribution patterns.

Figure 4.28 Density of photographs (total)Density of photographs (total)
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Figure 4.29 Density of photographs (tourists vs locals)

Table 4.14 Photograph density statistics
City

Number of
photographs

Mean density
(Photographs/hexagon)

Tourists' photographs
London
99679
Paris
85154
Barcelona
77552
Berlin
58320
Madrid
43296
Rome
56817
Athens
38998
Rotterdam
28054

22.1
19
17.3
13
9.8
12.6
8.7
6.3

82.2
85.3
104.3
52.7
52.5
65.3
42.4
31.1

371.9
448.9
602.9
405.4
535.7
518.2
487.3
493.6

2590
2314
3238
1542
1700
1656
1198
799

192
149
142
82
67
106
59
53

Locals' photographs
London
236027
Paris
287097
Barcelona
225040

52.5
63.9
50.4

180.7
229.2
247.4

344.2
358.7
490.9

5064
5550
7280

501
570
402
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Berlin
Madrid
Rome
Athens
Rotterdam

235023
227048
153386
109301
98193

52.3
51.3
34.2
24.3
21.9

135.1
148.9
156.4
91.4
82

258.3
290.2
457.3
376.1
374.4

2710
2291
3116
2282
1195

536
504
284
229
198

All photographs
London
Paris
Barcelona
Berlin
Madrid
Rome
Athens
Rotterdam

335076
372251
302592
293343
270344
210203
148299
126247

74.6
82.9
67.7
65.3
60.7
46.8
33
28.2

258.7
307.4
343
182.1
189.8
216.7
129.8
107.4

346.7
370.9
506.5
279
312.6
462.7
393.1
381.2

7654
7224
10133
3968
3509
4772
3351
1823

126
139
117
82
93
96
38
45

Distance
The standard distance was used to describe the degree of dispersion of the photographs with respect to the
centre, and thus the extent to which tourism extended out from the historic centre in each city. Table 4.15
shows the standard distances (in meters) calculated for each city according to specific distributions. Athens
presented the highest value for deviation from the centre, due to the presence of two peripheral but highdensity focal points, one in the southwest (Piraeus Port) and to a lesser extent one in the northeast (Olympics
area), in addition to the central focus around the Parthenon. Berlin and London also showed a scattered
distribution, as indicated earlier by the CV data on density distribution. Paris and Madrid presented a medium
degree of dispersion, whereas the highest concentrations were observed in Barcelona, Rome and Rotterdam.
There is no clear trend when comparing tourist and locals distances. In some cities distances of the former are
somewhat larger than the latter, and in other cities the opposite is true.
Table 4.15 Standard distance (meters) of the photographs
City

Tourists

Athens
Barcelona
Berlin
London
Madrid
Paris
Rome
Rotterdam

Locals
7312
5137
6692
6143
5861
5539
5027
5031

All
7169
4905
6973
5838
5959
5686
5116
5639

7209
4966
6923
5934
5966
5575
5095
5510

Spatial autocorrelation: identifying spatial clusters
Indexes such as the Getis-Ord General G statistic and Moran's Index can be used to analyse the global spatial
distribution patterns presented by photograph locations. The G statistic revealed a very marked trend toward a
concentration of high values (high clusters), with very high statistical significance in all cities (p-value 0.00000).
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Similarly, Moran's Index also indicated a marked spatial autocorrelation, with a very strong tendency in all cases
toward the formation of spatial clusters (p-value 0.00000).
Anselin Local Moran's I statistic was calculated in order to map the presence of these clusters at local level 10
(Figure 4.30 and Figure 4.31). As might be expected, High-High (HH) clusters abounded in all cities, but again
showed different spatial patterns. While the location of HH clusters tended to be central in cities such as Rome,
Rotterdam and to a lesser extent Barcelona and Athens, in Berlin, Paris and London they tended to occupy more
hexagons and were more dispersed.

Figure 4.30 Anselin Local Moran's I statistic (totals)

10

The Anselin Local Moran's I statistic distinguishes between HH (statistically significant cluster of high values), LL
(statistically significant cluster of low values), HL (outlier in which a high value is surrounded by low values), and LH (outlier
in which a low value is surrounded by high values). There are only HH, HL and LH clusters in our maps.
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Figure 4.31 Anselin Local Moran's I statistic for locals or tourists

A few cases presented outliers, in the form of Low - High (LH) or High-Low (HL) clusters. These latter are
interesting in that they indicate attractions outside tourist areas. A good example of this is the HL cluster
located in northwest London, in a hexagon containing the famous Abbey Road zebra crossing used on the cover
of the Beatles' twelfth album (Figure 4.32). This HL cluster appeared in the analysis of total photographs and of
those taken by locals, but not in the case of those taken by tourists (although it still presented a high numerical
concentration of photographs).
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Figure 4.32 Anselin Local Moran's I statistic, London. The height of the hexagons represents the total number of
photographs
Tourist hot spots presented the greatest extension in London, whereas they were most highly concentrated in
Madrid, followed by Athens and Berlin (Table 4.16). In all the cities analysed, the extension of hot spots was
clearly higher in the distribution of tourists' photographs that in that of those taken by locals.
Table 4.16 Surface area (number of hexagons) included in the hot spots (HH clusters)
City

Tourists

Locals

Athens
Barcelona

123
131

182
171

Berlin

124

185

London

177

236

Madrid

107

238

Paris

147

215

Rome

135

172

Rotterdam

152

188

A comparison between the location of the spatial clusters and maps of the cities, using Open Street Map,
indicated that these results were consistent, since the spatial clusters coincided with the cities' main tourist
attractions. The advantage of the methodology employed in this study is that clusters were identified
objectively based on spatial statistical techniques.
These techniques revealed a very dispersed distribution of hot spots in London: the main clusters in the centre
were located around the Tower of London, Westminster, Buckingham Palace, Piccadilly Circus and the British
Museum, whereas in less central areas, they appeared in some green areas (Hyde Park), distinctive shopping
areas (Portobello, Camden Town), railway stations (Saint Pancras, Paddington) and football stadiums (Emirates
and Stamford Bridge). Other tourist attractions (for example, Wembley Stadium) are located outside the radius
analysed. Local residents' photographs presented similar cluster patterns to those of the tourists, although
clusters in the centre showed a much larger extension, i.e. locals photographed many more spaces in the centre
than tourists.
Berlin also presented a very scattered distribution of tourism clusters. Those in the centre corresponded to
historical monuments (Museum Island, Brandenburg Gate), shopping areas (Kurfürstendamm) and renovated
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urban areas (Alexander Platz, Postdamer Platz). More peripheral locations presented clusters at Charlottenburg
Palace and the East Side Gallery (an open air art gallery located on a stretch of the Berlin Wall). Peripheral
clusters were also observed in local residents' photographs, corresponding to green areas and Ostkreuz station.
Clusters in the centre of Paris were primarily located along the Seine River from Notre Dame to the Eiffel Tower,
but also occurred in other nearby areas such as the Champs Elysees, Montparnasse and Montmartre. On the
periphery, they appeared mainly around historical monuments (Château de Vincennes), parks (Parc de Villette)
and football stadiums (Stade de France). Residents' photographs were more highly concentrated in the centre,
forming a very extensive cluster along the Seine.
Athens presented three widely separated areas with a high concentration of tourists' photographs: a cluster in
the centre of Athens (Acropolis, Temple of Olympian Zeus, Roman Stadium, National Gardens, Parliament
Building, Lykavittos Hill, Omonia Square), another at the port (to the southwest) and a third around the Olympic
area (to the northeast). In residents' photographs, the clusters in the centre and at the port covered a greater
area, and new areas with a high concentration of photographs also appeared in green areas on the periphery
and along the coast.
In Barcelona, tourists' photographs formed clusters around the historic centre, the works of Gaudí (Sagrada
Familia, Casa Batlló, Casa Milà, Park Güell), the beach, the Forum of Cultures site, Nou Camp stadium (Barcelona
FC) and green areas with scenic views (Montjuïc, Tibidabo). The clusters formed by residents' photographs
basically coincided with those formed by tourists' photographs, but extended further in the centre and in
several city parks.
In the case of Madrid, the clusters formed by tourists' photographs were very compact and corresponded to the
historical centre, Real Madrid FC stadium, the Las Ventas bullring and the new towers along the Castellana.
Residents' photographs also revealed hot spots in peripheral areas, particularly in parks and recreation areas
(the zoo, amusement parks). The cluster maps indicated that there was a high concentration of residents'
photographs in the Madrid Riverside park, but that this had still not been 'discovered' by tourists, even though
the park offers an attractive view of the west wing of the Royal Palace as well as access to the Perrault Bridge.
The only hot spot for tourists in this area was the Atlético de Madrid stadium.
Rome presented a branched cluster in the historic centre, covering emblematic areas such as the Coliseum, the
Forum, the Church of Santa Maria Maggiore, Piazza Navona and the Trevi Fountain. The Vatican constituted
another central cluster. Peripheral clusters corresponded to the Olympic Stadium and several historic churches.
The spatial distribution of residents' clusters was very similar, but occupied a greater number of hexagons in the
historic centre.
Lastly, clusters in Rotterdam included distinctive sights such as the Erasmus bridge, the Cube Houses, the Town
Hall and the Euromast Tower. The zoo constituted a cluster close to the centre. Further away, clusters were
formed around the windmills in Schiedam, and Feijenoord Stadium.
The results show that the distribution patterns observed in tourists' and residents' photographs presented both
similarities and differences. Tourists' photographs showed a higher spatial concentration than those taken by
locals, as evidenced by a higher coefficient of variation and more compact size of the spatial clusters. The
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comparison between spatial clusters and maps of the cities (Open Street Map) indicated that these results were
consistent, since the spatial clusters coincided with areas in the cities that are known to attract a high
concentration of tourists. Consequently, future studies using geotagged photographs from social networks as a
proxy for the distribution of tourists in cities may focus on photographs taken by tourists using the
segmentation procedure, being not necessary to compare spatial patterns of tourists and residents.

4.7 Conclusions
The analysis undertaken aimed to respond a collection of research questions stated in the introduction of this
section. These questions are related to: a) the research methodology (what and how can we use new data
sources to answer INSIGHT research questions); b) the identification of spatial relationships between different
population groups and economic activities; and c) the identification of factors that influence economic
performance, which could be introduced in models used by subsequent work-packages.
One of the objectives of this part of the research was to test the suitability of new and traditional data sources
to be combined in order to maximise their potential to unveil spatial relationships that help identify different
social and economic patterns within the city. In the first place, we have undertaken a cross-variable analysis
including highly thematic and spatially disaggregated variables. Most of them belong to traditional data-sources
that now provide much more detailed data, like census-like yearly tables (i.e. Padrón), statistics on the
residence and workplace of workers, or the census of economic activities. The combination of these datasources required the agreement of common spatial units, which was done with the use of a common regular
grid. All the datasets where accordingly aggregated or disaggregated (weighted by the area) to this common
spatial division, thus enabling the cross-variable analysis while minimising the Modifiable Areal Unit Problem
(MAUP). The analyses performed with these variables allowed the understanding of the socio economic
structures in different parts of the city. Still, some time allowances needed to be made in order to compare
multiple variables. For this reason, the analysis is dated c. 2010 (with variables dated from 2009 to 2012).
These variables were combined with new data from the Cadastre and also with a sample of georeferenced
evictions. While cadastral information deemed significant, it was clear that a larger sample of evictions is
needed to introduce this variable in the models. Still, data on evictions allowed for the identification of general
trends. In addition, we explored Panoramio data to investigate the patterns of tourists and how different they
are from those of the resident population.
The combination of over 350 variables from traditional and new data-sources available for the municipality of
Madrid allowed the identification of some relationships between population groups and economic activities, as
well as some factors influencing the spatial distribution of GDP, and how the influence of these factors has
different intensities in different parts of the city. The most relevant variables are those linked to the
characteristics of the working population of an area, like age and nationality. Also the presence of bars and
restaurants is an indicator of GDP values in some parts of the city. The model fits very well is some specific areas
like Tetuán and the core of the city centre to a lesser extent.
Activities related to tourism, like accommodation or travel agencies, show lower elasticity values (0.2) in
relation to GDP. Precisely, the analysis of the Panoramio dataset evidences different spatial patterns of tourists
and resident population. The lowest relation to GDP values is found in social care and education services, whose
location patterns are related to residential areas rather than economic activities.
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The results obtained for the city of Madrid were useful for defining a model suitable for the whole metropolitan
area taking into account the lack of information of some of the variables. The same methodology was replicated
confirming the unsuitability of global Pearson correlations for heterogeneous areas like a metropolitan region.
While in the case of the central area we were able to identify some significant variables with the use of a
correlation matrix, the exploration of variables that are spatially correlated needs the use of the methodology
proposed based on the spatial co-location of high-value clusters. Consequently, the GWR provides a better fit
model than OLS. It is interesting to observe how different variables of the model are positively or negatively
correlated with GDP values in different parts of the metropolitan area, and how residence based variables tend
to have opposite signs than activity based variables.
Finally, we developed a cross-city analysis with the use of a widespread data source as Panoramio. Geotagged
photographs taken by tourists make it possible to identify and analyse the main visual tourist attraction areas in
a city and to perform comparisons between cities.
The advantage of geotagged photographs is that they can be used as a proxy for the spatial distribution of
tourists, allowing to measure, map and make comparisons within cities and between cities anywhere in the
world, providing useful information for tourist researchers and managers. In the present case, they made it
possible to identify different patterns in the cities analysed, reflecting a different spatial distribution of tourist
resources.
Areas of interest can be defined by studying the density of tourists' photographs and the operations done with
GIS. Currently, many of them are not considered tourist attractions by the government nor by businesses
(visitor planning trips editors, product and service creators, hotel professionals, etc.). This way, all of them can
know which areas are the most attractive to visitors and what this area's characteristics are (sports or
monumental venues, places with modern architecture, etc.), fundamental aspects in order to market these
destinations (Hays et al, 2013).
The data from geotagged photographs posted on social networks can be used to achieve progress in geographic
research on tourism, but present some limitations. First, the information is biased in so far as not all tourists
make use of these networks, and those who do, do so with varying degrees of intensity. Secondly, it is not
allowed to take pictures inside of some buildings, especially museums, so that this data source is more reliable
for open spaces than for indoors. Additionally the information refers exclusively to aesthetically attractive
places visited by most tourists, and does not fully reflect the attraction of other, less "photogenic" sites. This
particularly affects visually undistinguished places of business, study and shopping, which may be underrepresented. For shopping tourism, for example, some shopping areas (street markets) do appear in these data
sources. One possible means to correct this bias might be to compare geolocated data with credit card data.
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5. Spatial Network Analysis
The objectives of INSIGHT include the characterization and modelling of land use in cities, its formation and its
interactions with transport and mobility. Land use patterns in urban environments play a major role in the
experience that residents and visitors have of a city. They emerge as a natural product of the interactions of the
citizens (and planners) with the urban environment. However, in a feedback loop, they also play a major role in
the experience that residents and visitors have of a city (Humphries et al. 2012). Land use and transportation
display a well-established relation (Badoe et al. 2000, Cervero et al. 2002). Transport demand depends on the
location of residence and business areas, while the presence of new transport lines or facilities such as metro
stations can substantially modify the land use mixing in a given area of the city. These ideas lie behind the
development of the so-called Land Use Transport Interaction (LUTI) models (Cervero et al. 1997).
An important issue regarding land use refers to the methods employed to estimate it. City Hall registers, surveys
or satellite images have been used in the past to this end. The emergence of geo-located ICT technologies
introduces extra capabilities to directly measure the use that citizens make of each urban space. The
information is exhaustive in terms of spatial and temporal resolution, allowing for the detection of
concentrations of people second by second along days, weeks and months. As long as the data is geolocated,
different sources are valid to estimate land use. Information from mobile phone call records, geolocated tweets,
credit card use or FourSquare has been considered in the literature. Different data sources have been
compared, finding a consistent agreement among the estimations on human concentrations and mobility
obtained from different ICT data, as well as between ICT data and more traditional techniques. Here some
words of warning are needed. The land use estimated from city registers or cadastral information is usually
centred at the estimation of the surface devoted to each type of use. The land use type with the largest surface
may dominate the official designation of the area. The ICT information is instead focused on the use accredited
by the people, the majoritarian use is thus the one in which more people is involved regardless of the area. To
be more specific, this is an example: an accommodated area may have large surfaces devoted to expensive
housing populated by a relatively small amount of people. In the cadastral information, it will appear as
residential. If we consider the ICT data information instead and the place includes a popular shop or commerce,
even though this activity is minority in terms of area it can be the majoritarian in terms of users and this will be
the signal obtained from online social networks or cell phone records. These are aspects of the same system
viewed from different perspectives.

5.1 Data description
Bilbao
Barcelona
Madrid
Valencia

Sevilla

Figure 5.1 Map with the five metropolitan areas considered
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A positive aspect of the ICT data sources is that the geographical context may expand in a relatively
homogeneous way far from a single urban area allowing the comparison of results among cities. In particular, in
this work land use patterns in the five most populous urban areas of Spain have been explored. Land use
information is obtained from mobile phone records using a new framework based on network theory and
systematic comparisons of land use distribution across the five cities are performed at different scales. The
results reveal common features in the land use types spatial distributions, which can be understood with a
model. The similarities break down when the land use type mixing is studied at very short spatial scales,
exposing patterns characteristic to each city.
Table 5.1 Summary statistics on the metropolitan areas
Number of
municipalities

Population

Surface (km2)

Madrid
Barcelona

27
36

5,512,495
3,218,071

1,935.97
634

Valencia

43

1,549,855

628.81

Seville

8

983,852

352

Bilbao

34

908,916

500.2

Metropolitan area

The database used in this work is composed of aggregated and anonymised pone call records during 55 days
between September and November 2009 in Spain. Every time a user receives or makes a call, the event is
registered together with the tower (BTS) providing the service. The positions of the BTSs are geo-referenced
and so the activity levels of each spatial area can be tracked in time. The five most populated metropolitan
areas of Spain have been selected for the analysis (see Figure 5.1 and Table 5.1 for a statistical description of
the areas). The definition of the borders of each urban area is not unique. It may refer, for instance, to official,
census or economic delimitation of the cities. Since the focus here is on urban land use, the inner zones of each
city are of interest and, therefore, the definition of the metropolitan transportation offices have been used:
only areas served by metro or urban buses are considered. This is, nevertheless, an important question because
the selection of borders may influence the scaling analysis when comparing across cities (Arcaute et al 2013).

A

B

C

Figure 5.2 Map of the metropolitan area of Barcelona. The white area represents the metropolitan area, the
dark gray area represents territory surrounding the metropolitan area and the light grey area represents the
sea. (A) Voronoi cells of the mobile phone antennas point pattern. (B) Intersection between the Voronoi cells
and the metropolitan area. (C) Recording sites composed of grid cells of dimension 0.5 × 0.5 km 2.
The space of the urban areas is divided following a Voronoi tessellation with the BTS location as centres. The
extension of the areas served by each BTS is very different, since it depends on the expected peaks of demand.
To ensure a common geographical framework, the five urban areas are divided in a grid with square cells of
500x500 m2 to which the activity is mapped (see Figure 5.2). This should prevent spurious effects due to the
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Voronoi areas heterogeneity. The activity has been corrected not to reflect directly the number of calls but the
number of users. If a user has more than one call in the time period consider (normally one hour), his/her
activity is divided by the number of calls in such a way that the total sum of the activity equals the number of
observed users. The average activity profiles per urban area and day of the week are depicted in Figure 5.3.
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Figure 5.3 Average number of mobile phone users per hour according to the day of the week for the five
metropolitan areas

5.2 Functional networks
The activity (in number of users) in each cell is monitored in time and then processed as illustrated in Figure
5.4. Average activity profiles are estimated over each day of the week hour by hour in every cell. These profiles
are normalized by the total hourly activity to subtract the trends introduced by the circadian rhythms. A
Pearson correlation coefficient is then calculated between the activities of every pair of cells, obtaining a
correlation matrix describing the level of similarity between activity profiles. The correlations can take positive
and negative values. The distributions of these values are shown in Figure 5.5. Considering only positive values
over a threshold δ, one can define a weighted network per urban area. As explained below, the results in the
main text refer to a value of δ equal to the correlation distribution dispersion.

4812
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16
2004812
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Time

Metropolitan Area

Recordings sites

Functional Network

Signals
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Figure 5.4 Sketch with the steps to calculate land use.
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The procedure used to extract the functional network from the mobile phone data presented in the main text
we apply a threshold δ to the correlation matrix in order to remove the noise and negative correlations from
the correlation matrix. Hence, we have to choose a value of δ high enough to remove the noise but not too high
in order to preserve the structure and the properties of the network. Figure 5.5 displays the distribution of the
weights (i.e., correlation coefficient) for the five urban areas. One can observe that these distributions can be
approximated by a Gaussian curves. Therefore, we have decided to keep only edges with a weight higher than
the weight distribution's standard deviation. In Figure 5.5 it can be notes that for δ lower than the weight
distribution's standard deviation (around 0.4) the number of connected components is equal to 1.
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Figure 5.5 Number of connected components as a function of δ (Left) and weight distribution (Right) for the five
urban areas considered. From top to bottom, Madrid, Barcelona, Valencia, Seville and Bilbao.
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Table 5.2 Statistical properties of the functional networks
Metro area

δ

N

E

<k>

<k>/N

C

L

Cr

Lr

Madrid
Barcelona

0.42
0.28

1,381
652

222,227
46,573

321.8
142.9

0.233
0.219

0.69
0.62

2.04
2.02

0.31
0.29

1.77
1.79

Valencia

0.35

351

13,847

78.9

0.225

0.66

2.06

0.31

1.84

Seville

0.38

188

3,700

39.2

0.209

0.62

2.15

0.26

1.81

Bilbao

0.35

267

8,915

66.8

0.25

0.67

2.03

0.39

1.76

Table 5.2 summarizes the statistical properties of the functional networks obtained for the five cities. The
quantities shown in the table are: the threshold (δ), the number of nodes (i.e., number of cells) (N), the number
of edges (E), the average degree (number of connections per node, <k>), the average clustering coefficient
(density of triangles, C) and the average length of the shortest path between every pair of nodes (L). The
average clustering coefficient for an equivalent random network Cr and the average shortest path length Lr have
been obtained with a randomly rewired network preserving the degree of the original network by permuting
links (4 x (number of edges) times). We observe that the five networks are very similar, characterized by a high
clustering coefficient and low average shortest path.

Figure 5.6 (A-B) Geographical location of the clusters for Madrid and Barcelona. (C-D) Temporal patterns
associated with the four clusters for both metropolitan areas. In red, Residential cluster; In blue, Business; In
cyan, Logistics; And in orange, Nightlife.
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5.3 Land use types
Once the networks are built, their mesoscopic structure is analysed using clustering techniques. It is important
to note that different clustering methods can lead to distinct partitions of the networks. The results reported
next were obtained with Infomap (Rosvall et al. 2008), but a systematic comparison with the results obtained
with other clustering tools has been also performed. Infomap does not require the input of a predetermined
number of clusters. Therefore, it is interesting to find that in the five cities, between 98 and 100 % of the cells
are covered with only 4 groups. Figure 5.6 shows how the activity looks like for each of these four clusters in
Madrid and Barcelona (similar plots for Valencia, Seville and Bilbao have been obtained but are not shown).
Each of the clusters can be associated with a main land use: i) Residential (red), which is characterized by low
activities from 8am to 5-6pm. For the cells composing this group, the activity peaks around 7-8am and during
the evening. In the weekend, the activity is almost constant except for the night hours; ii) Business (blue), where
the activity is significantly higher during the weekdays than during the weekends. Furthermore, it concentrates
from 9am to 6-7pm; iii) Logistics/Industry (cyan), where, as for Business, the activity is higher during the
weekdays. We observe a large peak between 5am and 7am followed by a smaller peak around 3pm. This cluster
can be related to transport and distribution of goods: for example, "Mercamadrid" (the largest distribution area
of Madrid) belong to this cluster; iv) Nightlife (orange), which is characterized by high activity during the night
hours (1am-4am), especially during the weekends. During the weekdays, these areas show higher activity
between 9am and 6pm, as for the Business cluster, which may be hinting a certain level of mixing in the land
use. Some examples of this category are the "Gran Via" in Madrid and the "Ramblas" of Barcelona where
abound theatres, restaurants and pubs mixed with offices and shops. This is typically the smallest cluster of the
four in number of cells.

5.4 Comparison with cadastral information
More systematically, cadastral information is used to validate the assignation of Residential, Logistics and
Business cells in Barcelona and Madrid. The nature of both land use assignations is very different: the cadastral
data is based on the surface officially devoted to each activity and not necessarily on the number of people
performing it. However, the overall agreement is high: 60 % in Barcelona and 65 % in Madrid.
To be more specific, the land use patterns obtained with our algorithm with cadastral data available on the
Spanish Cadastral Electronic Site (http://www.sedecatastro.gob.es/OVCInicio.aspx). The dataset contains
information about land use for each cadastral parcel of the metropolitan area of Madrid and Barcelona (about
650,000 parcels). In particular, for each cadastral parcel the net internal area devoted to Residential, Business
and Industrial uses is included. This information is employed to identify the dominant cadastral land use in each
grid cell classified as Residential, Business and Industrial uses by the community detection algorithm. To do so, a
rule to determine what is the dominant land use in a cell must be implemented. Intuitively, one would tend to
identify the dominant land use in a cell as the land use class with the largest area. However, Residential use is
the land use class with the largest area in most of the cell leading to an over-representation of Residential cells
in the metropolitan area. To circumvent this limitation, two thresholds δBus and δLog to identify Business and
Logistics cells with cadastral data. If the fraction of area devoted to Business in a grid cell is higher than δBus then
the grid cell is classified as Business. Otherwise, if the fraction of area devoted to Logistics is higher than δLog
then the grid cell is classified as Industry. Finally, if the fraction of area devoted to Business and Logistics is,
respectively, lower than δBus and δLog then the grid cell is classified as Residential.
Hence, the values of these two thresholds are adjusted in order to obtain a distribution of the fraction of cells
according to the land use type similar to the one obtained with our algorithm. To this end, these parameters are
calibrated by minimizing the L2 distance between the distribution of the fraction of cells according to the land
use type obtained with the cadastral data and the one obtained with our algorithm for the municipality of
© INSIGHT Consortium
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Barcelona that represents 20 % of the metropolitan area of Barcelona. In Figure 5.7, it can be observed that the
minimum is reached for δBus = 0.2 and δLog = 0.2. Now these values can be used to identify the dominant
cadastral land use in each grid cell of the metropolitan area of Barcelona and Madrid.
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Figure 5.7 L2 distance between the distribution of the fraction of cells according to the land use type
(Residential, Business and Logistics) obtained with our algorithm and the cadastral data as a function of δBus and
δLog for the municipality of Barcelona.
The percentage of correct predictions are found to be equal to 65 % for Madrid and 60 % for Barcelona, which is
consistent with values obtained in other studies, 54 % in (Toole et al. 2012) and 58 % in (Pei et al. 2013).
Furthermore, for both case studies, almost all land use types have a percentage of correct predictions higher
than 50 % (Table 5.3).
Table 5.3 Confusion matrix of the classification for Madrid and Barcelona. For the Residential, Business and
Logistics rows and columns, the value in the ith row and the jth column gives the percentage of grid cells
classified as use i by the cadastral classification which are classified as belonging to the class j by the algorithm.
The Total is the distribution of the percentage of cells according to the land use type obtained with our
algorithm (row) and the cadastral data (column) with the threshold values δBus = 0.2 and δLog = 0.2.
Barcelona
Residential
Business
Logistics
Total

Residential

Business

Logistics

Total

68
28.99

26.55
52.17

5.45
18.84

47.5
35.75

13.4

32.99

53.61

16.75

45.77

37.65

16.58

Madrid
Residential
Business
Logistics
Total

Residential

Business

Logistics

Total

71.23
30.84

21.67
62.33

7.1
6.83

49.04
39.55

22.9

32.06

45.04

11.41

49.74

40.42

9.84
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5.5. Organisation of the cities

Figure 5.8 Distribution of the distance between the cells and the City Hall according to the type of land use. The
distance has been normalized by the maximum distance in each city.
With the clusters defined, one can study how the cells in each cluster are organized in the city's space. For the
sake of comparison, the city centre is defined as the location of the City Hall in an arbitrary way and a histogram
is built with the number of cells at a certain distance from it. Since each city has a different spatial extension,
distances are normalised by dividing by the maximal distance in each city so as to produce comparable results.
The distributions are shown in Figure 5.8, where average curves over all cities have been superimposed. It is
interesting to note certain similarity in the distribution of cells for all urban areas. City size acts as a natural
cutoff in the distributions, although no simple functional shape is found in any of the clusters. For instance, pure
power-law or exponential decays cannot fit these distributions. Residential cells are well distributed across the
cities but with a maximum not very far from the centre. Business cells appear at a similar distance as Residential
but peaking a little further. Logistics and Industry are preferentially located in the periphery, while the Nightlife
cells are well distributed along the urban areas but slightly more concentrated in the central areas.
In order to quantify land use distribution patterns, we use the Ripley's K defined as
𝐾(𝑟) =

𝑛
𝐴
∑
𝑁𝑖 (𝑟)
𝑛2
𝑖=1

where A is the city area, r the search radius (a geographical scale), the index i runs over the cells in the urban
area and n is the total number of cells. Ni(r) stands for the number of cells of a given type within a distance r
from the cell i. This indicator measures the spatial heterogeneity of a given type of cells. The baseline for
homogeneous random systems is a growth K(r)= π r2 until reaching A. If the value of K(r) is over the random
curve for a certain r it implies that the system is clustered at that scale. Since cities have different sizes, both
K(r) and the radius must be normalized by their maximum values (A for K(r) and the maximum distance for r).
Curves for the normalized Ripley's K for each city and land use type are displayed in Figure 5.9A as a function of
the normalized radius. The K(r)/A for each city are always above the green curve corresponding to a random
distribution of land use types, indicating coarsening of land use. A scaling-like curve is found for all the land use
types with most of the cities following well the general trend with some small deviations for Nightlife in Seville.
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Figure 5.9 Comparison of the observed and the simulated Ripley’s K and average entropy index. (A) Ripley’s K
divided by the city area as a function of the search radius. The radius has been normalized with the maximum
value in each urban area. (B) Average entropy index as function of the lateral number of divisions (inverse scale)
D. The colour and symbols of the curves represent different cities. The red curve corresponds to our model
results and the green curve is the outcome of a random null model.
Deepening the analysis, one can also define an entropy index to characterize the land use spatial organization.
Let us consider a frame containing the full urban area, which is, in turn, sub-divided in a certain number D2 of
equal divisions. Each of these subdivisions, Bi, intersects the elementary cells so a certain fraction of area falls in
each of the land use types: fiR in the Residential cluster, fiB in Business, fiL in Logistics, and fiN in Nightlife. An
entropy index, Ei, can be defined for Bi as
𝐸𝑖 = ∑ 𝑓𝑖𝛼 ,
𝛼

where α runs over the four clusters. The entropy Ei is then averaged over all the divisions to obtain a global
metric for the city at a given scale E(D). E(D) tends to zero if the land use within the divisions becomes unique,
as occurs for instance at large D (small spatial scales). On the other extreme, when D tends to 1, E(D) converges
to a fixed value describing the full city. Figure 5.9B shows how the average entropy behaves with D. The curves
are similar across cities, recalling the shape of scaling functions. This is not surprising if the concept of a fractallike distribution of the city activity applies as has been previously discussed in the literature.
The shape of E(D) can be explained by a simple model inspired by Schelling’s segregation. A land use type is
initially assigned to each of the cells of a lattice, respecting the distribution of the four types found in each city
in such a way that E(D=1) coincides with observations. A satisfaction index is defined for each cell considering its
own type and that of its neighbours. Essentially, the satisfaction increases when a cell is surrounded by cells of
the same type. Some land uses attract each other as, for instance, Residential and Business, while others repel
as Residential and Logistics. A global satisfaction index is computed by summing all cells satisfaction. The model
is updated choosing random pairs of cells and interchanging their land use if the exchange increases the global
satisfaction level. This process is performed until the satisfaction reaches a stationary state. Calibrating a single
parameter , which measures the tolerance of Residential and Business cells to neighbouring cells of other types
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except Logistics, we can reproduce the observed K(r)/A and E(D) in the real urban areas (see Figure 5.9). We
have included a null model in which the land use types are distributed at random, keeping the real proportions,
to show that ignoring the interactions between the different land use types does not allow the reproduction of
the curves obtained with the data.

5.6 Land use mixing
So far, each elementary cell has a unique land use type associated. This condition can be easily relaxed. If an
average activity profile is defined for each of the four clusters, a Pearson correlation coefficient between the
activity profile in each cell and the clusters' averages can be calculated. The distribution of correlation values is
shown in Figure 5.10A. The highest correlation value corresponds typically to the cluster at which the cell is
assigned. Still, in some cases, positive correlation values are found for other or even two other clusters. For
every cell, the intensity of its relation with each cluster can be quantised by summing over these positive
correlations and normalizing by the total. A map of the Barcelona metropolitan area with the intensity of each
cell relation with its assigned cluster is shown in Figure 5.10B. The colours represent the four main types of cells
and the colour saturation is related to the correlation: darker if the correlation is high, paler otherwise. Most
cells match well with their original assigned cluster, keeping darker colours, while some are brighter, implying a
higher level of land use mixing.
The cells can arbitrarily defined as mixed when the normalized correlations fall within the interval 0.3-0.7 for
other clusters besides the assigned one. The fraction of mixed cells as a function of the city population is
displayed in Figure 5.10C. Larger cities show lower mixing and contain areas devoted to more specific purposes.
Figure 5.10D illustrates how the land use types combine in each cell. Business and Residential integrate well
together as in our model, increasingly so for smaller cities. The mixing proportions are city-dependent and act
as a fingerprint to characterize each urban area. This feature may be used to classify cities with similar land use
mixing patterns. Besides population size, causal links between level of spatial mixing and city shape, area, age of
the city, function, etc. will be explored in future investigations. The mixing proportion can be either related to
the organization of cities as monocentric or polycentric (Louail et al. 2014). Smaller cities display a more
monocentric structure, which can be associated with the mixing of land use types given the most restricted
space.
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Figure 5.10 Land use mixing. (A) Distribution of the Pearson correlations between cells activity and the average
cluster profiles. (B) Map of Barcelona displaying the four clusters with the colours varying from white to the
baseline according to the intensity of the relation with the assigned cluster of each cell. The colour code is red
for Residential, blue for Business, cyan for Logistics/Industry and orange for Nightlife. (C) Fraction of mixed cells
as a function of the city population. (D) Fraction of cells classified by the type of land use mixing among those
with two types of land use.
In summary, we have compared land use organization for five urban areas. Land uses are detected directly from
ICT data by defining a functional network for each city and employing a network clustering technique. Four
main land use types are always found. The distribution of these types displays generic features across the cities,
including similar scaling behaviours. The similarities break down when one focuses on how the land use types
locally mix. Then a characteristic profile, a fingerprint, emerges for each city.
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6. Language Distribution in the Cities
Going beyond the spatial analysis of the cities, a collaboration between IFISC and UPM is currently related to
the analysis of the language distribution in the cities, by means of Twitter geo-localised data and language
detection. This common effort should provide new information about where and how the people are living,
working and enjoying the cities, in function of their spoken language.
Several papers have been recently published regarding the interactions between the mobility of people and the
spatial structure of the cities (e.g. through mobile phone data (Louail et al., 2014), by comparing phone and
Twitter users (Lenormand et al., 2014), or using credit card transactions data (Lenormand et al., 2015)). The
topic of the language identification related to the spatial location of Twitter users has been investigated
regarding the mapping of the most spoken languages in the world (Mocanu et al., 2013), focusing on the
importance of getting automatic GPS position of the users instead of their user-entered profile locations
(Graham, Hale, & Gaffney，Devin, 2014) and in creating language models of locations using GPS data of the
tweets (Kinsella, Murdock, & O’Hare, 2011). Statistical representations of demographical characteristics, race
and ethnicity of Twitter users in the U.S. have been developed as well ((Mislove, Lehmann, Ahn, Onnela, &
Rosenquist, 2011). The language identification topic is now going into a more complete characterization of
spatial local dialects (Gonçalves & Sánchez, 2014) clusters in the world through keywords detection in Twitter
messages.
The work here goes on the direction of better understanding the language distribution at urban scale, and on
how the languages of the users may be directly connected to their hometown and/or their nationality. The
temporal evolution of data will allow us to get information about the resident population, together with their
detected language, useful in finding relationships among immigration and spatial constraints and services within
cities.

6.1 Twitter Dataset
Twitter data has been collected from November 2014 until May/June/July 2015, related to the spatial
constraints of the city boundaries of 58 cities located in the all four continents (Figure 6.1). Several information
fields have been extracted about each tweet such as the User ID, the coordinates (Latitude and Longitude), the
date and time information and, obviously, the string of the tweet, in order to perform later its language
identification. In order to get the correct time frames of data among all locations, the Twitter UTC time has
been converted into local time for each city. Working with such huge databases implies the need of detecting
real "human" users in the Twitter dataset; this is fundamental in this kind of studies in order to prevent results
given by the so-called bot or cyborg automatic tweets generators, which are common in this kind of social
networking communications. The database included some tweets generated at the same time (with the
precision of one second) by the same user or containing the same kind of information (most of the times
related to weather forecasting): this information is unreliable for the purpose of this analysis and it has been
removed. Moreover, users who tweet more than three times/minute show an activity pattern that does not
behave to real human social networking. These "fake" users were discovered and discarded in order to keep
only a real set of written communications within the cities.
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Figure 6.1 – Overview of the 58 cities considered in the spatial analyses of the languages.

6.2 Language Identification
A framework was developed to parse, detect and assign to each user its most probable language. In order to
parse and detect the languages derived from the tweets, the version 2.0 of the "Chromium Compact Language
Detector" (CLD2) has been used. It returns a probability of success for the language identification. The software
is a C++ library Bayesian classifier and Python bindings for detecting language from UTF8 text, extracted from
the Chromium browsers. It has implemented a very fast language detection module with access to a big library
of known languages. In order to obtain reliable results, all the tweets with geo-located position of the users are
kept, storing in our working database the language information only when the detector returns a probability of
success higher than 90%. In order to check the reliability of the detector, we have selected a sample of tweets
for each language detected and for each city, in order to proceed at a “de visu” analysis on the goodness of
results.
Some of the problems found included that, in the North American area, several tweets showing typical “slang”
expressions were incorrectly identified as North Germanic, Slavic and African languages. In the South American
area, the same behaviour was detected in presence of Spanish slangs, wrongly detected as minoritary languages
(e.g. Aragonese and Esperanto) or as North Germanic. Finally, in the cities based in Asia and Oceania, local slang
was confused by Slavic languages. After cleaning all these issues, the results of the detector for each language
were taken as correct only when at least the 90% of the samples show a “recognizable” (reasonable) language;
otherwise we set the obviously wrongly detected language, for that city, as “unknown”. To take into account
“mutually intelligible” languages and phenomena like “dialectal continuum” among dialects, languages showing
close proximity were aggregated (Figure 6.2). At the end of this process, a full database of residents users in the
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cities was obtained, detecting the most probable language of the users in function of their occurrences and
their patterns in their communication activities.

Figure 6.2 – Languages detected and aggregation into main “mutually intelligible” groups.

6.3 Living Patterns of the Users
Thanks to the temporal evolution of the number of tweets, it was possible to verify whether a user is "active" in
the city or just a visitor for a small period of time. The users in database have been classified into a main
category of residents, which are the most active users in the city (i.e., whose activity in tweeting covers more
than 50% of the monthly temporal distribution of data) and visitors. This definition leaves residents as users as
the ones that spend most of their time spatially in the same urban area within the time frame of the data, so
even people who are working or studying in the city for a long time have been included in the analysis. The
supposed-to-be place of residence of each user has been assigned as the most frequented location visited
during the night, between 8pm and 8am.

6.4 Spatial Aggregation of Data
A spatial analysis of the Twitter data was performed over each of the cities. To do that, a spatial uniform grid of
equally spaced 500 meters size square cells was built, in order to aggregate the data within each cell. The size of
the cell is arbitrary; to perform a uniform spatial analysis throughout the cities. Different cell sizes (1000 and
2000 meters) were tested in order to evaluate the robustness of the results and the identification of constant
spatial language “hotspots” (Louail et al., 2014). To have a common framework for the definition of the urban
spance, an area comprised within a common radius of 50 km measured from the barycentre of each city as a
sort of "influence area".
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Boston – English

Boston – Spanish

Boston – Portuguese

Boston – French

Figure 6.3 – Identified Immigrant Communities in Boston.

In order to standardize the distribution of the users within the cities boundaries, a metric based on the concept
of Shannon entropy is introduced. Considering the spatial grid of N cells for each city, and let 𝑛𝑙 be the number
of users speaking the language 𝑙 ∈ 𝐿 in each cell of the grid. The probability of occurrence of the users speaking
𝑙
a given language l in a cell i is approximated as 𝑝𝑖𝑙 = 𝑛𝑙 / ∑𝑁
𝑘=1 𝑛𝑘 . It is important to normalise properly this
quantity because the number of users for every language in each city is very heterogeneous. To do this, a null
model is introduced in which the users of each language l are distributed at random across the city. The
𝑙
corresponding average entropy ℎ̅𝑟𝑎𝑛
over disorder realizations is estimated and the ratio ℎ𝑙 is defined for each
language detected in each city as:
ℎ𝑙 = −

𝑙
𝑙
∑𝑁
𝑖=1 𝑝𝑖 log(𝑝𝑖 )
𝑙
ℎ̅𝑟𝑎𝑛

The above values populate a matrix H having as rows the cities and as columns the corresponding languages
detected. This is the data structure that we’re using in the last part of the work. Figure 6.3 shows an extraction
of the obtained results for the spatial constraints of Boston, regarding the spatial distribution of the residency
places of immigrant communities within the cities boundary.
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6.5 “Power of Integration” of cities
Given the sets of the cities and of all the languages detected, H may be defined as a representation of a
bipartite network. Edges are connecting two vertices of the sets whether a particular language is spoken in the
city. Since the focus is on knowing how well a language is spatially distributed and integrated, a weight
corresponding to the value of ℎ𝑙 can been associated to each link. Projecting and sorting in descending order of
weights the network on the city side, the concept of "Power of Integration" can be introduced by considering
how well and how many languages each city is able to handle within its own culture.

Figure 6.4 – “Power of Integration” of Cities: clusteting analysis.

In order to get more insights on how different groups of cities are similar in their level of friendliness to
different cultures, the H matrix is used to perform a clustering analysis over the cities. The pairwise Euclidean
distances between each pair of vectors is calculated, and then K-means is used to obtain clusters. In order to
define the initial number of K clusters, the Silhouette values of the clusters found with each value of K are
monitored. For verification purposes, the percentage of variance explained by the clusters is plotted against the
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number of clusters (Elbow method). Different thresholds are set for the number of languages to be taken into
account in the clustering process: the analyses has been performed over the first 5, 10, 15 languages towards
the maximum vector length of 20, in order to get uniform thresholds levels over different cities. Despite the
Silhouette returns a maximum in correspondence of 2 clusters, the Elbow method shows that no significant
amount of information is gained after the threshold of 3 clusters; the K-means analysis is performed setting the
initial clusters number at 3 (Figure 6.5).
Three clusters are thus obtained for cities with common "friendly" characteristics. A clustering analysis using a
Hierarchical algorithm has been performed obtaining the same results (Figure 6.4). The K-means clustering lead
us to the three main groups showed in Figure 6.4 and, going into deeper levels in the corresponding
dendogram, the lower group of cities that show better integration of languages (both in number and in level) is,
as expected, London, NY, Boston and Toronto. On the other side, the cities that are less prone in integrating
other cultures are located especially in big urban area in China, South Asia and Russia.

Figure 6.5 – Elbow and Silhouette methods.

6.6 A Network of Languages and Cultures
In order to discover more properties on the relationships among languages, cities and their own level of
integration, a network over the set of the languages alone has been built assigning, to each city, its own local
language as a measure of the Culture in which other languages had to integrate with. This means that languages
in the same city are connected to the own local language (Culture), with they respective levels of integration
(entropy). Since the same language might be connected with the same culture in more than one city (e.g. cities
in the same country), the resulting network of Integration of Cultures has been defined as a Multi Directed
Graph among languages. The network is then reduced into a single Directed Graph having as new weights the
mean value of the common entropies among languages and cultures. Self-loops between languages and
cultures have been removed from the graph.
Figure 6.6 and Figure 6.7 show, respectively, our first network representations in two different scenarios. The
first is related to the full network, considering English as both language and Culture. The second scenario has
been build under a new hypothesis. Since English is the so-called “Lingua Franca” within Twitter (and in general
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within Social Networks in general). This leads us to compare the two scenarios evaluating the “weight” that the
English (considered as Language) would have in the communications patterns and in the integration processes.
The main difference between the two networks presented in Figure 6.6 and Figure 6.7 is that in the latter the
node “English” has only incoming links, due to the network development hypothesis, representing all the
languages that have been recognized having some kind of integration in British and US cities.

Figure 6.6 – Network of Languages and Cultures.
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Figure 6.7 – Network of Languages considering English only as Culture.

6.7 Outlook
Preliminary results have been presented regarding the analysis of Twitter language detection over a set of 58
cities in the world, where a native language to resident users has been assigned in function of their
communication patterns and habits. A new metric able to measure the level of spatial integration of different
communities of immigrants in the cities has been introduced. This lead us to compare cities through a “Power of
Integration” level, in function of their friendliness in welcoming and integrating different communities of people
and cultures. Finally, a weighted network of languages and cultures framework was developed to improve the
knowledge of how well immigrants’ communities are spatially integrated in their new places of residency.
Woking on this framework, one can gain insights on how the integration can be stronger in certain groups of
languages and cultures.
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AI.1

People location patterns

1. Analysis of where people live

Figure AI. 1. Land use dedicated to residential areas, Madrid Urban area, 2014
Source: own elaboration from Catastro, 2014

1.1. Household composition

Figure AI. 2. Household composition, number of rooms, Madrid urban area, 2010
Source: own elaboration from Instituto de Estadística del Ayuntamiento de Madrid.
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Figure AI. 3. Household composition, people living alone, Madrid urban area, 2010
Source: own elaboration from Instituto de Estadística del Ayuntamiento de Madrid.
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Figure AI. 4. Household composition, only adults, Madrid urban area, 2010
Source: own elaboration from Instituto de Estadística del Ayuntamiento de Madrid.
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Figure AI. 5. Household composition, by nationality, Madrid urban area, 2010
Source: own elaboration from Instituto de Estadística del Ayuntamiento de Madrid.

© INSIGHT Consortium

Page 161 of 208

D3.2 Analysis of Urban Location Patters
Issue 1

Figure AI. 6. Resident population by continent of origin, Madrid urban area, 2010
Source: own elaboration from Padrón Municipal de habitantes, INE.

1.2. Nationality
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Figure AI. 7. Resident population from Europe by country of origin, Madrid urban area, 2010
Source: own elaboration from Padrón Municipal de habitantes, INE.
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Figure AI. 8. Resident population from Europe by country of origin, Madrid urban area, 2010
(cont.)
Source: own elaboration from Padrón Municipal de habitantes, INE.
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Figure AI. 9. Resident population from America by country of origin, Madrid urban area, 2010
Source: own elaboration from Padrón Municipal de habitantes, INE.
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Figure AI. 10. Resident population from America by country of origin, Madrid urban area, 2010
(cont.)
Source: own elaboration from Padrón Municipal de habitantes, INE.
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Figure AI. 11. Resident population from Africa by country of origin, Madrid urban area, 2010
Source: own elaboration from Padrón Municipal de habitantes, INE.

Figure AI. 12. Resident population from Asia by country of origin, Madrid urban area, 2010
Source: own elaboration from Padrón Municipal de habitantes, INE.
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1.3. Sex and age

Figure AI. 13. Resident population by sex, Madrid urban area, 2010
Source: own elaboration from Padrón Municipal de habitantes, INE.

Figure AI. 14. Resident population by age group, Madrid urban area, 2010
Source: own elaboration from Padrón Municipal de habitantes, INE.
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Figure AI. 15. Resident population by age group, Madrid urban area, 2010 (cont.)
Source: own elaboration from Padrón Municipal de habitantes, INE.
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Figure AI. 16. Resident population by age group, Madrid urban area, 2010 (cont.)
Source: own elaboration from Padrón Municipal de habitantes, INE.
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Figure AI. 17. Resident population by age group, Madrid urban area, 2010 (cont).
Source: own elaboration from Padrón Municipal de habitantes, INE.
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1.4. Industry of employment

Figure AI. 18. Place of residence of workers by industry of employment, Madrid urban area, 2010
Source: own elaboration from Registro Seguridad Social.
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2. Analysis of where people work
2.1. Age groups and sex

Figure AI. 19. Place of work by age group, Madrid urban area, 2010
Source: own elaboration from Padrón Municipal de habitantes, INE.

Figure AI. 20. Place of work by sex, Madrid urban area, 2010
Source: own elaboration from Padrón Municipal de habitantes, INE.
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2.2. Industry of employment

Figure AI. 21. Place of work by industry of employment, Madrid urban area, 2010
Source: own elaboration from Padrón Municipal de habitantes, INE.

2.3. Nationality

Figure AI. 22. Place of work, Spaniards and Foreigners, Madrid urban area, 2010
Source: own elaboration from Padrón Municipal de habitantes, INE.
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AI.2

Activities location patterns

1. Analysis of the number and size of business and services related to leisure and tourism

Figure AI. 23. Leisure and tourist related activities, Madrid urban area, 2010
Source: own elaboration from Directorio de Unidades de Actividad Económica (DUAE) de la Comunidad de Madrid, 2010.
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Figure AI. 24. Accommodation for tourists, Madrid urban area, 2014
Source: own elaboration from Puntos de Interés, Nomecalles, Instituto de Estadística de la Comunidad de Madrid, 2014.
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Figure AI. 25. Museums, Madrid urban area, 2014
Source: own elaboration from Puntos de Interés, Nomecalles, Instituto de Estadística de la Comunidad de Madrid, 2014.

Figure AI. 26. Land use dedicated to sport, culture facilities, shows and leisure, bars and
restaurants, Madrid urban area, 2014
Source: own elaboration from Catastro, 2014.
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Figure AI. 27. Land use dedicated to shops, Madrid urban area, 2014
Source: own elaboration from Catastro, 2014.
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2. Analysis of the number and size of business related to retail and private services

Figure AI. 28. Food, retail and repair shops, Madrid urban area, 2010
Source: own elaboration from Directorio de Unidades de Actividad Económica (DUAE) de la Comunidad de Madrid, 2010.
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Figure AI. 29. Land use dedicated to offices, Madrid urban area, 2014
Source: own elaboration from Catastro, 2014.

Figure AI. 30. Services to business and real estate agencies, Madrid urban area, 2010
Source: own elaboration from Directorio de Unidades de Actividad Económica (DUAE) de la Comunidad de Madrid, 2010.

Figure AI. 31. Banks, Madrid urban area, 2014
Source: own elaboration from Puntos de Interés, Nomecalles, Instituto de Estadística de la Comunidad de Madrid, 2014.
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Figure AI. 32. Land use dedicated to health care and charity, Madrid urban area, 2014
Source: own elaboration from Catastro, 2014.
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3. Analysis of the number and size of facilities related to health and social care

Figure AI. 33. Health and social care, Madrid urban area, 2010
Source: own elaboration from Directorio de Unidades de Actividad Económica (DUAE) de la Comunidad de Madrid, 2010.
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Figure AI. 34. Social care offices, Madrid urban area, 2014
Source: own elaboration from Puntos de Interés, Nomecalles, Instituto de Estadística de la Comunidad de Madrid, 2014.
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4. Analysis of the number and size of business related to education

Figure AI. 35. Education related centres, Madrid urban area, 2010
Source: own elaboration from Directorio de Unidades de Actividad Económica (DUAE) de la Comunidad de Madrid, 2010.
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Figure AI. 36. Public and private education centres, Madrid urban area, 2014
Source: own elaboration from Puntos de Interés, Nomecalles, Instituto de Estadística de la Comunidad de Madrid, 2014.

5. Analysis of the surface of industry and warehouses

Figure AI. 37. Land use dedicated to industrial and warehouse activities, Madrid urban area, 2014
Source: own elaboration from Catastro, 2014.
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Annex 2. Visualisations Technical Specification
A2.1. Visual Analyses developed in WP3.3

VA

Topic

VA1 Population
dynamics

location

VA2 Analysis
of
sociodemographic
and
economic
activity
evolution in Madrid
over the course of the
economic crisis
VA3 Observed vs. forecasted
mobility patterns in
Rotterdam urban zones

VA4 Mobility flows

VA5 Mobility flows on the
tube network

Related
research
question(s)
Daily
(mobility)
patterns and their
evolution during the
crisis
Urban land usage and
its evolution during
the crisis
Public
services
coverage and usage
Demographic
evolution/trends
Urban land usage and
its evolution during
the crisis
Daily
(mobility)
patterns and their
evolution during the
crisis
Daily
(mobility)
patterns and their
evolution during the
crisis
Public
services
coverage and usage
Daily
(mobility)
patterns and their
evolution during the
crisis

City
Barcelona

Madrid

Input data sets

Involved
tasks
Aggregated mobile phone WP3.3,
records
WP4.1

Socio-demographic
data WP3.3,
from the Statistical Institute WP3.4,
of Madrid, socio-economic WP4.3
data from the Directory of
Economic Activities (DUAE)
of Madrid

Rotterdam Observations,
model WP3.3,
forecasts (indicators) and WP4.2
scenarios

Barcelona

Aggregated mobile phone WP3.3,
records
WP4.1

London

Rolling O&D survey about WP3.3,
journeys on the Tube WP4.1,
network 2010
WP4.3

Table A2.1 Visual Analyses developed in WP3.3
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A2.2. Technical details datasets VA1
In the following, a list of technical details to follow for achieving the final objective of this visual analysis is
presented:
1. Showing the whole set of ROI onto a physical map of the city of interest;
2. Analysis of people density data per ROI:
a. Visualizing how many people are in a given ROI (e.g. by a colour scale);
b. Displaying people density changes in a given ROI w.r.t. a time interval or two different time
points (e.g. by colouring in green the zones where the number of people has decreased and in
red where has grown);
3. Implementing filters:
a. On variables / factors of interest (e.g. showing only those ROIs whose people density exceeds a
given threshold; showing ROIs where the total number of people increased / decreased in a
given temporal range);
4. Displaying additional information on people (e.g. percentage of residents) in a given ROI 11. This
information could be showed in either:
a. a separate chart (e.g., histograms, pie-charts, …);
b. in textual mode (e.g. by tooltips, labels);
5. Compare the information about people density in a given ROI and between two distinct time instants :
a. Compare information on chart (e.g., histograms, pie-charts, …);
b. Show the difference about people density of a ROI in textual mode (e.g. by tooltips, labels);

A2.3. Requirements VA1
In the following, a list of development tasks is given in order to establish a sequence of steps to follow for
achieving the final objective of this visual analysis (In the following the acronym ROI refers to Region of
Interest).
1. Showing the whole set of ROI onto a physical map of the city of interest;
2. Analysis of people density data per ROI:
a. Visualizing how many people are in a given ROI (e.g. by a colour scale);
b. Displaying people density changes in a given ROI w.r.t. a time interval or two different time
points (e.g. by colouring in green the zones where the number of people has decreased and in
red where has grown);
3. Implementing filters:
c. On variables / factors of interest (e.g. showing only those ROIs whose people density exceeds a
given threshold; showing ROIs where the total number of people increased / decreased in a
given temporal range);

11

In document “INSIGHT-VA1-Requirements-v1.2.docx”, Point 4 was named as Point 2b. It has been moved as in
independent task after the Issue 1 Draft 1 revision
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4. Displaying additional information on people (e.g. percentage of residents) in a given ROI. This
information could be showed in either:
d. a separate chart (e.g., histograms, pie-charts, …);
e. in textual mode (e.g. by tooltips, labels);
5. Compare the information about people density in a given ROI and between two distinct time instants :
f. Compare information on chart (e.g., histograms, pie-charts, …);
g. Show the difference about people density of a ROI in textual mode (e.g. by tooltips, labels);

A2.4. Technical details datasets VA2
In the following we are giving some more specific, technical detail of the datasets used throughout this
visualisation. For instance, concerning the socio-demographic data category, the following tables can be
accessed:
1. Household composition:
a. Format: .csv file(s)
b. Time granularity: Year
c. Spanning time range of the dataset: 2006-2012
d. Number of files: 7 (one file per year)
e. Description:
i. Each row refers to the household composition of a census region by year;
ii. Column 1 stores the census region code/ID;
iii. Column 2 stores the total number of homes in a specific census region;
iv. Columns from 3 to 40 break down the value in column 2 by different demographic
factors (e.g. number of rooms, age range of people living in the region, family
composition, nationality).
2. Workers census:
a. Format: .csv file(s)
b. Time granularity: Year
c. Spanning time range of the dataset: 2010-2013
d. Number of files: 4 (one file per year)
e. Description:
i. Each row refers to the demographic data of workers living in a census region by year;
ii. Column 1 stores the census region code/ ID;
iii. Column 2 stores the total number of workers in a specific census region;
iv. Columns from 3 to 40 break down the number of workers in column 2 by different
demographic points of view (e.g. sex, age, occupation, nationality);
3. Residents census
a. Format: .csv file(s)
b. Time granularity: Year
c. Spanning time range of the dataset: 2010-2013
d. Number of files: 4 (one file per year)
e. Description:
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i.
ii.
iii.
iv.

Each row refers to the demographic data of residents living in a census region by year;
Column 1 stores the census region code/ ID;
Column 2 stores the total number of residents in a specific census region;
Column 3 to 40 break down the number of residents in column 2 by different
demographic points of view (e.g. sex, age, nationality, working status, occupation);

It is worth noting that all the data previously described come at census region level, while in this visualisation it
is possible to show the same information grouped at district levels. Since Madrid districts could be thought as a
‘perfect’ super-set of census regions - that is each district is formed by an exact number of census regions
entirely contained within the borders of the district itself -, data visualisation at the broader level is simply
performed by aggregating the values of the census regions composing the districts.
On the other hand, and under the Economic Activity Data label, two datasets are taken into account for the
visualisation, namely childhood education and pharmaceutical. Both have been obtained from the Madrid Units
Directory of Economic Activities (DUAE), a collection of datasets where a census of all the economic activity
units in Madrid Metropolitan Area is provided. For the purposes of the current visualisation, only the following
classification codes (taken from the 2009 specifications of the National Economic Activities Classification – CNAE
(“2009 Clasificación Nacional de Actividades Económicas”) have been considered:
1. Childhood Education
 801 and 8010 – Primary Education (general level)
 80101 – Pre-elementary schools
 80102 – Elementary schools
 85322 – Nurseries
2. Pharmaceutical
 523 - Retail commerce of pharmaceutical, medical an hygiene products (general level)
 5232 - Retail commerce of medical and orthopaedic products (first level specification)
 52310 - Retail commerce of pharmaceutical and veterinary products
 52320 - Retail commerce of medical, orthopaedic and herbal products
 52330 - Retail commerce of cosmetic and toilet requisites
Similarly as for the datasets introduced earlier, in the following the main characteristics of the datasets are
given:
1. DUAE (two separate files for childhood education and pharmaceutical):
f. Format: .csv file(s)
g. Time granularity: Year
h. Spanning time range of the dataset: 2004-2010
i. Number of files: 7 (one file per year)
j. Description:
i. Each row refers to a geo-localised economical production unit;
ii. Columns 1 and 2 refer to the name of the production units;
iii. Columns from 3 to 5 store the municipality codes and names where the production unit
is settled;
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iv. Columns from 6 to 10 give the complete address of the production unit (e.g. type of
road, name, number, postal code);
v. Columns 11 and 12 refer respectively to the census region and the district code the
production unit belongs to;
vi. Columns 13-14 and 16-17 refer to the UTM geographical coordinates of the production
unit;
vii. Column 15 represents the CNAE code for the production unit used for classification;

A2.5. Requirements VA2
Hereinafter, the list of requirements and tasks related to the general objectives that have been fulfilled for the
present VA is given. In particular, requirements are grouped according to their specific extent as follows:
1. Cleaning and normalization of datasets:
1.1. Check and complete if necessary the missing fields in the datasets;
1.2. Filter the number of fields/variables to be used in the VA according to the topics of interest mentioned
in the previous ‘Case study’ section;
1.3. Normalization of datasets given the visualisation general context, such as geographical projections,
data and spatial units, spatial extension of visualisations and so on.
2. Visualisation of socio-demographic data over the course of the economic crisis:
2.1. Display onto a map, and for each given region of interest (ROI), the specific socio-demographic variable
under analysis associated to it, through a suitable colour scale;
2.2. Display onto a map, and for each given ROI, temporal variations of the specific socio-demographic
variable under analysis associated to it (for instance by interacting with a time slider);
2.3. Display additional information for a specific ROI on user demand. This information can be shown either
by:
a.
a separate graph like a line chart or parallel coordinate plot (PCP);
b.
in textual mode through tooltips
3. Visualisation of economic data over the course of the economic crisis:
3.1. Display onto a map, and for each given ROI, the specific economic activity variable under analysis
associated to it, through a suitable colour scale;
3.2. Display onto a map, and for each given ROI, temporal variations of the specific economic activity
variable under analysis associated to it (for instance by interacting with a time slider);
3.3. Display additional information for a specific ROI on user demand. This information can be shown either
by:
a.
a separate graph like a line chart or parallel coordinate plot (PCP);
b.
in textual mode through tooltips;
3.4. Show onto a map the geospatial location of the production units under analysis and show related
information (e.g. by displaying a tooltip)
4. Implementing filters and visualization option:
4.1. Provide tools to select variables from different datasets (e.g. through button-sets and dropdown lists);
4.2. Selection of different spatial layers to display variables of interest on the map;
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4.3. Selection of different aggregation methods to visualize the results onto the map and in charts (e.g.
absolute values, relative to either the ROI area or the total number of observations);
4.4. Selection of different methods to represent data (e.g. quartiles, fixed intervals or absolute values) and
therefore perform map colouring;
4.5. Show a suitable legend explaining the convention used to colour the map;
4.6. Provide tools to lock value intervals with respect to the year under analysis (i.e. to allow consistent
comparisons through different years)
5. Visualization of both socio-demographic and retail activity datasets to perform visual analysis of patterns:
5.1. Provide a chart (e.g. a line chart) to allow comparison of two variables for a selected ROI over the
whole time interval to highlight temporal changes in patterns;
5.2. Provide a customizable chart (e.g. a parallel coordinate plot or PCP) to allow comparison of a
customizable set of variables, for each ROI in the current spatial layer of interest and for the current
year considered;

A2.6. Technical details datasets VA3
1. Format: .txt (columns separated by tabs)
2. Time granularity: hours and minutes (expressed in the format: (h)(h)mm, where the first two digits of the
hour are optional for hours between 0 and 9 a.m.). Hours can exceed the natural limit of 24 hours per day in
the case actions happened the day after. Minimum value: 45; maximum value: 4255 (respectively
corresponding to 00:45 and 18:55 of the day after).
3. Spanning time range of the dataset: a week (days are numbered from 1 to 7)
4. Number of files: 2 ( the first used as observations, the second as simulations / predictions)
5. Description: Rows of the dataset describe activities performed by an individual living in a given household.
For each household, activities are ordered according to both: who performed it and the temporal order of
their execution. Each activity comes with a set of attributes characterizing it. For instance, they have IDs
(‘Actnr’) and a value representing the kind of activity performed (‘Acttype’). Then, both the starting and
ending times are provided, as well as the location (expressed as a four-digit postal code) where it begins.
Socio-demographic indicators of the people living in households are provided as well. For instance people
are described by their sex, age, work status, socio-economic class, and number of children.

A2.7. Requirements VA3
In the following, a list of requirements for the current VA is detailed, as well as the corresponding tasks to
achieve associated to them. In this list, the acronym ZOI means Zone of Interest:
1. Giving a geographical context of the analysis:
1.1. Connecting to a remote map provider to retrieve the cartographic map of Rotterdam;
1.2. Loading and showing the cartographic map of Rotterdam;
1.3. Restricting the map exploration to the area of interest. This is done by:
a.
Centring the map view to the centre of the city;

© INSIGHT Consortium

Page 191 of 208

D3.2 Analysis of Urban Location Patters
Issue 1

2.

3.

4.

5.

b.
Preventing displacements to map tiles without any ZOI;
c.
Limiting the zoom levels, for both zooming in and out;
1.4. Accessing and loading the file containing the ZOI description;
1.5. Highlight ZOI with respect to the underlying map by putting in evidence the borders of the ZOI;
Visual analysis of people mobility data per ZOI:
2.1. Accessing and loading the data to show using the DBMS;
2.2. Processing the data according to the requested analysis ;
2.3. Representing variables of interest / indicators about ZOIs by choropleth maps and a suitable gradient
of colours
2.4. Representing temporal evolution in the variables of interest / indicators about ZOIs by:
a.
choropleth maps and a suitable gradient of colours;
b.
time slider controller to move across the temporal line
2.5. Colouring ZOI according to the colour scales defined above;
2.6. Showing/Hiding extra-information about a given ZOI through mouse interaction:
a.
Tooltips/popup displaying information (e.g. ZOI name / ID; numeric value and/or statistics of the
variable of interest / indicator currently under analysis)
Providing tools to allow comparisons between different variables of interest / indicators:
3.1. Implementing an interface that allows the user to choose the variable / indicator to display;
3.2. Displaying into suitable chart(s) the comparison of values according to their time evolution (single
variable). In particular:
a.
Comparison through charts (e.g. histogram, scatterplot, …);
b.
Comparison through text (e.g. tooltips, labels, information panels);
3.3. Displaying an explicative text (e.g. by tooltips) onto map or chart(s) showing numeric information of
the variable / indicator under analysis
Providing interactions to allow data exploration according to user’s needs
4.1. Highlighting the ZOI pointed out or clicked/selected by:
a.
Thickening ZOI borders;
b.
Changing ZOI transparency
4.2. Resetting the ZOI style when the ZOI is not pointed out/selected anymore by:
a.
Restoring the original border thickness;
b.
Restoring the original ZOI transparency level
Providing temporal animations in space to show the evolution of each variable of interest / indicator
5.1. Implementing a time slider to allow user to go forth and back the whole time interval;
5.2. Providing a suitable interface to enable/disable an animation displaying the evolution of the variable /
indicator under analysis

A2.8. Technical details datasets VA4
In the following, a list technical specs is given in order to establish a sequence of steps to follow for achieving
the final objective of this visual analysis.
6. Showing the whole set of ROI onto a physical map of the city of interest;
7. Analysis of the mobility patterns data per ROI:

© INSIGHT Consortium

Page 192 of 208

D3.2 Analysis of Urban Location Patters
Issue 1

a. Visualizing how many people movements occurs in a given ROI (e.g. by displaying lines that connect
the source ROI with the targets);
b. Visualizing how many people movements occurs in a given ROI (e.g. by colouring the ROIs);
8. Implementing filters:
a. On variables / factors of interest (e.g. showing only those ROIs whose people travels exceeds a
given threshold; Use a slide to filter the amount of data to visualize associate to a ROI
9. Show the information about people movements in a given ROI using a chart that to detect areas that
receive more visits:
c. Show information on chart (e.g., histograms, pie-charts, …);
d. Show the values about mobility of a ROI in textual mode (e.g. by tooltips, labels);
10. Show all the datasets that can be selected and the different filters into a panel.

A2.9. Requirements VA4
To accomplish the objectives previously detailed and establish a roadmap of implementation steps, the
following list of requirements has been agreed:
11. Showing the whole set of ROIs of Barcelona onto a physical map;
12.
Analysis of the mobility patterns data per ROI:
a. Visualizing how many journeys occur from a given ROI (e.g. by displaying lines/arcs that connect
the source ROI with the targets);
b. Visualizing how many journeys occur from a given ROI (e.g. by colouring the targeted ROIs);
13. Implementing filters:
a. On variables / factors of interest (e.g. showing the journeys filtered per type of day or transport
mode; showing just the preferred, top-k destinations for a given ROI)
14. Showing a general view for each ROI about journey information to spot those areas with a higher
contribution of outgoing flows:
e. by charts (e.g., histograms, pie-charts, …);
f. by adding textual context on demand (e.g. by tooltips, labels);
15. Providing widgets to select the OD matrices to be represented in the visualisation.
With respect to requirement 2a, the final version of VA4 does not show any arc connecting an origin to all its
destinations. The main reason behind this decision is to prevent users experiencing visual clutters. Indeed, we
found that in many cases, a bunch of lines originated from a single ROI led to conceal the details of the
underlying geography, thus obstructing the information encoded there. Moreover, this usually happened in
areas showing a great density of ROIs, such as the centre of Barcelona, which implies that the quantity of
information potentially hidden would be far than reasonable. As a consequence, the implementation of the
second requirement has been performed just by taking into account the 2b strategy.

A2.10. Technical details datasets VA5
A list technical specs is given in order to establish the requirements for achieving the final goal of this visual
analysis.
1. Showing the whole set of ROI onto a physical map of the city of interest;
2. Analysis of the mobility patterns data per ROI:
a. Visualizing how many people movements occurs in a given ROI (e.g. by displaying lines that connect
the source ROI with the targets);
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b. Visualizing how many people movements occurs in a given ROI (e.g. by colouring the ROIs);
3. Implementing filters:
a. On variables / factors of interest (e.g. showing only those ROIs whose people travels exceeds a
given threshold; Use a slide to filter the amount of data to visualize associate to a ROI
4. Show the information about people movements in a given ROI using a chart that to detect areas that
receive more visits:
g. Show information on chart (e.g., histograms, pie-charts, …);
h. Show the values about mobility of a ROI in textual mode (e.g. by tooltips, labels);
5. Show all the datasets that can be selected and the different filters into a panel.

A2.11. Requirements VA5
In the following, a list of requirements is given in order to establish a sequence of steps to follow for achieving
the final objective of this visual analysis.
1. Showing the whole set of tube stations onto a physical map of the city of interest;
2. Analysis of the mobility patterns data per station:
a. Visualizing how many people movements occurs in a given station (e.g. by displaying lines that
connect the source station with the targets);
b. Visualizing how many people movements occurs in a given station (e.g. by colouring the stations
and painting line flows);
3. Implementing filters:
a. On variables / factors of interest (e.g. showing only those flows whose number of trips exceeds a
given threshold; Use a slide to filter the amount of data to visualize associated to a station
4. Show the information about people movements in a given station using a chart to detect the areas that
receive more visits:
i. Show information on chart (e.g., histograms, pie-charts, …);
j. Show the values about mobility of a station in textual mode (e.g. by tooltips, labels);
5. Show all the datasets that can be selected and the different filters into a panel.
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Annex 3. General Visualisation definitions
A3.12. JavaScript libraries used for the implementation of VAs
Library Name

Version

URL

Main function

D3

v.3.5.5

http://d3js.org/

Charts; UI

D3.parcoords

V0.6.0

https://syntagmatic.github.io/parallel- Charts
coordinates/

Dimple

v.2.1.2

http://dimplejs.org/index.html

Charts

JQuery

v1.11.2 / v2.1.3

https://jquery.com/

General purpose

JQuery UI

v.1.11.4

https://jqueryui.com/

UI

Leaflet

v0.7.3

http://leafletjs.com/

Geographical
representation

Underscore

v.1.8.3

http://underscorejs.org/

Data
handling

structure

Table A3.1 JavaScript libraries

A3.13. Definition and Specification GeoJSON
With respect to other popular geographical formats (e.g. shape files), GeoJSON files encode geometry features
as plain text, which allows a faster handling process throughout coding steps. On the other hand, plain text files
are usually much bigger in size, which makes them not suitable for web applications. For these reasons, some
geometry files are encoded by a TopoJSON specification (“TopoJSON”), an extension of the GeoJSON format
explicitly designed for geographical features, where geometries are stitched together from shared line
segments called arcs, rather than as discrete (and enumerative) geometries. This way TopoJSON eliminates
redundancy and results into a more compact file, thus providing better performance. Further simplification of
geometries (e.g. by removing points from the boundary mesh or simplifying lines) could help in creating even
smaller files at the cost of some loss of (visual) accuracy. A very important detail to take into account is the
projection system used to represent geographical coordinates. In order to properly superimpose GeoJSON /
TopoJSON layers onto a physical map provided by online providers such as Google Maps, OpenStreetMap and
similar, geographical data are always expressed according to the WGS84 standard (“WGS84”).

A3.14. DBMS terminology
As shown, the DBMS has been developed by taking advantage of the combination of several technologies,
namely:

© INSIGHT Consortium

Page 195 of 208

D3.2 Analysis of Urban Location Patters
Issue 1







AJAX (Asynchronous JavaScript And XML) is a web development technique that makes web pages
interactive using JavaScript. It’s used to send requests to the server from client side. The response is
used by the JavaScript code to dynamically change a web page. Each request can be viewed as a REST
service using GET calls. (Mesbah & Van Deursen, 2007). To summarize, Ajax is a way for the client-side
browser to communicate with the server (for example: retrieve data from a database) without having to
perform a page refresh.
PHP (recursive acronym for PHP: Hypertext Preprocessor) is a widely-used, open-source, generalpurpose scripting language that is especially suited for web development (Bergmann & Kniesel, 2006). It
provides a full-fledged API for accessing and communicating with MongoDB databases.
MongoDB is a document database that provides high performance, high availability, and easy scalability
(Pokorny, 2011). This database follows a different approach to data storage as compared to the
traditional relational model. MongoDB stores data in JSON documents which provides a rich data model
that seamlessly maps to native programming language types (Kaur & Rani, 2013). Besides, keeping
related data together in documents, queries can be much faster than in a relational database in cases
where related data is separated into multiple tables (Parker, Poe, & Vrbsky, 2013).

A3.15. CMS and Joomla elements
Five types of extensions have been used to satisfy the requirements of our visualization platform. Each of these
extensions handles a specific function, as briefly described in the following:










Components are the largest and most complex extensions. Most components have two parts: a site and
an administrator part. Every time a Joomla page loads, one component is called to render the main
page body. This extension enables to include additional features required for portal administrators (e.g.
the ability to efficiently handle, monitor and manage visualisation datasets).
Plugins are advanced extensions and are, in essence, event handlers. In the visualisation platform,
plugins enable to manage all events triggered by users and the visualisation tool (e.g. data loading or
configuration setting).
Templates describe the main design of a Joomla website. While the CMS manages the website content,
templates determine the style or look and feel and layout of the platform. This extension makes easier
the upgrade and modification of the style and design without altering the main functionalities and
workflow.
Modules render pages in Joomla. They are linked to the components to display new content or images.
It is the most used extension in the visualisation platform implemented in WP3, since it is responsible
for interpreting the HTML code and includes the JavaScript code to handle the behaviour of each
visualisation.
Languages are very simple extensions that can either be used as a core part or as an extension. It brings
the possibility to change the typography and language without altering the whole functionality.
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Annex 4. Evaluation Setups
A4.16. Test environment and equipment
The room where the user experiments took place is located at the CeDInt-UPM facilities. The room has been
arranged as described below:






Room measures: 5x3 meters (15m2) approximately;
Furniture: two chairs and tables available for the participant and the evaluator respectively, as shown in
¡Error! No se encuentra el origen de la referencia.. The evaluator sit behind the participant to monitor
the experiment but in such a way to not interfere with him / her during the session;
Light: the room has one window that provides an adequate ambient light to make the participant feel
comfortable;
Temperature: the room is equipped with an air conditioning system to keep the air temperature
between 21o-220.

Figure A4. 1 Test environment room and equipment

The hardware equipment used for the evaluation tests consisted of a workstation for the participant and a
laptop for the evaluator, having the following technical specifications:
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Participant Computer:







23” screen with a resolution of 1920x1080.
CPU: Intel Core i5 3.40Ghz
GPU: Nvidia Geforce GTX770
RAM: 16GB
Operating System: Windows 7 Enterprise x64.
Internet Connection: Ethernet (RJ45) - 100Mbps

Evaluator Computer (Laptop):







15,6” screen with a resolution of 1280x1024.
CPU: Intel Core 2 Duo 2.53 GHz
GPU: Intel Mobile Xpress
RAM: 4 GB
Operating System: Windows 7 Enterprise x64.
Internet Connection: Ethernet (RJ45) - 100Mbps

A4.17. Evaluation Measures
The measures used in our experiment are summarised as follows (unit scales in brackets).
Inclusion criteria
1. Screening for (corrected-to) normal visual acuity and colour detection:
a. Snellen Chart: screening for normal visual acuity
b. Isihara Chart: screening for colour blindness
Personal characteristics
1. Personal data: sex, age range, occupation;
2. Previous knowledge of visualisation tools and techniques - KTech [1: none; 2: basic; 3: intermediate; 4:
high; 5: expert];
3. Level of skills on the use of visualisation tools – LSk [1: low; 2: basic; 3: intermediate; 4: high; 5: expert];
4. Frequency of use of visualisation tools – FUse [1: never; 2: occasionally (once or twice a month); 3:
frequently, but less than 50% of the days; 4: 50% or more days; 5: almost every day];
5. The personality factor absorption is computed as described in (Weibel, Wissmath, & Mast, 2010) from
the answers of each participant to the Immersive Tendency Questionnaire (ITQ) (Witmer & Singer,
1998). The factor refers to the tendency to become absorbed in / focus attention on an activity. It is
related to the capability of an individual to concentrate and block out external and distracting stimuli ITQ_Absor [continuous scale from 1 to 7];
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Evaluation measures
Our evaluation relies on a combination of subjective and objective – mainly quantitative but also qualitative –
dependent variables, including:
User evaluation
-

Quantitative user evaluation through specific rating or ranking questions in questionnaires;
Qualitative user evaluation through free-form comments in questionnaires;

Interaction and performance measures
-

-

Quantitative interaction or task performance measures, such as the number of mouse interactions with
a given element or the degree of completion, number of mistakes and/or time employed to complete a
given task; and,
Qualitative information on the use of the tool such as the sequence of interaction events or the mouse
trajectories over the visualisation space.

A4.18. EC1 - Population location dynamics in Barcelona
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A4.19. EC2 - Socio-demographic and economic activity evolution in Madrid
over the economic crisis
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A4.20. EC3 - Observed vs. forecasted mobility patterns in Rotterdam
urban zones
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A4.21.

EC4 - Mobility flows in Barcelona
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