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Executive Summary 

In this work we describe the approach, design choices, and visual strategy adopted to build a visualisation 

platform for the visual analysis of the policy simulation results developed in the context of the INSIGHT project. 

The main purpose of the platform is to provide an interactive environment to gain insights into different policy 

alternatives. Conceived as a tool to foster the analytical reasoning of its users, it provides functionalities for the 

exploration, interpretation and communication of relevant findings in the context of the urban planning process.  

The proposed platform is composed by two main parts, namely the back-end, that provides the infrastructure to 

store, process and query the simulation data; and the interactive, visualisation layer whose charts and filtering 

functionalities are in charge to represent specific data features of the indicators involved in the policy formulation. 

In particular, the aim of the visual approach is to study spatial distributions and temporal trends, analyse 

relationships across multiple dimensions and compare different formulations to understand their impacts. 

Considering: i) the work performed in WP7 about the definition of the scenarios to analyse, the indicators to be 

considered, and the file formats produced by the simulators; and ii) the state of the art in terms of visual analysis 

of scenarios and policy alternatives and visualisation through dashboards and web interfaces, this document 

discusses: 

 The definition of requirements underlying the implementation of the platform in terms of back- and front-

end functionalities, architectural organisation of the whole system, and technology needs for a full 

support of all the platform parts; 

 The description of the operational workflow aimed to design a proper graphical interface being able to 

guide the user through each step of the visual analysis of the simulator outputs, from the login step until 

the interaction with the charts; 

 The definition of the organisational layout of the dashboard interface, with the distribution of the spaces 

and functionalities associated to them. 

The design of the visualisation platform and its components has been approached with the general idea of 

keeping the door open for future extensions. Possible improvements in the short to middle term may be the 

integration of new datasets coming from other policy simulators or the implementation of new tools supporting 

further scenario analyses and/or user requirements. 
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1. Introduction 

 Objectives of WP6.1 and content of this deliverable 

WP6.1 - Visual Ecosystem Technical Specification and Design aims at laying the groundwork to achieve the 

objectives of WP6. The purpose of this task is to design an integrated visual ecosystem (from now on referred as 

visualisation platform), which is aimed at supporting decision makers in the analysis, interpretation and 

communication of simulation results in the context of a model-based policy planning process. Thus, this 

deliverable is structured as follows.  

- Chapter 1 presents the objectives, approach and scope that frame the development of the INSIGHT 

visualisation platform. It also describes the most relevant interactions of this activity with other tasks in 

the project; 

- Chapter 2 summarises, on a non-exhaustive basis, relevant visualisation approaches, data analytics and 

interaction techniques applied by previous work to enable the visual analysis of spatio-temporal, 

multivariate and multi-run data. Emphasis is put on tasks such as lookup, comparison, relation-seeking, 

and pattern search; 

- Chapter 3 introduces the main functionalities provided by the visualisation platform, as well as its overall 

design in terms of system architecture, workflow and Graphical User Interface (GUI);  

- Chapter 4 presents the nomenclature and metadata defined to enable a dynamic definition of policies 

and indicators and their coherent visualisation within and across policy scenarios and cities; and, 

- Chapter 5 discusses conclusions and lessons learned during the design and preliminary implementation 

of the INSIGHT visualisation platform. 

A detailed description of the specific visual analysis techniques and tools implemented will be included in 

deliverables D6.2 and D6.3. 

 Approach and scope 

The visualisation platform is intended as an environment fostering the analytical reasoning, interpretation and 

communication of simulation results in the context of the urban planning process. It has been built to take 

advantage of both interactive interfaces and the visual analysis approach to contribute to support the decision 

making process and the comparative assessment of the impacts of different policies alternatives.  

To succeed with this vision, three main issues has been taken into account to direct the design of the platform, 

namely: 

 To deal with heterogeneous data; 

 To play as a (user-friendly) connector between different simulators and users; 

 To provide a single environment to extract evidence, make analysis and perform comparisons among the 

simulated policies for their thorough comprehension.  

Indeed, the intrinsic diversity of the simulators involved in the project and the heterogeneity of their simulation 

outputs pose several problems in terms of data processing and representation. In particular, the type and number 

of variables describing the simulated facts greatly vary across the different simulator outputs, even if they are 
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addressing the same policy question; both temporal and spatial granularities differ; the file formats as well as the 

levels of detail contained therein are neither uniform nor standardised. Table 4.1, Table 4.2, and Table 4.3 serve 

as an example for the situation just described. In such a context, the need for a data pre-processing step is 

indispensable in order to derive a data corpus as much homogenised as possible. For this reason, the first focus 

of the work in WP6 was to intercept the main, common data features, in order to build the corresponding, most 

suitable infrastructure (in terms of extraction of relevant information to store and process) and visual GUI to 

properly support the visual analytical tasks on them. In particular, the geographical properties, time evolution 

and multi-dimensionality of the data are the main aspects considered to design the visualisation platform, 

especially to present these different analytical points of views to the users in a coordinated and consistent way. 

In this sense, the platform acts as a common environment to showcase the simulation results and present them 

in a unified analysis workspace. Incidentally, the platform also provides a visualisation service which is especially 

useful for those simulators which are not equipped with it. 

Additionally, users can access the simulator data even without interacting with the simulators themselves, 

because the simulation outputs generation and their processing for visual analytics purposes are separated 

phases. In particular, Figure 1 illustrates the collaboration with each simulator involved in the project in order to 

perform the visual analysis of specific policy formulations at a given location. The practical advance of such an 

approach is that, by lowering the barriers of accessing simulation data, more professional figures, as well as non-

technical audience, can enter in contact with them, share knowledge and facilitate the exchange of information 

and communication.  

 

Figure 1 – Supporting policy formulation and impact assessment at each location 

The last point about the followed approach concerns the central role played by interactive data visualisations on 

the analytical reasoning of users. Indeed, the use of interactive interfaces allows users to play an active role in 

understanding data evidence and supporting operational tasks such as look-up, pattern and relation search or 

comparisons; multiple, coordinated views allow the exploration of both qualitative and quantitative data features 

as well as the simultaneous characterisation of different properties of the data; and the set of filters allows users 

to consider only specific subsets of the data domain, fostering as a consequence a more focused analysis. All these 
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functionalities together provide the means for a detailed and multi-faceted comprehension of the data under 

analysis such that the extraction of evidence and the generation of knowledge could be made simpler and as 

much as complete as possible. 

Finally, Figure 2 depicts how the platform could be exploited in the context of the decision making cycle to help 

analysts and stakeholders make new policy formulations and assess their benefits and/or drawbacks. 

 

Figure 2 – Policy definition cycle and the contributions of the visualisation platform. This approach is fed by the description of 
a reference scenario as a collection of indicators diagnosing local and specific problems (i.e. before the implementation of 
any policy measure); a target scenario (if any) as a set of quantified values or desirable trends (i.e. trade-offs or values to 
increase or decrease) representing the ideal/expected objectives to achieve after applying some policy measures; the 
simulation output scenarios – one for each policy alternative – which represent the estimated impact of implementing the 
analysed policy measure; and, the baseline scenario, which represents the evolution of the reference scenario under the “no 
policy change” assumption. The visual comparison of these scenarios is intended to provide insights about possible strengths 
and weaknesses of the proposed policy measures, relevant trade-offs to take into account, feasibility to approach a particular 
objective and specific (set of) conditions that could favour or hinder its achievement. 

 Interaction with other tasks 

WP6 has a tight connection with other INSIGHT work packages, especially with WP5 and WP7. WP5 provides the 

outputs of the simulation tools implemented and improved by the project as the fundamental data to work with. 

WP7 defines both the policy scenarios and the urban contexts to analyse in order to visually evaluate and compare 

the suitability of the different modelling approaches and tackling different types of urban policy questions. 

Other outcomes feeding the design and development of the visualisation platform include the model-based policy 

planning process proposed in WP2 (see D2.2). This result underlines the visual strategy adopted in WP6 in a 

twofold manner: first, by capturing some of the functional requirements concerning the interaction of policy 
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makers and other stakeholders with decision support tools; and second, by highlighting the relationship between 

the steps of a policy cycle and the role of indicators to properly assess and rate how good policy alternatives are 

to achieve targets and improve the original situation. Moreover, WP2 provided an extensive taxonomy of the 

tools currently used to support the ICT-based policy cycle as well as the necessary steps to come to a methodology 

for impact assessment based on a cost-benefit analysis (see D2.3 and D2.4). 

On the other hand, WP3 was particularly inspirational as regards to the data visualisation and interaction 

principles to be observed to create clear and effective visual interfaces. WP3.3 focused on building ad-hoc 

visualisations to explore specific datasets and help address concrete research questions posed by the project. 

This explorative approach was intended to use the Information Visualisation paradigm to bring to light patterns 

hidden in the data to analyse, which in turn could help to focus and feed further statistical analyses. The user 

evaluation conducted in WP3 contributed empirical evidence on the usability and effectiveness of a variety of 

visualisation and interaction techniques in the context of specific exploration and analysis tasks (see Section 3 in 

D3.2 Analysis of Urban Location Patterns). This knowledge has been contrasted and complemented with a state-

of-the-art review to inform the selection, creation and/or improvement of the visualisation, data analytics and 

interaction techniques to be implemented by the INSIGHT visualisation platform. 
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2. Visual analysis of multi-dimensional scenarios 

Achieving a comprehensive knowledge to properly evaluate policy alternatives and their impact on future 

scenarios, especially in presence of multiple and conflicting requirements, is one of the biggest challenges in policy 

making [Banks 2009]. Visual analytics, as the science to ease analytical reasoning through visual interfaces 

[Thomas and Cook 2005], has been shown to be effective in supporting tasks such as assessment, planning and 

decision making in this and other fields [Andrienko et al. 2003; Andrienko and Andrienko 2005; Booshehrian et 

al. 2012; Buchmüller et al. 2015; Hurter et al. 2009; Sadransky 2013; Zhang et al. 2012]. In this context, a suitable 

visual analytics tool must be able, on the one hand, to deal with the increased complexity and heterogeneity of 

urban data and policy indicators and, on the other, to provide means to evaluate trade-offs, benefits and 

drawbacks of the options under analysis [Kehrer and Hauser 2013; Andrienko and Andrienko 2007] and to 

represent uncertainty [Johnson and Sanderson 2003].  

In the following sections we discuss some of these challenges more in detail, and present relevant visual analysis 

techniques proposed in literature to deal with them.  

 Data 

The INSIGHT visualisation platform has to deal with spatiotemporal, multivariate and multi-run data. These terms 

refer to the following data features, as defined in [Kehrer and Hauser 2013], and citations therein: 

- Spatiotemporal refers to those datasets with an inherent reference to space and time or, in other words, 

describing facts / events through both their spatial extension and temporal duration; 

- Multivariate refers to the number of attributes (i.e. independent variables) per space-time location. In 

our set-up, it translates into the number of indicators (and of relevant interactions among them) used to 

characterise the scenarios under analysis; 

- Multi-run identifies the outcomes delivered by a simulation that is repeated multiple times with varied 

parameter settings (also called an ensemble simulation). In the resulting data, a collection of values 

coexists for the same independent variable at each space-time location (one value for each simulation 

run). This is the case of the set of indicators associated to the different policy-related scenarios defined 

by INSIGHT. 

The visual analysis of spatiotemporal data has been widely studied and many useful techniques are proposed in 

literature (some relevant examples are discussed in [Andrienko and Andrienko 2006]). The most frequent 

questions investigated in this sense include the relation of the independent variables to time and space, their 

similarities and differences at different points in space and time, and the associated spatiotemporal patterns. By 

considering multiple data attributes and their relations, it is possible to extract interesting data subsets (or 

features). The analysis of multivariate data could be performed through, for instance, multiple linked views, to 

get an overall picture of feature dependencies, and by further processing them by a combination of interactive 

feature specification and dimensionality reduction techniques [Fuchs and Hauser 2009] to focus on a smaller 

subset of interest. As regards to multi-run data, the challenges include: to enable the analysis of a large number 

of co-located data volumes, to identify and extract patterns associated to a specific subset of runs, or to reveal 

correlations between input and output variables of the simulation [Wilson and Potter 2009]. 
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 Visualisation, data analysis and interaction 

Considering the characteristics of the involved datasets and the goals of the task at hand, many different visual 

analysis techniques can be applied. These usually encompass a combination of visualisation, data analysis and 

interaction methods. Altogether, these three approaches cover the visual mapping (i.e. representation) of data, 

the extraction of relevant features through computational analysis and the implementation of suitable forms of 

interaction with the former two elements, respectively. Although visualisation, data analysis and interaction 

methods are frequently analysed separately, a coordinated combination of these is the best strategy to guarantee 

to cope with the specific needs and characteristics of the data, the user and the application domain.  

 

Figure 3 – Demo dashboard by Colorlib. Source: Gentellela 

In this context, the idea of a dashboard has gained the attention of the visual analytics community due to their 

potential to smoothly integrate a broad set of visual analysis tools and techniques. It is conceived as an interactive 

environment in which the user could steer his/her analytical process by visually interpreting the story that 

different graphics are portraying (see Figure 3). However, as Jerome Cukier – a data visualisation scientist at 

Facebook – states: 'Dashboards are not an exercise in visual design either. [...] Dashboards are a curated way to 

present data for a certain purpose. They are not unspecified, multi-purpose analytical exploration tools. In other 

words: dashboards will answer a specific, already formulated question. And they will answer it in the best possible 

way, if they are designed as such'1. In that sense, the adoption of multiple coordinated visualisations [Roberts 

2007] is complemented with advanced interactive and analytical functionalities to provide a suitable framework 

for the visual analysis of heterogeneous datasets. The creation of new or improved dashboards integrating these 

elements is at the core of current research in visual analytics [Kehrer and Hauser 2013; Roberts 2007]. In the 

                                                           
 

1  http://www.jeromecukier.net/blog/2015/02/07/dashboards-versus-data-visualization/ 

https://github.com/puikinsh/gentelella
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following we discuss relevant visual analysis techniques (many of them successfully integrated in dashboards by 

previous works), as concerns to the focus of our research at INSIGHT. 

2.2.1 Visualisation 

Many visualisation techniques have been applied to facilitate tasks such as lookup, comparison, and relationship-

seeking or pattern search. For a more extensive review, the reader is referred to the works by [Inselberg and 

Dimsdale 1990; Andrienko and Andrienko 2001; Kosara et al. 2004; Monmonier 1989; Elmqvist et al. 2008; Fuchs 

et al. 2013; Borgo et al. 2013; Ward 2002; Bezerianos et al. 2014], as well as to The Data Visualisation Catalogue 

[Ribecca n.d.]. In particular, The Data Visualisation Catalogue collects some useful tips about common techniques 

to visually shape data with respect to the objectives pursued and insights to extract from them. We examined 

these and other examples described in literature and summarised, on a non-exhaustive basis, some of the most 

suitable ones when it comes to dealing with spatiotemporal, multivariate and multi-run data (see Table 2.1 and 

Figure 4 to Figure 7). 

Table 2.1. Visualisation techniques suitable for dealing with spatiotemporal, multivariate and multi-run data in 

support of lookup (L), comparison (C), relation-seeking (R) or patterns search (P) 

Visualisation 
technique 

L C R P Description 

Radar charts  X X X 

Useful for comparing multiple quantitative variables (e.g. similar values, 
outliers, high/low scores within the dataset) and thus, suitable for 
displaying performance. 

Variables are encoded in axes. Axes are arranged radially with equal 
distances between each other. The scale should be maintained the same 
between all axes. Axis-to-axis gridlines can be used as a guide. Each 
variable value is plotted along its axis and all the plotted points are 
usually connected together to form a polygon. The shape of such 
polygon provides the visual encoding of the data properties. 

Radar charts have a limited data size capacity (too many variables create 
too many axes resulting in difficulties to read the chart). Also, displaying 
multiple polygons could make it confusing and too cluttered. For one 
single variable, comparing values all on a single straight axis is usually a 
better option (see Figure 4, left image) 

Parallel coordinates 
plots (PCP) 

 X X X 

It is used to plot individual data elements across many dimensions, 
encoded as parallel vertical axes. As a result, each data element is 
represented by connected points along the dimensions/axes. A large 
number of data elements results in dense clutter. Thus, under this 
circumstance, PCPs are not suitable for general communication (at least 
not in a straightforward manner). However, they have a great potential 
to bring meaningful multivariate patterns and comparisons to light when 
enhanced through interactive highlighting, filtering, and roll-over detail 
techniques. 

It could be used to find proportions and relationships across a relatively 
large number of dimensions. Good performance with heterogeneous 
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variables/values. The order of the axes impacts the readability of the 
data, since relationships between adjacent dimensions are easier to 
perceive than between non-adjacent dimensions (see Figure 5). 

Choropleth maps 
(uni-/bi-variate) 

X X X X 

It is suitable to visualise values over a geographical area, to look for 
variations, patterns or relations across the displayed location. Values (or 
relations between them) are encoded into a colour scale. Depending on 
the kind of data, these schemes can be sequential (single or multi-hued), 
qualitative or diverging (see Color Brewer website to have a reference of 
some of the most common scales used). 

Since the accuracy in comparing varying colour shades is a well-known 
perceptual issue, choropleth maps are usually complemented with 
tooltips, tables or graphs to allow the user to read or compare values in 
the right manner. Another downside affecting the values interpretation 
is the difference in perception of large and small regions, being the latter 
apparently less emphasised. Proportions or rates (i.e. normalised values 
per area) shall be used, instead of raw counts.  

Using a super-imposed, regular grid can be suitable to analyse two 
variables (e.g. two different indicators or an indicator and a prediction) 
and to perform a comparison directly on a map. Shaded and noisy 
pattern could further help to convey additional insights of the data 
depicted. This approach, however, work well given regular-shaped (for 
instance, square or rectangular cells) zones (see Figure 6). A bi-variate 
colour scheme could help detect variable trends (e.g. in terms of 
(dis)agreement between variables). 

Bubble charts  X X X 

It is typically used to compare and show the relationships between 
labelled/categorised data elements, by the use of positioning and 
proportions of circular points. The overall picture can be used to analyse 
patterns/correlations as well. 

In addition to the typical plot points along a grid, where the X and Y axis 
are separate variables, each point represents a third variable by the 
circle area. Other features as colours, brightness or opacity can be used 
to distinguish between categories or to represent an additional data 
variable. Time can be shown either by having it as variable on one of the 
axis or by animating the data variables changing over time. 

Bubble Charts have a limited data size capacity (too many bubbles can 
make the chart hard to read even in presence of transparencies). This 
effect can be controlled through interactivity: clicking or hovering over 
bubbles to display hidden information, having an option to reorganise or 
filter out grouped categories (see Figure 7, left image). 

Glyphs  X  X 

Suitable to graphically encode two or more data attributes in a compact 
form, resulting into a clever use of the screen space. 
 
It could suffer from perceptual issues that could affect the way users gain 
understanding of the domain in terms of accuracy and efficiency of the 
message perceived. Simpler forms and few features are preferable to 

http://colorbrewer2.org/
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better convey data properties to the user attention. Glyphs should be 
carefully placed to avoid overlapping either among themselves or with 
some other visual elements.  

Box and Whisker 
Plot (classical, 
variable width and 
notched) 

X X  X 

Suitable to depict groups of numerical data through their statistical 
values (e.g. quartiles). Useful when comparing distributions between 
many groups or data sets. They are usually used to portray distribution 
features, such as key values (e.g. average, median, 25th percentile), 
outliers and their values, data symmetry or skewness direction (see 
Figure 4, right image). 

Chord diagrams  X X  

They are used to visualise flows or other types of inter-relationships 
between entities and thus, they are suitable for exploring links and 
finding similarities within a dataset or between different groups of data. 

Connections between entities are usually represented by arcs or Bézier 
curves with size proportional to the ‘strength’ (i.e. value) of the 
connection. Colour can be used to group the data into different 
categories to ease comparison making and group discrimination / 
distinction.  

In the presence of too many connections, chord diagrams could be hard 
to read due to over-cluttering. Interaction could be used to avoid this 
effect by highlighting a specific element or group of elements over the 
rest or by increasing or decreasing the level of detail through selective 
clustering (see Figure 7, right image). 

 

  

Figure 4 – Anatomy of a Radar Chart and a box-and-whisker plot (Source: The Data Visualisation Catalogue) 

http://www.datavizcatalogue.com/index.html
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Figure 5 – Example of Parallel Coordinates Plot used to show important linkages between multivariate data sets. (Source: 
CATT Lab) 

 

 

Figure 6 – Example of a 9-class bivariate map. (Source: Bivariate Choropleth Maps: A How-to Guide) 

http://www.cattlab.umd.edu/?portfolio=incident-clustering-explorer
http://www.joshuastevens.net/cartography/make-a-bivariate-choropleth-map/
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Figure 7 – Example of a bubble chart (left, source: Make a Bubble Chart) and of a chord diagram (right) showing purchase 
flows in the city 

2.2.2 Data analysis 

The former visualisation tools are usually blended with analytical functionalities to reveal (and visualise) relevant 

features. Some of the most frequently used, (semi-)automated analysis methods are: data reduction via sampling 

or algorithmic feature extraction, data clustering and dimensionality reduction [Kehrer and Hauser 2013]. Also, 

aggregation (i.e. in space or time) is a common way to reduce the complexity associated to large datasets, either 

by calculating relevant data characteristics (e.g., sum, mean or variance) or by grouping techniques such as 

clustering and binning [Andrienko and Andrienko 2006].  

The aim of the dimensionality reduction techniques is to reduce the number of variables under analysis (e.g. till 

obtaining a set of principal or most explanatory variables) while preserving the higher-dimensional characteristics 

of the original dataset [Kehrer and Hauser 2013]. Two widely used methods are Principal Component Analysis 

(PCA) and Multidimensional Scaling (MDS). PCA2 [F.R.S. 1901] is aimed at reducing the number of variables and 

to unveil relationships between variables in multi-dimensional data sets. It transforms the original data space into 

an orthogonal coordinate system that is aligned with the greatest variance in the data. Thus, the first coordinate 

of the resulting principle component space resembles most of the variance in the original data set, the second 

one most of the remaining variance, and so on. Different combinations of PCA and visual methods can be found 

in literature, being particularly useful in the analysis of high-dimensional datasets. However, the majority of these 

works use PCA as a pre-processing step, which makes difficult to interpret the result and to relate the trends 

identified in the principal component space with the original variables. Therefore, an interactive, visually-guided 

improvement of the results of a PCA is considered a must by many authors [Müller et al. 2006]. Multidimensional 

Scaling (MDS) is a family of methods used to analyse proximity data in terms of similarity/dissimilarity of pairs of 

objects. MDS methods can be classified according to the cost function used. Two typical approaches are distance 

                                                           
 

2 See, for instance, http://setosa.io/ev/principal-component-analysis/ for some visual examples of PCA in practice 

http://help.plot.ly/make-a-bubble-chart/
http://setosa.io/ev/principal-component-analysis/
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scaling, based on direct fitting of distances to dissimilarities, and inner product scaling, where dissimilarities are 

converted to a form that is fitted by inner products. Also, metric scaling, based on the actual values of the 

dissimilarities, is usually preferred in front of non- metric scaling, which relies only on their ranks [Buja et al. 2008]. 

When applied to dimension reduction, MDS enables mapping (e.g. using distance scaling) high-dimensional data 

onto a low-dimensional space while preserving the similarities/dissimilarities between the items. This makes MDS 

a suitable technique to deal with a critical requirement of visual analysis. That is, generating visual layouts being 

able to represent relevant relationships within multivariate data in a lower dimensional (typically 2D) space 

[Morrison et al. 2003]. An example of applying such technique is depicted in Figure 8. MDS has been used as 

analytical basis for multivariate data visualisation in systems such as XGobi and GGobi, which implement 

capabilities as Animated Optimization and Manual Dragging [Buja et al. 2008].  

 

Figure 8 – An example of applying MDS technique on a distance matrix representing distances between some European cities 
(more details on http://gastonsanchez.com/how-to/2013/01/23/MDS-in-R) 

When it comes to decision-making, two mathematical spaces shall be defined: i) the design space, comprising the 

categorical variables defining the possible solutions, and ii) the objective space, constituting the mapping of each 

candidate solution to the corresponding values of the multiple objective functions. This set of multi-objective 

optimal points is also known as the Pareto Frontier. Thus, the objective space provides the framework for the 

assessment of these possible solutions in terms of optimality and trade-offs, as well as for the ultimate decision 

making [Chen et al. 2013]. The Hyper-Space Diagonal Counting (HSDC) Method proposed by [Agrawal et al. 2004] 

relies on the Cantor’s theorem to enable mapping points in an n-dimensional space to a line. Applied to the 

visualisation of multi-objective problems, it allows to index n objectives per axis. The resulting plot looks very 

similar to a traditional Pareto frontier, with the difference that that the axes actually enumerate indices instead 

of objectives. Thus, it is possible to: i) sample points in the original design space using the HSDC method to capture 

all the dimensions; ii) evaluate the objectives at these points; and, iii) identify non-dominated and feasible points 

for the problem.  

The idea of dimensions projection is present also in the work by [Gleicher 2013], but in this case the (linear) 

projection functions (defined as explainers) are built upon user-specified annotations, so that, the resulting 

http://gastonsanchez.com/how-to/2013/01/23/MDS-in-R
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derived dimensions represent user’s concepts rather than statistical properties. In order to properly organise the 

data, as well as to show their connection to different properties of interest, particular attention has been spent 

in considering trade-offs in correctness, simplicity, and diversity. Figure 9 below shows an example of such 

visualisation technique. 

 

Figure 9 – An example of hyper-space diagonal counting (HSDC). For details about it, see [Tusar and Filipic 2015], where an 
interesting comparison about different visualisations of Pareto Frontiers approximations sets is discussed too. 

2.2.3 Interaction 

The following is a non-exhaustive list of interaction methods that have been successfully applied in visual analysis 

setups (see [Yi et al. 2007] and citations therein). They are organised according to the task they are built to solve. 

 Filter: to present only those data items that meet a specific condition or criteria (reduction of data space). 

For instance, query controls allow users to select ranges (by moving sliders) or specific values (by clicking 

on check boxes) at any time, and show just the data cases meeting those constraints. According to the 

data type, possible variants could be met, such as alpha-sliders, range-sliders, and toggle buttons, which 

are used to filter textual, numerical and categorical data, respectively. 

 Explore: to change the focus of interest on different subsets of data cases. With respect to filters, all the 

data are still present in the visualisation space, but the field of view on them changes dynamically: this 

way, the data representations is constantly updated to reflect the exploration path chosen by the user. 

Techniques belonging to this category may include:  

o Zooming: to magnify or shrink a portion of the chart to focus on more or less data details; 

o Panning: it produces a shift of the user’s attention by dragging new portions of the chart to the 

foreground (or centre of the field of view) and at the same time to put into the background those 

parts previously considered;  

o Direct-Walk: it allows users to smoothly move the viewing focus from one position in information 

structure to another. It is usually used when clicking on hyperlinks, thus enabling an animation 

that moves the user to different locations of the visualisation space. 
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 Reconfigure and encode: to have a different perspective onto the dataset by changing the spatial 

arrangement of representations (reconfigure) or by altering the fundamental visual representation, e.g. 

colour, size, and shape (encode). Some examples in this category include: 

o Sorting or rearrangement: by changing how data items are arranged (e.g. the alignment of data 

items, to reduce occlusions), it is possible to better fit the analyst mental model and improve the 

discovery capabilities; 

o Changing axes attributes: to examine possible relationships from a different perspective (e.g. in 

a scatter plot view); 

o Baseline adjustments: to improve comparisons (e.g. in a stacked histogram, a shift of the 

segments composing it to align a common baseline would improve the contrasting analysis); 

o Switching between different types of representation: to have different perspectives on data 

features; 

o Adjust visual attributes: by adjusting appearance properties such as the colours, size, 

orientation, font or shape of the visual objects associated to a certain variable, it is possible to 

highlight different data features. 

 Details-on-demand operations: to adjust the level of abstraction of a data representation from an 

overview down to details of individual data cases and levels in-between. Examples include drill-down in 

a tree-map, tooltips, zoom-in/zoom-out, geometric or semantic zooming.   

 Connect techniques: these interaction techniques are used to: i) highlight associations and relationships 

between data items that are already represented and, ii) show hidden data items that are relevant to a 

specified item. Examples include highlight the representation of a selected data item in multiple 

coordinated views (linking and brushing), highlight those nodes that are directly connected to a selected 

one or adding further information associated to a selected item. 

 Representing uncertainty 

Strictly related to the concept of evaluating several options in a typical decision making process, it comes the idea 

of uncertainty. There is a general (perhaps unconscious) trend to forget this issue when thinking of data to be 

represented, as if this extra-dimension would not be inherently attached to data themselves. As a consequence, 

many visualisation techniques mirror this common point of view and have been conceived without an explicit 

mechanism to represent indication of uncertainty. However, a rising interest about this topic in the visualisation 

community was shown in the recent past [Johnson and Sanderson 2003], leading to a number of proposals and 

practical solutions to communicate it visually. Properly dealing with uncertainty is fundamental for decision 

makers because data uncertainty heavily affects the process of forecasting previsions and therefore the ways to 

assess policy options at their disposal. A recent review about uncertainty in data visualisation certifies the global 

advances made in this discipline despite its hardness in finding good methods to communicate it [Brodlie et al. 

2012]. In particular, the authors discuss about two complementary features, that is to say the visualisation of 

uncertainty – how depicting uncertainty of data – and the uncertainty of visualisation – dealing with how much 

inaccuracy occurs when processing data through the pipeline. The review by Bonneau and colleagues [Bonneau 

et al. 2014] outlines sources and mathematical models of uncertainty and provides general guidelines to their 

practical application. Among the factors to take into account when designing uncertainty representations, 

perceptual and cognitive issues certainly play a major role for the two actors involved in visualisation (i.e. the 

visual expert and the final user). The main challenge in this sense is to find methodologies that could maximise 
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the quantity of information displayed meaningfully and minimise at the same time the ratios of (unwanted) 

misunderstanding and misconceptions that could arise in it. Possible solutions could encompass a clever 

combination of visualisations of competing / contradictive / conflicting features, integrated views, comparative 

navigation, and suitable colour scales (especially for colour-blind people). In his well-known work [Tukey 1977], 

Tukey depicted one of the first representations of uncertainty, the box-plot, in order to suggest the sense of 

variations within a distribution of numerical data through quartiles. Even in its simplicity (a rectangle to bound 

data in between the lower and upper quartiles, vertical whiskers to indicate variability outside this range, dots to 

plot outliers), it has been shown that it is a hard task to correctly interpret it [Correll and Gleicher n.d.]. A useful 

reference to understand the complexity of the problem and the many possible solutions to overcome the 

uncertainty problem is the one by Harris [Harris 1996]. In more recent years, Correa and colleagues have 

described a framework to introduce uncertainty in the visual analytics process through statistic methods such as 

uncertainty modelling, propagation and aggregation and showed how usual data transformations – regression, 

k-means clustering or PCA analysis – could take advantage of it [Correa et al. 2009]. Xie and colleagues presented 

two different approaches to insert data uncertainty in visualisations expressed in terms of data quality measures 

[Xie et al. 2006]. In [Marx 2013], the author presents interesting insights taken from the biological research 

experience; on the other hand, MacEachren and colleagues, and Kinkeldey’s group [MacEachren et al. 2005; 

Kinkeldey et al. 2014] describe the approaches introduced by geo-spatial scientists. For others fields see, for 

instance, the references in [Brodlie et al. 2012]. The last two examples show how widespread proper uncertainty 

representation is across multiple research fields: uncertainty comes at different flavours but contributions from 

heterogeneous disciplines could help to its correct understanding and visualisation. Despite the decades passed 

by and the advances in the visualisation science, visualizing uncertainty is still an unresolved problem under 

different points of views. One step to come to unbiased understanding and a proper communication of results is 

to address the problem with a transdisciplinary approach in which several expertise and knowledge have to 

actively collaborate among each other [McInerny et al. 2014]. User studies – especially those ones aiming at 

revealing how well users perceive uncertain information - seem to be another relevant relief towards the 

definition of techniques robust enough against the ambiguity bias [Sanyal et al. 2009; Tak et al. 2014]. 
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3. The INSIGHT visualisation platform 

 Functional and data-related requirements 

A requirement refers to a specific capability of the system that must be implemented to fulfil a user need or 

objective. Generally, requirements are defined in a granular way and having the implementation phase in mind. 

The main requirements of the INSIGHT visualisation platform are described as follows. 

Upload simulation data to the repository: the user will be provided with a friendly interface (i.e. forms) guiding 

him/her to load the simulation data to the database. The supported formats are currently limited to those of the 

simulators involved in the INSIGHT project. In order to be used by the visual analysis tool, the data need to come 

with some metadata descriptors, such as the city, model, date ranges and implied indicators. This way, their 

access during the analysis and evaluation of a policy will be faster and focused on the specific level of detail 

required by the user. 

Support heterogeneous data coming from simulation tools: the outputs obtained as a result of running the 

different model simulators for each of the cities in the context of the project greatly differ between each other in 

terms of the number, type, format and precision of the indicators involved (even if they refer to the same policy). 

Therefore, it is necessary a previous step of data pre-processing to prepare and adapt these datasets into a 

comprehensive (and as far as possible uniform) format. To fulfil this requirement, an appropriate conversion 

driver will be implemented for each simulator. 

Create policies by defining implied indicators: by filling the corresponding form, the user can generate a new 

policy or edit and existing one. To define the policy, a name should be provided as well as the indicators targets 

involved. 

Configure a visualisation scenario: to start the analysis step, another interface will be implemented to allow the 

user to choose the scenario he/she wants to consider. In this step, the user is asked to provide the information 

concerning the city involved, the temporal range of analysis, and the set of policies that can be used in the 

evaluation considering both the scenario and available data.  

Import simulation data from the repository: the visualisation tool must be able to relate uploaded data in the 

database to a specific scenario and policy configured by the user during the analysis. To achieve this goal, the 

system should match the meta-information (date, city, indicators, etc.) of the data with the parameters set by 

the user when configuring the visualisation scenario. This way, the data can be imported and put at the user’s 

disposal for his/her analysis. 

Comprehensive representation of heterogeneous policy indicators and their trade-offs: As introduced in 

Chapter 1, the visualisation platform shall facilitate the comparative assessment of the outputs associated to the 

different policy alternatives through a comprehensive representation of their indicators.  
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 System architecture 

Most recent interactive web applications are built in a three-tier architecture that consists of three important 

layers: data, logic, and presentation. In web applications, this structure usually breaks down to database, server 

logic, client logic, and client UI. 

A popular paradigm of implementing this model is the MVC (Model-View-Controller) architectural pattern (see 

Figure 10). In the MVC paradigm, the logic, data, and visualisation are separated into three types of objects, each 

handling its own tasks. The View handles the visual part, taking care of user interaction. The Controller responds 

to system and user events, commanding the Model and View to change appropriately. Finally, the model handles 

data manipulation, responding to requests for information or changing its state according to the instructions of 

the controller.  

 

Figure 10 – Model-View-Controller architecture  

Several technology stacks (i.e. a set of software making up an infrastructure) have become popular to build three-

tier web applications; among those now ubiquitous stacks, the most common are: 

 LAMP (Linux/Apache/MySQL-MariaDB/ PHP-PERL-PYTHON): it is all-inclusive and easy to get started with. 

Its components are largely interchangeable and not limited to the original selection. 

 WAMP (Windows/Apache/MySQL/PHP-PERL-PYTHON): A Microsoft Windows OS equivalent. The WIMP 

stack is similar but uses an IIS server instead of Apache. 

 XAMPP (Linux, Mac OS X, Windows/Apache/MySQL/PHP-PERL): A more complete bundle because 

conceived to be cross-platform (X). 

 MEAN (MongoDB/Express/Angular/Node): it has become very popular in the recent years because all its 

components are based on JavaScript thus facilitating the knowledge demand for web development. 

The INSIGHT visualisation platform implements a variation of the LAMP stack in which a MongoDB database is 

used instead of MySQL. To support this technology, a communication PHP driver is installed in the application 

server so that queries coming from AJAX requests can be served properly to the client tier. Figure 11 shows the 

overall system architecture of the INSIGHT visualisation platform, including the aforementioned LAMP stack. The 

specific features and technologies implemented at each layer are summarised as follows. 
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Figure 11 – Overall architecture of the INSIGHT visualisation platform 

3.2.1 Client Tier 

This layer corresponds to the higher level of the architecture and mainly presents the information through the 

user interface. The user interacts with the content of the web application using a browser running on a client 

terminal (i.e. PC). The browser generates the HTML content to be shown dynamically by interpreting the 
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JavaScript and CSS code previously downloaded from the application tier and sending asynchronous calls REST 

calls (AJAX) to retrieve the data.  In this sense, most of the interactive content is created using client-side scripting. 

To support the dynamic content generation and provide advanced services, the solution makes use of a set of 

important JavaScript libraries and frameworks, as detailed in the following: 

 Bootstrap UI: it is a front-end framework compatible with a wide variety of the newest browsers and 

devices3 that aims to ease the development of interactive and responsive user interfaces. It contains 

design templates for typography, forms, buttons, navigation and other interface components. 

 JQuery: basically an easy to use API to manipulate HTML documents, handle events, create animations 

and develop interactions based on AJAX 

 D3: a library for producing dynamic, rich and interactive data visualisations. It is used mainly for creating 

most of the graphs and charts for the analysis.  

 Leaflet: one of the most popular libraries to produce web based map applications. It can load feature data 

from GeoJSON files, style it and create interactive layers. Furthermore, this library connects to an external 

map provider service to download geo-referenced tiles according to the current represented position 

coordinates and zoom level. 

 Underscore.js:  it provides utility functions for common programming. Very useful when manipulating 

both array and objects (especially when dealing with large amounts of data) 

 Moment.js: it is a lightweight date library for parsing, manipulating, and formatting dates. It supports all 

standard formats, locales, relative time and time zones. 

3.2.2 Application Tier 

This level of the architecture is in charge of receiving, processing and serving the requests sent remotely from the 

user terminal. The requests can be either web content to be shown (HTML, CSS and Javascript) or pre-processed 

data in the JSON format. In both cases and considering the LAMP stack in use, an Apache HTTP web server is 

installed in this tier altogether with the Joomla content management system (CMS) that allows to easily manage 

and access the different visualisation contents in a secure way (see description in D3.2). Data queries received 

from the client are processed and translated on the server side (through the PHP runtime module) using a PHP 

code script. This script allows to create the necessary connections with the MongoDB database and building 

queries in the appropriate format.  

3.2.3 Database Tier 

The last level of the architecture stores the data to be accessed and updated by the visual platform. The solution 

used to manage data is a non-relational MongoDB database (see D3.2 for a detailed description). In this case, the 

datasets are stored as documents in a binary encoded JSON format (BSON), which is intended to provide a faster 

and reliable access to the data. Finally, a PHP driver is installed as shown in Figure 11 to deal with the connections 

and communications between the MongoDB database and the rest of the LAMP stack.   

                                                           
 

3For more details about browser compatibility and known issues, please refer to: http://v4-
alpha.getbootstrap.com/getting-started/browsers-devices/  

http://getbootstrap.com/
https://jquery.com/
https://d3js.org/
http://leafletjs.com/
http://underscorejs.org/
http://momentjs.com/
http://v4-alpha.getbootstrap.com/getting-started/browsers-devices/
http://v4-alpha.getbootstrap.com/getting-started/browsers-devices/
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 Workflow 

To support the assessment of alternative policy options, the visualisation platform will guide the user through a 

sequence of incremental steps. Each subsequent step will be configured as a function of the option selected in 

the previous one, as outlined by the workflow illustrated in Figure 12. This process will end in the launch of a 

dashboard that, being personally configured by the analyst, is tailored to reflect the type of analysis chosen. 

 

Figure 12 – General workflow of the INSIGHT visualisation platform 

The general steps envisaged are as follows: 

1- Welcome: The welcome screen will include a descriptive text of the platform and general use instructions; 

2- City selection: The user will be asked to indicate which city will be the focus of his/her analysis from the 

options covered by the platform; 

3- Policy measure selection: According to the city previously chosen, the user will be asked to select, from 

the options available in each case, the policy issue(s) (i.e. strategy) and the corresponding alternatives to 

be loaded in the dashboard; 

4- Select policy indicators: to speed up the initial data loading process, the user will be given the option to 

load a specific subset of indicators from those defined for the specific measure(s) and city(ies) selected 

in the previous steps. In any case, it will be also possible to change the number and type of indicators to 

analyse by using a suitable option in the dashboard during the analysis step. 

5- Dashboard environment: the datasets associated to the options selected are loaded from the database 

and the dashboard is automatically configured and launched. From within the dashboard, the user will 

also be able to choose to analyse either a single alternative or perform comparisons between alternatives. 

At any moment during his/her analysis session, the user will be able to change any aspects of the data 

currently at his/her disposal. 

 Graphical user interface 

Figure 13 illustrates the general layout of the GUI of the INSIGHT visualisation platform. The current proposal 

focuses on the rational organisation of the screen space. Thus, the definitive look-and-feel of the interface will be 

further elaborated throughout the implementation phase (and by taking into account usability, interaction and 

task-specific issues) and will be presented in more detail in D6.2. 
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Figure 13 – Layout of the GUI of the visualisation platform 

The layout proposed here has been conceived to follow the most recent principles, trends, and best practices in 

designing (dashboard) templates for the web (some examples, mainly developed with the Bootstrap front-end 

framework can be found, for instance, at: http://startbootstrap.com/template-categories/admin-dashboard/, 

https://wrapbootstrap.com/tag/dashboard, http://bootstrapbay.com/themes/admin-dashboard).  

One of the most distinguishable features is to frame the available screen space by a title bar – spanning the whole 

width of the screen in the uppermost portion of it (element A in Figure 13) – and/or a collapsible sidebar – 

extending for the whole height of the screen and usually put at the leftmost side of it (elements C and F in Figure 

13). These elements group several functionalities aimed at supporting the interactive set-up and/or organisation 

of the content to be shown in the main panes. So, for instance, the title bar could contain a toolbox section 

(element B in Figure 13) to change settings (e.g. visual appearance), get some help and/or information about the 

application (e.g. to look for a manual or an explanatory video), and make (secure) logins and logouts. On the other 

hand, the sidebar may gather some set of functionalities directly related to the manipulation and interaction of 

data, namely operational tasks such as data loading, filtering, setting constraints, and performing search into data 

themselves. Even if these operations share the same common denominator – namely, the data -, they belong to 

conceptually different classes. For this reason, we have introduced a (physical) separation among them to ease 

the analytical workflow. Therefore, our sidebar is composed by a set of tabs, each formed by a pane where 

functionalities sharing a common background are grouped. In principle, three tabs are proposed, as shown in 

Figure 13. The first one allows the user to choose among the scenario to analyse, the modality (namely, a single 

city analysis or a cross comparison across different urban contexts) and the city (or cities) involved into the 

http://getbootstrap.com/
http://startbootstrap.com/template-categories/admin-dashboard/
https://wrapbootstrap.com/tag/dashboard
http://bootstrapbay.com/themes/admin-dashboard
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analysis itself. Further scenario-related options (e.g. the number of policy alternatives to consider, the spatial 

level of aggregation and so on) may help refine the working space. Commands to open/close a workspace, export 

data and save screenshots of the current graphical pane are also inserted in this pane. A second tab – selectable 

only after the data correctly loaded – has been prepared for both filtering data and setting specific constraints on 

them. This way the analyst may play with numbers directly in order to focus his/her work to a limited portion of 

the scenarios to study. Obviously, the result of the filtering/constraining is immediately reflected onto the 

graphics displayed in the charts pane. Finally, searches in the indicator space is the topic the third tab is devoted 

to. Among the three, this tab plays a more informative role, since it allows the analyst to look for specific 

indicators, their values (e.g. the typical range from the minimum to the maximum and some other statistical 

properties, such as the information about quartiles, mean and median; the actual value or range of values 

assumed in the scenario loaded), if available some indicator-related metadata description, and a short 

explanatory text describing it. As tabs, they are presented to the user in a mutual exclusive manner, that is to say 

no more than one of them is shown at the time. When they are not in use, they are shown in a minimised form, 

namely only the tabs and their labels are visible to the user, on the leftmost side of the screen. By selecting one 

of them, the panel they are embedded into is moving towards the centre of the screen to reveal the tab content. 

In this case, the rest of the graphical components of the interface automatically resize both their dimensions and 

the graphics therein (see the lowermost image in Figure 13). 

Section D is the space devoted to visualisations. In this space, a set of suitable visual representations will be 

presented to the user to facilitate the analysis of policy scenarios from different perspectives. To ensure a 

thorough comprehension, INSIGHT proposes multiple linked views that implement / rely on suitable interaction 

and data analytics techniques, respectively. Thus, the space in the graphic pane is organised to present more than 

one visualisation at the time, each of them highlighting different aspects of the data under examination, such as 

its geographical context (e.g. maps), its temporal dimension (e.g. time-oriented heat-maps, line charts) and its 

ranking with respect to other policy alternatives. The specific configurations proposed to fulfil the requirements 

of each case study are described in Chapter 4.  

Graphics may be arranged in different ways according to the analyst’s preferences. For instance, Figure 13Figure 

13 shows an asymmetric arrangement, with a greater, central pane and two smaller ones stacked on the rightmost 

side of the screen: this disposition could be changed at any time, e.g. by resizing the panes such that they will 

occupy the same area or by switching the content of the panes themselves. Furthermore, panes may be 

closed/minimised (and re-opened) and their content changed interactively by choosing the preferred charts from 

a suitable widget (typically, a select menu). To sum up, all the chart panes are implemented to be interactive, 

draggable, sortable, selectable, and resizable. Furthermore, to both ensure consistency across the different views 

and combine the information carried there, the charts are linked to each other, so that any change in one of them 

(e.g. selection of a point on a map) is immediately reflected to the others graphics (e.g. by highlighting its temporal 

position) according to the linking and brushing technique [Keim 2002]. 

The last component, labelled as E, is devoted to the explicit representations of uncertainty and trade-offs issues 

related to indicators in the scenarios under analysis. This section has been specifically conceived for a couple of 

reasons. First of all, as highlighted in Chapter 2, both uncertainty and trade-offs are intrinsically present in the 

decision making process and, as such, they may condition the correct perception of the situation and the choices 

about the actions to undertake. Therefore, a dedicated section would stand out their importance by visually 

remarking possible threats. Second, inserting explicit representations of those issues in the charts described 
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above could be particularly difficult in terms of conveying the correct message to the analyst. As discussed before, 

uncertainty adds a further dimension to be represented and, as a consequence, it may be likely to overwhelm the 

perception of the viewers by adding extra visual stimuli and cues. On the other hand, keeping these features 

separated means treating the analysis problem under a more complete point of view that the analyst could 

benefit in his/her daily work. Many of the features described for component D still apply here to component E, 

namely the possibility to hide and resize the pane, interact with its charts, filter the variables of interest, organise 

the tabs contained therein. Moreover, any modification (e.g. filtering) concerning the visual representation of 

some element would be immediately propagated to the rest of the charts to keep the representation consistent 

across the different views. With respect to the charts, a bar chart with error bars would be the main graphic used 

to evaluate the uncertainty of indicators. Spark-lines and glyphs are used to complement the general view. 
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4. Indicators and metadata 

In this section we describe the main features of the input data fed to the visualisation platform and the metadata 

terms and constructs used to describe them.  

To facilitate the retrieving, indexing and extensive use of the datasets stored in the repository, we use both 

descriptive and technical/structural metadata elements to inform about the content, context, format and inter-

relations of/between policy questions, measures, objectives and indicators. Considering best practices for 

metadata creation, we also formalise the vocabulary to be used to deal with these elements in the visualisation 

platform. In this sense, our metadata document presents a structure as follows: 

 _id: element identifier; 

 issue: policy issue description; 

 objective: objective description; 

 city: city identifier; 

 objectives: objectives pursued by the policy question, as defined in the collection “Objectives”; 

 indicators: output indicators available for the associated policy measures (i.e. policy alternatives, 

including the “no policy change” option) in the target city (type, units, fields, origin/destination, filters or 

modes, if any); 

 alternatives: collection of different policy measures (PMs). In this structure, each PM is described with 

the IDs of the associated output indicators in the “Policy_measures” collection and the ID of the 

associated shapefile (if any) in the “Maps” collection. The name of the field [policy_measure] is variable 

and refers to the ID of the PM (e.g. [MAD_tollM40_FixedPrice]). For the indicators, the name is the 

indicator ID and the MongoDB reference to the Policy_measures collection; 

 zone_filters: description of possible filters related to the geolocation of the zones of interest (ZOIs) 

relative to external shapefiles (if any); 

 categorical_vars: description of the simulator inputs used to characterise the different policy measure 

alternatives. 

 economic: indicates whether the objective belongs to the ‘economic’ dimension or not; 

 environmental: indicates whether the objective belongs to the ‘environmental’ dimension or not; 

 social: indicates whether the objective belongs to the ‘social’ dimension or not; 

 category: mask of the three previous descriptors (e.g. xxS: social only, EEx: economic and environmental 

but not social, etc.)4. 

 

In the remaining of this section we describe the output indicators delivered by the simulation tools and the 

metadata elements implemented by the visualisation platform to deal with them.  

                                                           
 

4 The subdivision of the objectives according to the economic, environmental and/or social category is intended to reflect 
the work performed in WP2 to set some basis for the policy assessment (see Figure 14). In the context of the visualisation 
platform, it has been inserted to provide extra filters for the policy indicators. Anyway, the current version of the visualisation 
platform does not take advantage of this feature. Nevertheless, future releases of this work are expected to embed it among 
its functionalities.  
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Figure 14 - Policy objectives subdivided into three main categories, as from WP2 

 Madrid indicators delivered by MARS 

Table 4.1 presents the characteristics of the indicators computed from the outputs of MARS simulations for 

Madrid. The values of the indicators are computed for a typical weekday and are given for a time span of 30 years 

(from 2004 to 2034), with a temporal granularity of 1 year. The spatial reference varies across the Metropolitan 

Region of Madrid under analysis. For instance, districts in the city of Madrid, main municipalities or groups of 

smaller municipalities in the rest of the area (see Figure 15 and Figure 16). 

Table 4.1. Indicators computed from MARS outputs for the city of Madrid 

Dimension 
Output 
indicators 

Description 
Desirable values 
/ trends  

Unit Related metadata 

Socio-economic: 
economic 
efficiency 

Travel time 

Average 
travel 
duration per 
pair of OD, by 
car, at the 
peak hour 

Reduce minutes 

Type: "flow", 
ID origin, ID destination, 
Modality: “car” 
Time of the day: “peak” 

Modality 
share 

Percentage of 
travels per 
modality, pair 
of OD, at the 
peak hour 

Decrease the 
use of car; 
Increase the use 
of other 
modalities 

% 

Type: "flow", 
ID origin, ID destination, 
Modality: [“bus”, “car”, “rail”, 
“slow”], 
Time of the day: “peak” 

Car trips 

Number of 
travels by car 
at peak hour 
per pair of OD 

Decrease the 
use of car 

trips 

Type: “flow”, 
ID origin, ID destination, 
Modality: “car” 
Time of the day: “peak” 

Socio-economic: 
economic growth 

Number of 
workplaces 

Number of 
workplaces 
per ZOI 

Increase jobs 

Type: "zonal", 
ID zone, 
Land use classification: [ 
“production”, “service”] 
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Socio-economic: 
other 

Number of 
residents 

Number of 
residents per 
ZOI 

Increase in 
Madrid Capital 
Reduce in the 
periphery 

people 

Type: "zonal", 
ID zone, 
Land use classification: [ 
“production”, “service”] 

Environmental 
CO2 
emissions 

Average CO2 

emissions per 
pair of OD 

Reduce g/kWh 
Type: "flow", 
ID origin, ID destination 

 

  

Figure 15 – The Metropolitan Region of Madrid and the regions considered. The city of Madrid is highlighted in yellow in the 
left image. In the right image, regions are classified according to the division in 'comarcas' (Spanish districts).  

 

Figure 16 – The Metropolitan Region of Madrid and the M30 (light blue, inner ring) and M40 (red, outer ring) highways. 
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 Barcelona indicators delivered by MATSim 

Table 4.2 presents the characteristics of the indicators computed from the outputs of MATSim simulations for 

Barcelona. The values of the indicators are estimated for an average weekday, provided that the system has 

achieved a state of equilibrium after the application of the policy measure, whenever this state is achieved. These 

values are given for a time span of 24 hours (from 1 to 24), with a temporal granularity of 1 hour. The finer spatial 

reference is given as districts covering a portion of the Metropolitan Region of Barcelona, as shown in Figure 17. 

However, further aggregation levels are studied, as shown in Figure 18, to provide some geographical filters and, 

at the same time, reduce the number of zones under analysis. 

Table 4.2. Indicators computed from MATSim outputs for the city of Barcelona 

Dimension 
Output 
indicators 

Description 
Desirable 
values / trends  

Unit Related metadata 

Socio-
economic: 
economic 
efficiency 

Travel time 

Average trip 
duration per pair 
of OD, modality, 
travelling purpose 
and previous 
activity 
performed, hour 
of the day and 
socio-
demographic 
descriptions 

Reduce minutes 

Type: "flow", 
ID origin, ID destination, 
Transport mode: ["bike", ”car”,  multi-
modal", “transit-walk”, ”walk"],  
Origin and destination activities: 
[“home”, “work”, “other”, “other-
common”], 
Starting activity time, 
Socio-demographic: [age range, gender, 
district of residence] 

Modality 
share 

Number of trips 
per modality, pair 
of OD, travel 
purpose and 
previous activity 
performed, hour 
of the day and 
socio-
demographic 
descriptions 

Decrease the 
use of car; 
Increase the use 
of other 
modalities 

trips 

Type: "flow", 
ID origin, ID destination, 
Travel time,  
Transport mode: ["bike", ”car”,  multi-
modal", “transit-walk”, ”walk"],  
Origin and destination activities: 
[“home”, “work”, “other”, “other-
common”], 
Starting activity time, 
Socio-demographic: [age range, gender, 
district of residence] 

Socio-
economic: 
other 

Travel 
purpose 

Purpose of the 
travel and 
previous activity 
performed per 
pair of OD, 
modality, hour of 
the day and 
socio-
demographic 
descriptions 

- - 

Type: "flow", 
ID origin, ID destination, 
Transport mode: ["bike", ”car”,  multi-
modal", “transit-walk”, ”walk"],  
Origin activities: [“home”, “work”, 
“other”, “other-common”] 
Travel time, 
Starting activity time, 
Socio-demographic: [age range, gender, 
district of residence] 

Utility 
measure 

It represents the 
convenience for 
an agent to 
organise its 
agenda and 
perform the 

Increase; 
Looking for an 
equilibrium 
among agents 

- 

Type: "zonal", 
ID zone, 
Socio-demographic: [age range, gender, 
district of residence] 
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corresponding 
travels 

Number of 
residents 

Number of 
residents per ZOI 

Redistribution people 

Type: "zonal", 
ID zone 
Socio-demographic: [age range, gender, 
district of residence] 

 

  

Figure 17 – The Metropolitan Region of Barcelona considered in the study, divided in districts. The city of Barcelona is 
highlighted in the leftmost image. In the rightmost picture, the districts where the simulated people live are highlighted in 
yellow. The rings delimiting the toll areas under analysis are displayed in red and blue in this last picture (as in Figure 18 too). 

 

Figure 18 – The districts presented according to the comarque they belong to. 
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 Rotterdam indicators delivered by Albatross 

Table 4.3 presents the characteristics of the indicators computed from the outputs of Albatross simulations for 

Rotterdam. The values provided come from registering the activity agenda of each agent during a typical week 

and after the application of a specific policy measure. These values are given for a time span of seven days (from 

Monday to Sunday), with a temporal granularity of 1 hour (1 to 24). The spatial reference is the set of 4-digit 

postal code zones (PPC) in the metropolitan area of Rotterdam, as presented in Figure 19. 

Table 4.3. Indicators computed from Albatross outputs for the city of Rotterdam 

Dimension 
Output 
indicators 

Description 
Desirable 
values / trends  

Unit Related metadata 

Socio-
economic: 
economic 
efficiency 

Travel time 

Average travel 
duration per 
pair of OD, 
modality, 
travel 
purpose, hour 
of the day and 
socio-
demographic 
descriptions 

Reduce minutes 

Type: “flow”, 
ID origin, ID destination, 
Modality: [“Car Driver”, “Slow (e.g. 
walking)”, “Public transport”, “Car 
Passenger”],  
Travel purpose: [“Work”, “Business”, 
“Bring/get child to school”, “Shopping (1 
shop)”, “Shopping (n>1)”, “Service”, 
“Social”, “Leisure”, “Tour”] + “at home” 
status; 
Hours of the day for both activity beginning 
and ending: [1:24] mod 24 (i.e. exceeding 
numbers means the action will ends the 
day after); 
Socio-demographic: [gender, age, PPC of 
residence and work, socio-economic class, 
and number of children] 

Modality 
share 

Number of 
trips per 
modality, pair 
of OD, travel 
purpose, hour 
of the day and 
socio-
demographic 
descriptions 

Decrease the 
use of car; 
Increase the use 
of other 
modalities 

trips 

Type: "flow", 
ID origin, ID destination, 
Travel time,  
Travel purpose: [“Work”, “Business”, 
“Bring/get child to school”, “Shopping (1 
shop)”, “Shopping (n>1)”, “Service”, 
“Social”, “Leisure”, “Tour”] + “at home” 
status  
Hours of the day for both activity beginning 
and ending: [1:24] mod 24 (i.e. exceeding 
numbers means the action will ends the 
day after); 
Socio-demographic: [gender, age, PPC of 
residence and work, socio-economic class, 
and number of children] 

Socio-
economic: 
other 

Travel 
purpose 

Purpose of 
the trip (i.e. 
activity) per 
pair of OD, 
modality, 
hour of the 
day and socio-

- - 

Type: "flow", 
ID origin, ID destination, 
[“Car Driver”, “Slow (e.g. walking)”, “Public 
transport”, “Car Passenger”],  
Hours of the day for both activity beginning 
and ending: [1:24] mod 24 (i.e. exceeding 
numbers means the action will ends the 
day after), 
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demographic 
characteristic 

Socio-demographic: [gender, age, PPC of 
residence and work, socio-economic class, 
and number of children] 

Socio-
economic: 
economic 
growth 

Number of 
workplaces 

Number of 
workplaces 
per ZOI 

Increase Jobs 

Type: "zonal", 
ID zone, 
Socio-demographic: [age, place of 
residence, place of work] 

Socio-
demographic 

Number of 
residents 

Number of 
residents per 
ZOI 

Redistribution people 

Type: "zonal", 
ID zone, 
Socio-demographic: [age, place of 
residence, place of work] 

  

  

Figure 19 – The city of Rotterdam divided into its 4-digit postal codes (leftmost image) and their colour-coded 
neighbourhoods 
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5. Conclusions 

This document presents the preliminary design of the INSIGHT visualisation platform, which is aimed to support 

the visual assessment of urban policy alternatives, as delivered by the simulation tools involved in the project. 

Thus, the focus of our work was twofold. On the technological side, it was aimed to shape the back- and front-

end of the platform and, on the user interface side, addressed the question of how to guarantee an effective 

visual analysis of the data. 

As regards to the first point, a key issue was to provide a data storing and management solution that is able to 

cope with the heterogeneous datasets generated by the simulators. Considering their variety (e.g., in terms of 

type, number and format of the different variables), as well as their variability across time, a MongoDB database 

was implemented to ensure the required flexibility in scaling and a fast and simple data integration process. 

Data processing was another key step to deal with, since heterogeneity poses a number of challenges to any data 

system encompassing visualisation and analysis functionalities. A pre-processing step is required, especially to 

clean and prepare data by detecting and correcting inconsistencies, missing values and data type mismatches, or 

just to homogenise format for speeding-up further operations on them. To accomplish this task, a set of R scripts 

was developed to homogenise the output of the different simulators, store the formatted datasets into the 

platform database and compute some preliminary aggregations on them. Currently, this process is started 

manually by the user. However, it could be evolved to perform the data loading and processing phase in an 

automated manner, provided that the different simulation tools are mature enough to define stable interfaces 

with the platform. 

The choice of developing the front-end as a web dashboard was mainly due to the growing impact and the 

widespread use of such technology in the very last years throughout many scientific (and not) communities. The 

HTML5 language currently in use enriched the expressivity in structuring and presenting complex content on the 

web and scales well when building complex web applications. At the same time, the support to include and handle 

a greater variety of graphical content has consistently increased. Therefore, presenting appealing and effective 

charts to perform data analysis is the natural choice for our platform, not to mention the inherent interactivity 

embedded in the basis of the WWW development since its early history, which makes our daily browsing 

experience so natural and simple. 

Our research towards the design of the visualisation platform has shed light on the open question that deals with 

enabling a smooth and effective analysis experience through a suitable combination of presentation, analytics 

and interaction techniques. In this context, it means reducing the over-stimulation of the perceptive stimuli, 

keeping the design simple and at the same time rationally well-organised, hiding unnecessary details, highlighting 

and linking relevant content, and providing the right context when it is really needed. For instance, the definition 

of the visual layout goes towards this direction, where each slot was conceived to locate a well-defined kind of 

chart or functionality. Moreover, each section of the dashboard layout is intended to provide an insight into 

different data features. In particular, we differentiate between the spatio-temporal and the multi-dimensional 

aspects of the data to enable a holistic analysis that brings together these two complementary points of view. 

This strategy will be further described in D6.2 and D6.3. 
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Annex I. Abbreviations and Acronyms 

API Application Programming Interface 

CMS Content Management System 

CSS Cascading Style Sheets 

GUI Graphical User Interface 

ID Object identifier 

HSDC Hyper-Space Diagonal Counting 

HTML Hyper-text Mark-up Language 

(Geo/Topo)JSON (Geographical/Topological) JavaScript Object Notation 

MDS Multidimensional Scaling 

MVC Model-View-Controller 

OD Origin - Destination 

PCA Principal Component Analysis 

PCP Parallel Coordinates Plot 

PM Policy Measure 

PPC 4-digit Postal Codes for Rotterdam 

REST Representational state transfer 

WWW World Wide Web 

ZOI Zone of Interest 
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