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INTUIT – D4.1 PERFORMANCE METRICS AND PREDICTIVE MODELS

INTUIT
INTERACTIVE TOOLSET FOR UNDERSTANDING TRADE-OFFS IN ATM
PERFORMANCE

This document is part of a project that has received funding from the SESAR Joint Undertaking under
grant agreement No 6993030 under European Union’s Horizon 2020 research and innovation
programme.

Abstract
This document reports the results of INTUIT WP4. The purpose of WP4 is to develop new ATM
performance modelling approaches taking into account the interdependencies between KPIs at intra
and inter KPAs level and the cause-effect relationships between performance drivers and KPIs. The
document includes three case studies: (i) characterisation of the trade-offs between cost-efficiency,
environment and capacity arising from airline route choices; (ii) identification and assessment of
inefficient routes; and (iii) disaggregation of efficiency metrics at finer spatial and temporal
granularity. The conclusions of each case study include recommendations for the development of
performance monitoring and management tools that make use of the newly developed models.
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Executive summary
Performance orientation is one of the key pillars of the Single European Sky. By setting down EUwide and local performance targets, as well as ensuring monitoring and corrective actions, the SES
Performance Scheme aims to drive performance improvements in European aviation. ATM
performance management implies target setting, measurement of indicators, and intervention to
ensure that goals are met. Setting down targets is a complex process due to the high number of
stakeholders involved. In addition, a targeted indicator may limit the maximum achievable value for
other indicators due to interdependencies. Most indicators are correlated with more than one
indicator, which makes trade-off evaluation a challenging task.
Machine learning provides a way to discover unexpected patterns and relationships among big and
often heterogeneous data. In this document, we use different machine learning techniques to
provide insights into interdependencies between ATM KPAs and identify cause-effect relationships
between ATM performance drivers and indicators. To illustrate and evaluate this potential, three
case studies are presented:
•

Effect of Unit Rate Variance on en-Route Performance. A new approach to predict airline
route choices from flight intentions is proposed, based on training different types of machine
learning models with historical data. The resulting models allow the prediction of route choices
in the pre-tactical planning phase and the assessment of the performance impact of possible
changes in routes, air navigation charges and congestion.

•

Identification of flight efficiency influence factors. This case study proposes a novel approach
to identify and evaluate the causes of flight efficiency in a particular ACC. A model is trained to
predict flight efficiency indicators as a function of different flight properties derived from both
the flight plan and the ideal route, such as heading, altitude and airspace crossed. The model
allows the evaluation of the influence of these factors on flight efficiency.

•

Multiscale representation of KPI data. A methodology is presented for analysing ATM
performance through the spatial and temporal disaggregation of performance indicators. The
disaggregation enables a deeper study of the origin of inefficiencies and the temporal trends.

The conclusions of each case study include recommendations for embedding the newly developed
models into performance monitoring and management tools. A prototype of these tools will be
developed in WP5.

6
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1 Introduction
1.1 Scope and objectives
The goal of INTUIT is to explore the potential of visual analytics, machine learning and systems
modelling techniques to improve our understanding of the trade-offs between ATM KPAs, identify
cause-effect relationships between KPIs at different scales, and develop new decision support tools
for ATM performance monitoring and management.
This deliverable presents the results from INTUIT WP4. The specific objectives of WP4 are:
•
•
•

to define new metrics and indicators accounting for interrelationships between KPIs;
to develop predictive algorithms to identify combinations of KPI values arising trade-offs;
to develop models able to replicate performance patterns and trends.

The modelling work presented in this document was defined based on the research challenges
identified in INTUIT D2.2 Qualitative Analysis of Performance Drivers and Trade-offs. Based on a
combination of literature review and stakeholder consultation, D2.2 identified a set of research
questions potentially interesting for the INTUIT project. A subset of these research questions was
selected to be investigated in the form of several case studies in WP3 Visual Exploration of
Performance Data and WP4 Performance Modelling. The case studies presented in this document are
the following:
•
•
•

CS-1. Study of the effect of unit rates on en-route performance, and more generally the
modelling of airline route choice decisions and their impact on ATM performance.
CS-2. Identification of sources of en-route flight inefficiency.
CS-3. Development of new multi-scale representations of ATM performance indicators.

1.2 Reference and applicable documents
The following documents have served as a basis for the preparation of the present deliverable:
•

Grant Agreement No 699303 INTUIT – Annex 1 Description of the Action.

•

INTUIT D1.1 Project Plan, v00.02.00, June 2016.

•

INTUIT D1.2 Data Management Plan, v01.00.00, December 2016.

•

INTUIT D2.1 Performance Data Inventory and Quality Assessment, v01.00.00, December 2016.

•

INTUIT D2.2 Qualitative Analysis of Performance Drivers and Trade-offs, v01.00.00, November
2016.

•

INTUIT D3.1 Visual Analytics Exploration of Performance Data, v01.00.00, October 2017.
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Additionally, various documents have been used as references:
[1]
[2]
[3]
[4]
[5]
[6]

[7]
[8]
[9]
[10]
[11]

[12]
[13]
[14]
[15]
[16]
[17]
[18]

[19]
[20]
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F. Pedregosa et al., “Scikit-learn: Machine Learning in Python,” JMLR, vol. 12, pp. 2825–2830,
2011.
P. J. Rousseeuw, “Silhouettes : a graphical aid to the interpretation and validation of cluster
analysis,” vol. 20, pp. 53–65, 1987.
A. J. Cook and G. Tanner, “European airline delay cost reference values,” no. March, p. 86,
2011.
L. Delgado, “European route choice determinants,” 11th USA/Europe Air Traffic Manag. Res.
Dev. Semin., pp. 23–26, 2015.
M. Jetzki, “The propagation of air transport delays in Europe", PhD Thesis, 2009.
J. Starkweather and A. K. Moske, “Multinomial Logistic Regression,” it.unt.edu, 2005.
[Online]. Available: http://it.unt.edu/sites/default/files/mlr_jds_aug2011.pdf. [Accessed: 03Aug-2017].
E. Jones, E. Oliphant, and P. Peterson, “SciPy: Open Source Scientific Tools for Python,” 2001.
[Online]. Available: http://www.scipy.org/.
R. H. Byrd, P. Lu, J. Nocedal, and Z. Ciyou, “A Limited Memory Algorithm for Bound
Constrained Optimization,” SIAM J. Sci. Stat. Comput., vol. 16, no. 5, pp. 1190–1208, 1995.
European Commision, "Commission Regulation (EU) No 691/2010", no. 11. 2010, pp. 1–22.
Performance Review Unit and ACE Working Group, “ATM Cost-Effectiveness (ACE) 2014
Benchmarking Report with 2015-2019 outlook,” 2016.
EUROCONTROL, “Eurocontrol Route Network Chart (ERN Chart),” 2017. [Online]. Available:
http://www.eurocontrol.int/sites/default/files/content/documents/nm/cartography/ernhigh-30march2017-web.pdf.
CRCO, “Principles for Establishing the Cost-Base for En Route Charges and the Calculation of
Unit Rates”, 2013.
EUROCONTROL, “European ATM performance 2016: Rising ATFM delays outpace ongoing
reduction in ANS provision unit costs,” Skyway Magazine 67 v7b, pp. 19–23, 2017.
EUROCONTROL, “Performance Indicator – Horizontal Flight Efficiency”, 2014.
S. C. Wong and M. D. Mcdonnell, “Understanding data augmentation for classification: when
to warp?”, 2016.
G. James, D. Witten, T. Hastie, and R. Tibshirani, An Introduction to Statistical Learning, 2013.
European Commission, Commission Implementing Regulation (EU) No 390/2013, no. 3, 2013,
pp. 1–30.
EUROCONTROL,
“NM
ATFCM
Statistics”
[Online].
Available:
https://intrax.eurocontrol.int/atfm_report/nonpublic/subsite_homepage/homepage.html. [Accessed: 07Nov-2017].
ACE Working Group on Complexity, “Complexity Metrics for ANSP Benchmarking Analysis,”
no. April, 2006.
PRB, “EU-Wide Targets for RP2 Indicative Performance Ranges”, 2013.
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1.3 List of acronyms
Acronym

Definition

(M)ANOVA

Multivariate Analysis of Variances

ACC

Air Control Center

ACE

ATM Cost-Effectiveness Benchmarking Report

AIRAC

Aeronautical Information Regulation And Control

ANS

Air Navigation Services

ANSP

Air Navigation Service Provider

ATC

Air Traffic Control

ATFCM

Air Traffic Flow and Capacity Management

ATFM

Air Traffic Flow Management

ATM

Air Traffic Management

CASK

Cost per Available Seat-Kilometre

CRCO

Central Route Charges Office

CTOT

Calculated Take-Off Time

DBC

Density-Based Clustering

DDR

Demand Data Repository

DST

Daylight Savings Time

EC

European Commission

ECAC

European Civil Aviation Conference

EoSM

Effectiveness of Safety Management

ETOT

Estimated Take-Off Time

FAB

Functional Airspace Block

FIR

Flight Information Region

IATA

International Air Transport Association (airport code)

ICAO

International Civil Aviation Organization (airport code)

IFPS

Integrated Initial Flight Plan Processing System

IFPZ

IFPS Zone

IFR

Instrument Flight Rules

KEA

Average horizontal en route flight efficiency of the actual trajectory

KEP

Average horizontal en route flight efficiency of the last filed flight plan

KPA

Key Performance Area

KPI

Key Performance Indicator

L-BFGS-B

Limited-memory Broyden-Fletcher-Goldfarb-Shanno Bound-constrained

© – 2018 – INTUIT Consortium.
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Acronym

Definition

MUAC

Maastricht Upper Area Control Centre

NEST

NEtwork Strategic Tool

NESTO

NEST Official

NM

Nautical Mile

OPTICS

Ordering Points To Identify the Clustering Structure

PAM

Partitioning Around Medoids

PCA

Principal Component Analysis

PI

Performance Indicator

PRR

Performance Review Report

ROBPCA

Robust Principal Component Analysis

SES

Single European Sky

SESAR

Single European Sky ATM Research

TV

Traffic Volume

WP

Work Package
Table 1.3.1 List of acronyms

1.4 Structure of the document
This document is structured as follows:
•
•
•

10

Section 2 provides a brief overview of the state-of-the-art in machine learning, discusses how
these techniques can contribute to ATM performance modelling, and presents the approach
proposed by the INTUIT project.
Section 3 presents the datasets used for the modelling exercises.
Section 4 presents the results of the three performance modelling exercises: (i)
characterisation of the trade-off between cost-efficiency, environment and capacity arising
from airline route choices; (ii) identification and assessment of inefficient routes; and (iii)
disaggregation of efficiency metrics at finer spatial and temporal granularity. All exercises are
presented following a common structure: first, we describe the objectives of the case study;
second, we describe the datasets used and the data processing carried out; then we present
the main results of each exercise; finally, we discuss the main conclusions of the exercise and
its contribution to the performance monitoring and optimisation tool to be developed in WP5.
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2 Application of machine learning to ATM
performance modelling: INTUIT approach
2.1 The problem of ATM performance modelling
Performance orientation is one of the key pillars of the Single European Sky (SES): by setting down
EU-wide and local targets, as well as performance monitoring and corrective actions, the SES
Performance Scheme aims to drive performance improvements in European aviation. With the
“Single European Sky second package” (SES II), a step forward was made towards establishing
performance targets for the ATM system. One of the key features of SES II is the Performance
Scheme, which seeks to enhance the performance of ANS in Europe through the adoption of EU-wide
performance targets. Other ATM performance frameworks have been defined in the context of the
SESAR Programme. The performance frameworks of both SES and SESAR are based on the ICAO
performance framework documented in ICAO Doc 9883, which describes 11 KPAs. The SES and SESAR
performance frameworks are structured along these 11 KPAs, although there are some differences in
the nomenclature as well as in the indicators. The SESAR performance frameworks define indicators
for each KPA, adapted to SESAR objectives. The SES performance framework focuses on 4 KPAs for
monitoring and targeting purposes: Capacity, Environmental flight efficiency, Cost-efficiency and
Safety. Different KPIs and PIs are defined for each KPA and targets are set at different geographical
levels. A detailed description of each performance framework can be found in INTUIT deliverable
D2.1 Qualitative Analysis of Performance Drivers and Trade-offs.
The process of performance management includes three main activities: (i) selection of goals, (ii)
integration of relevant information to measure the achievement of such goals, and (iii) interventions
made in light of this information with a view to improving future performance in relation with those
goals. Setting down targets at the different levels and evaluating the impact of interventions is a
complex process due to the high number of stakeholders affected. In addition, setting a target for
one indicator may limit the maximum achievable target for other indicators due to their
interdependencies. Finally, most indicators are related to more than one indicator, which makes the
evaluation of interdependencies a challenging task.
INTUIT aims to develop a set of machine learning algorithms for the extraction of relevant patterns
from ATM performance data and the provision of new insights about cause-effect relationships
between performance drivers and performance indicators.

2.2 Overview of machine learning
The two main categories in data science are knowledge discovery and predictive modelling.
Knowledge discovery focuses on finding interpretable patterns describing the data. It has been
defined as the non-trivial extraction of implicit, previously unknown, interesting and potentially
useful information from data. Prediction involves using some variables to predict unknown or future
© – 2018 – INTUIT Consortium.
All rights reserved. Licensed to the SESAR Joint Undertaking
under conditions.
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values of other variables of interest. Predictive models used in data science typically include a
machine learning algorithm that learns certain properties from a training dataset in order to make
those predictions. Predictive modelling techniques include regression and pattern classification.
Regression models are based on the analysis of relationships between variables and trends in order
to make predictions about continuous variables. In contrast to regression models, the task of pattern
classification is to assign discrete class labels to particular observations as outcomes of a prediction.
Several methods typically used in data science for knowledge discovery and prediction are discussed
below.
Clustering: clustering aims to identify a finite set of categories or clusters to describe data. Deviation
detection focuses on discovering data items which belong to no category or cluster. There is a vast
amount of clustering algorithms, of which the most commonly used are: i) hierarchical clustering,
which builds a cluster hierarchy or, in other words, a tree of clusters, also known as a dendrogram.
Every cluster node contains child clusters; sibling clusters partition the points covered by their
common parent. Such an approach allows the exploration of data on different levels of granularity; ii)
partitioning relocation clustering, which divides data into several subsets. Because checking all
possible subset systems is computationally infeasible, certain greedy heuristics are used in the form
of iterative optimisation. Specifically, this means different relocation schemes that iteratively
reassign points between the k clusters. Algorithms include k-medoids and k-means methods; and iii)
density-based partitioning clustering, where clusters are dense areas of points in the data space that
are separated by areas of low density. A cluster is regarded as a connected dense area of data points
which include density-based connectivity and density functions.
Classification. In classification methods, a learning function maps data items into one of several
predefined classes. A set of training items is given, which are already classified and form a basis for
the learning function. Some of the most commonly used classification techniques are: (i) decision
trees, which use a tree-like predictive model to map observations about an item on several levels in
the tree until reaching the final conclusion regarding the outcome of the desired function. These
models consider only symbolic (discrete) values both for attributes, as well as for the resulting class.
The tree may be translated into an equivalent set of mutually exclusive rules, each one
corresponding to a unique path from the top node to a terminal node. Decision trees have been used
for early warnings and disease diagnosis, among other applications; (ii) fuzzy classification rules. They
are an extension of the decision tree induction technique predicting a numerical output by
combining fuzzy representation and approximate reasoning for dealing with noise and uncertainty.
The main difference with the standard decision trees is that the output of a tested attribute may not
fully correspond to one branch, but it may have a membership degree attached to it; (iii) Bayesian
networks. They aim at identifying cause-effect relationships. It is a probabilistic graphical modelling
technique that represents a set of random variables and their conditional dependencies via a
directed acyclic graph; (iv) influence diagrams, which are a generalisation of Bayesian networks
where not only probabilistic inference problems but also decision-making problems are modelled
and solved; (v) artificial neural networks (ANNs), perhaps the most popular prediction technique for
nonlinear systems. It consists of simple interacting processing units that are arranged in arbitrary
layers with variable patterns of interconnectedness. Knowledge is represented as connection
strengths (or weights) between connected units. Each processing unit spreads its activation to the
connected units after combining and processing its input, using some linear or nonlinear activation
function. Learning occurs when general recursive rules are applied to adapt these weights to produce
12

© – 2018 – INTUIT Consortium.
All rights reserved. Licensed to the SESAR Joint Undertaking under
conditions.

INTUIT – D4.1 PERFORMANCE METRICS AND PREDICTIVE MODELS

desired output responses; and (vi) rule-based expert systems, which employ inferred knowledge to
solve problems that usually require human expertise. An expert system either supports or
automates decision-making in a specific area where experts perform better than non-experts. The
knowledge of the system is represented by sets of logic rules which apply with a certain probability.
The general workflow for the definition of these systems implies the definition of initial sets of rules
representing real human knowledge and a training phase which infers new rules or refines the
existing ones by using logical conclusion or implication from real data.

2.3 INTUIT approach
The challenge for the INTUIT project is the adaptation and use of the general-purpose machine
learning approaches described in section 2.2 to support the exploration of complex interrelationships
between ATM KPIs. The exercises defined in this document aim to contribute to this goal.
The proposed exercises are based on the research previously conducted in the context of INTUIT
WP2 and WP3, in particular on the databases analysed in D2.1 Performance Data Inventory and
Quality Assessment, the research challenges identified in D2.2 Qualitative Analysis of Performance
Drivers and Trade-offs, and the insights and recommendations obtained from D3.1 Visual Analytics
Exploration of Performance Data. Based on a combination of literature review and stakeholder
consultation, D2.2 identified a set of research questions potentially interesting for the INTUIT project,
including: the relation between Air Traffic Controller (ATCO) workload and complexity, and how this
is impacted by uncertainty; the characterisation of the trade-off between economic and
environmental cost-efficiency; the calculation of composite flight hours and the cost of delay for
individual flights; the improvement of the visualisation of performance results, through the
disaggregation of data by sectors and time scales; the effects of local actions on global parameters;
the evaluation of the delay distribution over airspace users; the development of new KPIs related
with predictability, demand constraints, gate-to-gate trajectories and safety; and the impact of
uncertainty in the different flight phases. A subset of these research questions has been selected
based on a combination of criteria, including the relevance of the research question, the expected
impact of the results, the availability of sufficient data, and the potential of visual analytics and
machine learning techniques to advance the state-of-the-art in that particular field. The selected
research questions have been consolidated into a set of case studies. The case studies included in the
present document are the following:
•
•
•

CS-1. Study of the effect of unit rates on en-route performance, and more generally the
modelling of airline route choice decisions and their impact on ATM performance.
CS-2. Identification of sources of en-route flight inefficiency.
CS-3. Development of new multi-scale representations of ATM performance indicators.

© – 2018 – INTUIT Consortium.
All rights reserved. Licensed to the SESAR Joint Undertaking
under conditions.

13

EDITION 01.00.00

3 Description of available datasets
The datasets used for the case studies described in the presented document are summarised below.
Data are classified into “collected data”, which may be subject to some restriction of use, and
“processed data”, which have been generated by the project.
Dataset
Collected data
Airports

Flight trajectories

ATFM Regulations

Navigation Points
Sector Information
Charging Zones

Description

Origin

Format

Expected
Size

Used in
(exercise)

Dataset with information
about available airports to
fly from/to.
Dataset with descriptions of
the 4D trajectories of the
flights.
Dataset with information
about the applicable
regulations.
Coordinates of navigation
points.
Definition of the different
types of airspace sectors.
Definition of areas and
costs of ATM Services Unit.

DDR2

CSV

300 kB

All case
studies

DDR2

CSV

600 MB /
day

All case
studies

ATFM
Statistics

XLSX

6.5 kB /
AIRAC

CS-3

DDR2

CSV

1.2 MB

CS-3

DDR2

SHP XLSX
SHP

6.5 MB

CS-3

10 kB

CS-1

PDF

7 MB / year

DDR2 /
CRCO
ACE

ANSP Data

Statistics, costs, etc.

Sector configuration

ANSP data regarding sector
division of an ACC.

DDR2

CSV

N/A

All case
studies
CS-3

Shape files of the great
circle routes between
airport pairs.
En-route charges and
distance factors of each
flight.
Average trajectories and
statistics of clustered
trajectories.

Self-made

CSV

6 MB

CS-2

DDR2

CSV

10 MB /
AIRAC

CS-1

DDR2

SHP

10 kB / OD

CS-3

Generated data
Origin-Destination
Great Circle Route
Origin-Destination
Charging Zones
Origin-Destination
Clusters

Table 3.2.3.1 Used datasets

14
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4 Performance Modelling Case Studies
4.1 CS-1: Effect of Unit Rate Variance on en-Route Performance
4.1.1 Objectives
The first goal of this study is to develop a route choice predictor by analysing historical traffic data
and flight characteristics with machine learning techniques, with the aim to improve pre-tactical
traffic forecast and enhance the effectiveness of Demand and Capacity Balancing (DCB) processes.
The second goal of the study is to demonstrate how the route choice predictor allows the evaluation
of ATM performance for different scenarios (e.g., changes in air navigation charges) and explore its
usability regarding performance assessment and decision support.

4.1.2 Data sources
4.1.2.1 DDR
The Demand Data Repository (DDR) is a restricted-access flight database maintained by
EUROCONTROL, which records data for almost all flights flying within the European airspace (ECAC
area). This database has been fully operational since 2013.
The information stored in DDR includes:
•
•
•

Trajectory description: coordinates, timing, altitude and length of the flight.
Flight description: ID, airline, aircraft, origin, destination, date, departure time, arrival time,
most penalising regulation and ATFM delay.
Airspace information: charging zones shape and airport coordinates.

This information is available for both actual flown and last filled flight plan.
It is important to note that the 4D trajectories stored in the DDR are not the radar tracks but a
simplification of the trajectory, where only points that deviate significantly from the planned
trajectory are stored.

4.1.2.2 CRCO
The Central Route Charges Office (CRCO) is an office within EUROCONTROL, which sets the unit rates
of the different states members of the ECAC area (CRCO, 2013). The unit rate of charge is the charge
in euro applied by a charging zone to a flight operated by an aircraft of 50 metric tonnes (weight
factor of 1.00) and for a distance factor of 1.00. They are published in a monthly basis by the CRCO in
the website:
http://www.eurocontrol.int/services/monthly-adjusted-unit-rates
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4.1.3 Approach and methodology
The study applies the same methodology on different origin-destination airport pairs (OD pairs). A
combination of an OD pair and a specific modelling technique will be referred as “application
exercise”. Each application exercise follows the same steps:
1. Route clustering, consisting in grouping historical flight trajectories into a finite set of route
clusters that represent the typical routes flown. The predictive models aim to forecast to which
of these clusters will belong the selected route by each flight.
2. Segmentation of flights according to their descriptive parameters (such as airline business type
and time of the day), so that different models are used for each demand segment.
3. Development and evaluation of predictive models:
a. Model training. A machine learning algorithm is trained to predict the most probable
cluster of routes to be chosen by each flight according to different route characteristics,
such as navigation charges, route length, congestion, etc.
b. Model validation. A dataset different from the training dataset is used to compare the
model predictions with the actual flight trajectories.
c. Model testing. The model accuracy is tested by applying the algorithm to a dataset from
a different year with different route clusters.

4.1.3.1 Dataset preparation
For each OD pair, the following datasets are created. The datasets include the flight information of all
non-military IFR flights between the OD pair in the corresponding period.
•

•

•

Training dataset: the training dataset contains the information of the majority (70%) of the
flights between the OD pair during the training period. These data are used to calibrate the
parameters of the models.
Validation dataset: the validation dataset contains the information of a subsample (30%) of the
flights between the OD pair during the training period. These data are used to validate the
results of the trained algorithm.
Testing dataset: the testing dataset contains the information of the flights between the OD
pair during the testing period. The testing period is different and does not intersect with the
training and validation period. These data are used to evaluate the performance of the
predictive models when applied to a different period from the one used for training purposes.

The training period consists of the AIRAC cycles 1601, 1602 and 1603, i.e., from the 7th of January
2016 to the 30th of March 2016.
The testing dataset consists of the AIRAC cycles 1501 and 1502, i.e., from the 8th of January 2015 to
the 4th of March 2015. The first AIRAC, i.e. AIRAC 1501, is used to create new route clusters and
update the routes considered by each segment. The last AIRAC, i.e. AIRAC 1502, was used to test the
models trained with the training dataset.

16
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4.1.3.2 Application exercises
Three OD pairs were selected. In some cases, the origin and/or the destination of an OD pair includes
several airports located in the same area. The selected OD pairs are:
•

•
•

Canary Islands to London. This OD is representative of the South-West traffic axis. It has an
average traffic volume of more than 10 flights per day and offers the option to deviate through
oceanic airspace, which is cheaper in terms of navigation charges.
Istanbul to Paris. This OD represents the South-East traffic axis. It has an average traffic volume
of more than 10 flights per day and presents a high variety of route options.
Amsterdam to Milan. This OD represents the connection between two hubs in central Europe.
It has an average traffic volume of more than 10 flights per day and offers the option of flying a
longer route to avoid the Swiss airspace, which is the country with the highest air navigation
charges in Europe.

The criteria used to select these OD pairs were: i) to include the main European air traffic flows, ii) to
use OD pairs with a sufficient number of alternative route options, and iii) to have a significant
volume of traffic.
The different application exercises that were conducted are shown in the table below:
Application
exercise

Route choice
algorithm

Origin
airports

Destination
airports

Training
AIRACs

Testing
AIRACs

1

Multinomial
regression
Decision
Tree

EGSS
EGKK
EGGW
EGLL

1601
1602
1603

1501
1502

2

GCLP
GCXO
GCTS

3

Multinomial
regression

LTBA
LTFJ

4

Decision
Tree

LFPG
LFPO
LFOB

5

Multinomial
regression

EHAM

6

Decision
Tree

LIMC
LIML
LIME

Table 4.1.1 Definition of application exercises

4.1.3.3 Route clustering
Usually there is a vast number of route options to fly from one airport to another. The aim of this
study is not to predict the exact route followed by each aircraft, but to predict the airspace sectors
through which each aircraft will fly. To convert this problem into a discrete-choice form, the actual
trajectories of historical flights are grouped into a set of clusters represented by a mean trajectory. In
order to do this, Density-Based Clustering (DBC) is used.
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In DBC, clusters are formed by a set of core samples close to each other and a set of non-core
samples that are close to a core sample but are not considered themselves core samples. Core
samples are those in areas of high density, i.e. with a minimum number of samples within a
maximum distance. Non-core samples are within a minimum distance to a core sample but do not
have the minimum number of nearby core samples to be considered core samples. The algorithm
takes these two variables as inputs: i) minimum number of samples and ii) maximum distance to
consider a sample “near” another. Another input is the metric used to compute distance, in this case
the Euclidean norm. The cluster is formed by a group of core samples built recursively by taking a
core sample and adding all the neighbours that are also core samples to the set of core samples that
conform the cluster. Any sample that is not a core sample and is not within the maximum distance to
a core sample is identified as noise by the algorithm. In our implementation, in addition to those air
routes classified as noise, the routes assigned to a cluster with less than 5% of the total flights
between an OD are also considered noise. The routes identified as noise were grouped together into
an additional category named as “other”.
DBC algorithms treat clusters as areas of high density separated between them by areas of low
density. Due to its more generic approach, computed clusters may have any shape, as opposed to
centroid-based clustering techniques (namely k-means clustering), which assume convex-shaped
clusters [1].
DBC was implemented using the function DBCScan of the Python public library scikit-learn [1]. A
custom algorithm was designed to allow the function to cluster new routes not included in the
original training dataset.
The routes are clustered by using two indicators associated to the route geometry: the distance
flown within each air navigation charging zone, and the air navigation charges corresponding to the
trajectory. These indicators are considered appropriate for the aim of the study, which is to capture
the factors that drive airlines’ route choices.
The function first trains a DBCScan model and classifies the training data. To classify a new route, the
function performs a search in the training routes not classified as noise, looking for the nearest
neighbour to the route to be classified. Then the algorithm evaluates the distance between them. If
the distance is below the threshold used to train the DBC, the route is assigned to that cluster. If not,
the route is classified as noise.
The minimum number of samples and maximum distance between items to be considered as part of
the same cluster (epsilon) are initially set as 0.3 for epsilon and one tenth of the number of training
samples for the minimum number of samples. Then, a number of iterations are carried out, checking
that:
•

•
•
18

the result has a mean Silhouette factor, which is a measure of the difference in similarity
between the items inside a cluster and the rest of the elements [2], higher than 0.75 – δ
(where δ is a number between 0 and 1, inversely proportional to the number of flights in the
segment);
there are at least 4 clusters;
the maximum number of flights assigned to a single cluster is less than 50% of the total.

© – 2018 – INTUIT Consortium.
All rights reserved. Licensed to the SESAR Joint Undertaking under
conditions.

INTUIT – D4.1 PERFORMANCE METRICS AND PREDICTIVE MODELS

If at least one of the previous conditions is not fulfilled, the minimum value of average Silhouette
factor is reduced to half and the minimum number of samples reduced by one. This process
continues iteratively until all criteria are fulfilled. This methodology ensured a sufficient and
significant number of route options.

4.1.3.4 Flight segmentation
Airline route choices are explained by different variables, such as cost of fuel, cost of delay and air
navigation charges, which in turn depend on the characteristics of each route and/or each flight ([3],
[4]). The approach we have followed to model route choices comprises two steps: first, flights have
been segmented according to different flight characteristics; then, for each segment, airline choices
are modelled as a function of the characteristics of the possible alternative routes.
From an initial exploration, it was observed that airlines usually consider only a subset of routes to
fly, suggesting the importance of segmenting by airline type. For example, in Figure 4.1 it can be seen
that, for the routes from Istanbul to Paris, Turkish airlines tend to fly a wider set of routes with
prevalence of the most direct route, whilst Air France has a narrower set of options and the
preferences are more balanced. Additionally, it was considered important to segment flights by time
of the day, in order to capture intra-day variability of the airspace (e.g., peak-hour congestion) and
the importance of delay at different hours of the day, e.g., airlines may put more effort to minimise
delay in early flights as this delay will propagate to late flights [5]. Taking into account these
considerations, the variables selected for flight segmentation are: i) the airline Cost per Available
Seat Kilometre (CASK1), which is taken as an explanatory variable of the business model of the airline;
and ii) the arrival time of the flight.

1

CASK is calculated from the annual reports of the issued airlines, usually found at the airline website. When
no information is available about the CASK of an airline, an average value is used (EUR 7 cent per available seatkilometre).
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Figure 4.1 Flight trajectories of different airlines during AIRAC cycles 1601 to 1603 for flights from Istanbul to
Paris. Top: Air France flight trajectories. Bottom: Turkish Airlines flight trajectories. The background shading
indicates the unit rate of each charging zone: red means more expensive, blue means cheaper.

Using the training dataset, a full segmentation of airlines is performed, i.e., initially each cluster only
contains flights of a single airline. When new airlines have to be segmented, they are assigned to the
segment of the airline with the most similar CASK. Classification by arrival time is performed with the
k-means method. The number of clusters is set to 4, which represent the typical traffic periods in an
airport, i.e., morning peak, afternoon peak and valley periods within them.
The segmentation was implemented with the Python public library scikit-learn [1] with the function
KMeans.

4.1.3.5 Route choice modelling
The route choice model assigns each flight a probability (i.e., a float number between 0 and 1) of
choosing each of the observed route clusters (from here onwards we will use the term “route” to
refer to each of these route clusters) according to the characteristics of each route. An additional
output value is the probability of choosing the “other” route, i.e., a cluster containing the routes
considered as noise.
Two machine learning models were explored to model route choice: multinomial regression and
decision trees. The following route characteristics are considered as explanatory variables in the
route choice models:
•
•
•

Average horizontal route length with respect to the orthodromic trajectory, which explains the
fuel consumed by flying a longer route.
Average air navigation charges (for a weight factor of one), which explains the costs associated
to navigation charges.
Average number of regulated flights per flight, which is a proxy of the level of congestion
found in the sectors intersected by a particular route.

4.1.3.5.1 Multinomial logistic regression
Multinomial logistic regression is a multi-criteria discrete choice modeller. It constitutes a simple
extension of binary logistic regression that allows classification between more than two categories.
The model accepts binary or continuous input variables, as in the case of the current work. In
20
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addition, model assumptions are much simpler than other approaches such as discriminant function
analysis [6]. The main assumption is the independence between the choices. This assumption states
that the probability of an option is independent on the number of users choosing that option. In our
case this is not strictly correct, as congestion depends on the number of flights taking that route.
Nevertheless, the other flights in the same OD pair are not the main source of congestion, as the
contribution of the rest of OD pairs whose routes cross the relevant airspace areas will be much
higher, and therefore the assumption of independent choices seems a reasonable simplification.
The model calculates the probability of a certain choice by calculating the exponents of the
multinomial logistic function:
𝑃𝑖 =

exp(𝐴𝑖 )
1 + ∑𝑛𝑗=1 exp(𝐴𝑗 )

where 𝐴𝑖 stands for the exponent of the 𝑖 𝑡ℎ option and 𝑃𝑖 is the probability of the 𝑖 𝑡ℎ option. 𝑛
stands for the number of options. Note that there is an option 0 whose exponent (𝐴0 ) is 0 to ensure
that the sum of probabilities is equal to 1. In the current work, option 0 is the “other” option.
In the multinomial regression, the exponents are calculated as the sum of the explanatory variables
multiplied by certain constants:
𝑚

𝐴𝑖 = ∑ 𝛽𝑘 𝑥𝑖𝑘
𝑘=1
𝑡ℎ

where 𝑥𝑖𝑘 is the 𝑘 explanatory variable of the 𝑖 𝑡ℎ option and 𝛽𝑘 is the 𝑘 𝑡ℎ constant of the model.
𝑚 stands for the number of explanatory variables.
The explanatory variables of route length and charges are normalised for the flights in the training
dataset to make them vary between -1 and 1. The congestion variable, i.e., average number of
regulated flights, is not normalised, as it varies between 0 and 1. The same normalisation factors
obtained for the training dataset are applied to the validation and testing datasets thus their values
may not necessarily vary between -1 and 1.
The constants are calculated to maximise the statistical likelihood of the probability function in a
flight segment. The likelihood equations of a segment are defined as:
̅𝑖 =
𝐿𝑖 = 𝑃𝑖 − 𝑃

exp(𝐴𝑖 )
̅𝑖
−𝑃
1 + ∑𝑛𝑗=1 exp(𝐴𝑗 )

̅𝑖 is the actual probability of the 𝑖 𝑡ℎ option and 𝐿𝑖 is the likelihood function of the 𝑖 𝑡ℎ option
where 𝑃
̅𝑖 is calculated by dividing the number of flights choosing the 𝑖 𝑡ℎ option by the total
in the segment. 𝑃
number of flights in a segment for a given dataset. The likelihood is maximised when the actual
probability equals the calculated probability of each option in the segment (𝐿𝑖 = 0∀i ∈ [1, n]).
The beta constants are calculated with the function minimize from the public library SciPy [7]. The
function to minimise is the sum of squares of the likelihood functions of all the functions. The actual
probabilities are calculated with the training dataset (see section 4.1.3.1). The method used for the
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minimisation is the L-BFGS-B [8]. The constants are constrained between 0 and -10 to avoid counterintuitive behaviour and overfitting.

4.1.3.5.2 Decision tree regressor
A decision tree is a concatenation of binary classifiers that choose one option from a series of
options. In the case of the decision tree regressor, these options are real numbers. In the current
case, the output numbers represent the probability of an option, which varies between 0 and 1. To
ensure that the output is consistent, the choice probability of the “other” route was calculated as the
sum of the rest of the options minus one. If the rest of the options give a sum higher than one (as it
may happen with decision trees), the “other” option is set to cero and the rest of choice probabilities
are scaled to sum one.
The output of the model is chosen by classifying the inputs several times with a binary linear
algorithm. The number of concatenated binary classifications (levels) is known as the depth of the
decision tree. On each level, the input is classified with the function:
𝐴𝑖 − 𝑇
where 𝐴𝑖 is the variable term, dependent on the explanatory variables and 𝑇 is the threshold. The
output of the classification depends on whether the function is higher or lower than 0. The variable
term is calculated as in (4).
Decision trees provide a human-like algorithm of choosing a route. For example, a flight could be
classified by first looking at the CASK of the airline (segmentation), after that it could be checked the
level of congestion of the route and, finally, the length and charges would be taken into account.
This method is faster than other algorithms, it can be visualised and its outputs explained. On the
other hand, decision trees are prone to overfitting when high depth trees are allowed. They might
also present instability, i.e., small changes in the input might cause high variations in the outputs,
particularly with low depth trees.
The model was implemented using the Python public library scikit-learn [1], with the function
DecisionTreeClassifier. The parameter of depth was chosen with a grid search method (function
GridSearchCV) using a k-fold (function KFold) and evaluating the score with cross-validation (function
cross_val_score). The model with best cross-validation score was chosen. The maximum depth was
set to 5 layers, ensuring low instability and low overfitting.

4.1.3.5.3 Training
Once the model is selected, the model constants are calculated through an optimisation process to
fit the data in the training dataset for each segment according to a cost function. The cost function
evaluates the similarity of the output, i.e., the probability of choosing a route, to the actual observed
probabilities. The actual probabilities are obtained as the number of flights that flew a certain route
divided by the total number of flights.
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The training dataset consists of 70% of the flights during the period of study. The rest of the flights
are reserved for the validation process. The training and validation datasets are separated randomly
by applying the function train_test_split from the public library scikit-learn [1].

4.1.3.5.4 Validation
The objective of validation is to measure the statistical significance of the segmentation, evaluate the
overall performance and have a first measure of the model’s uncertainty.
The process of validation follows the same steps as the training: segmentation (i.e., group flights) and
prediction (i.e., obtain the route probabilities of each segment). The predicted number of flights
assigned to a route is the probability of choosing each route multiplied by the number of flights in
the segment. The total predicted number of flights assigned to a route is the sum of flights assigned
to each route in each segment.
The inputs to the models were equal to those used in the training, as the route options are the same
as in the validation dataset. Thus, the difference between the validation results and actual results is
due to the variance in route choice decision.
The results are compared to the total amount of flights flying each route globally and by
segmentation to identify which aspects presented difficulties to be modelled and the influence of the
variance in the prediction error.

4.1.3.5.5 Testing
The testing algorithm uses the trained models and the testing dataset. The objective of the algorithm
is to measure the expected error of the prediction. It consists in running the model for a new period
in which the route inputs have varied. This means that in the testing process we also consider routes
and airlines not present during training.
Route options (clusters) are computed with data from the testing dataset. The dataset is divided into
two datasets: i) the first AIRAC cycle in the testing dataset, used to compute route options, and ii) the
rest of AIRAC cycles in the testing dataset, used to measure the performance of the model. In
addition, the considered routes by each segment are updated with data from the last AIRAC in the
testing dataset, thus one segment may consider more or less routes than in the training and
validation stages.
First, a new route clustering is performed in the same way as described in section 4.1.3.3. Not only
navigation charges and expected congestion change, but also the route geometries, and even new
routes may appear. Then, the segmentation is applied to the flights in the testing dataset. Since
airline segmentation uses CASK, new airlines in the testing dataset are modelled as the airline with
the most similar CASK. After that, the models of each segment are updated to consider the routes
flown in the first AIRAC cycle in the testing dataset, i.e., routes flown by more than 5% of the flights
of the segment.
The updated models are then used to predict the routes of the flights in the rest of the AIRAC cycles
in the testing dataset. The prediction is obtained as the sum of flights assigned to each route in each
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segment, as explained in section 4.1.3.5.3. Here the inputs to the models are different from those in
the training and validation, as the route options are computed from a different dataset. The results
were compared globally to the total amount of flights flying each route and also by flight segment, in
order to identify what aspects presented difficulties to be forecasted.

4.1.3.6 Performance impact evaluation
The second objective of the present study is to evaluate the impact of route charges’ heterogeneity
on flight performance and on different stakeholders. Therefore, some indicators are measured for
each stakeholder (airlines and ANSPs). The indicators are computed as the difference between the
baseline scenario and the hypothetical scenario to be evaluated.
The indicators measured per ANSP are:
•
•

Difference in flight nautical miles controlled.
Difference in charges collected.

The indicators measured per airline are:
•
•
•
•

Difference in average horizontal en-route flight efficiency of actual trajectory (KEA).
Difference in expected number of regulations per flight.
Difference in average flight length.
Difference in average flight time.

The indicators chosen to measure per route and overall are:
•
•
•
•
•

Difference in average horizontal en-route flight efficiency of actual trajectory (KEA).
Difference in expected number of regulations per flight.
Difference in average charges paid.
Difference in average flight length.
Difference in average flight time.

KEA is the main environmental flight efficiency indicator defined in the Single European Sky
Reference Period 2. It is defined in the Performance Regulation [9] as the difference between the
length of the en-route part of the actual trajectory and the optimal trajectory which, on average, is
the great circle. “En route” is defined as the distance flown outside a circle of 40 NM around the
airport.
The indicators are evaluated over a hypothetical route choice scenario. The hypotheses of this
scenario are stated below:
•

•

24

Common unit rates. The common rate is obtained by dividing the total charges collected by
European ANSPs by the total service units provided. The total charges and service units
collected were obtained from the last available (2014) ATM Cost-Effectiveness Report [10].
Congestion remains the same, i.e., the average number of regulations per route does not
change. Hence, the total number of regulations is calculated as the sum of the average
number of regulations in a route multiplied by the predicted number of flights assigned to
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•
•
•

each route. This approach has margin for improvement, but it is good enough to provide a
measure of efficiency increase/decrease.
The decision models are still applicable in that scenario.
No new routes are considered. For this reason, airlines that flew only one route will not be
affected.
Weight factor is set to 1 for all flights.

The same testing dataset is predicted again with the route charges input changed according to the
hypotheses. The result of flights per route is compared to historical data. Then, for each flight, the
horizontal flight efficiency, navigation charges and distance factor over each charging zone are
summed and divided by the number of flights to obtain the average values and compare the actual vs
the common unit rates scenario.

4.1.4 Results
In this section, we present three application exercises, namely:
•
•
•
•
•
•
•

Application exercise 1: multinomial regression of flights from Canary Islands to London.
Application exercise 2: decision tree regression of flights from Canary Islands to London.
Application exercise 3: multinomial regression of flights from Istanbul to Paris.
Application exercise 4: decision tree regression of flights from Istanbul to Paris.
Application exercise 5: multinomial regression of flights from Amsterdam to Milan.
Application exercise 6: decision tree regression of flights from Amsterdam to Milan.
Application exercise 7: performance impact evaluation of constant unit rates scenario on
flights from Canary Islands to London.

These application exercises include a discussion on their achieved performance and issues and
lessons learnt from them.

4.1.4.1 Application exercise 1: multinomial regression of flights from Canary Islands
to London
The application exercise 1 studied the flights departing from some of the Canary Islands airports,
namely Tenerife North (GCXO), Tenerife South (GCTS) and Las Palmas (GCLP), to London airports,
namely Stansted (EGSS), Gatwick (EGKK), Heathrow (EGGW) and Luton (EGLL).

4.1.4.1.1 Results of training
The amount of flights in the training dataset summed 1,009 flights of 8 different airlines, namely
British Airways (BAW), EasyJet (EZY), Iberia Express (IBS), Norwegian Air International (IBK), Monarch
(MON), Ryanair (RYR), Thomson Airways (TOM) and Thomas Cook (TCX). The different routes flown
per airline and navigation unit rates are shown in Figure 4.2.
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Figure 4.2 Flight trajectories of different airlines during the training period of application exercise 1.

4.1.4.1.1.1 Route clustering
The clustering algorithm calculated four main route choices, as shown in Figure 4.3. The different
clustered routes were:
Cluster 0: Shortest route through Morocco (GM), mainland Portugal (LP), Spain (LE) and France (LF).
Cluster 1: Slightly deviated route avoiding Morocco.
Cluster 2: Route flying through Azores (AZ) avoiding Spain and most Portugal and entering through
France to the United Kingdom (EG).
Cluster 3: Route avoiding France and Morocco, entering UK through Ireland (EI).
Cluster 4: Route avoiding Portugal through Morocco and Spain.
Cluster 5: Route flying through Azores avoiding Spain and most Portugal and entering through
Ireland to the United Kingdom.

26
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Figure 4.3 Left: clustered trajectories. Right: assigned cluster to actual trajectories in the training dataset of
application exercise 1.

It is important to note that the last three route clusters were negligible due to the low number of
flights taking these options and were not considered in the study (see Table 4.1.2). Instead, an option
3 “other” was considered as the probability of not choosing one of the three routes most flown.
Most of the flights took the most direct route (route 0) at the cost of higher congestion. Route 2 is a
less congested option but higher in length and charges, whilst route 2 offers the lowest charges by
flying through Azores (AZ) at the cost of flying longer.
Cluster

Number of flights

Average length (NM)

Average charges (EUR)

Mean regulated flights

0

659

1620

1653

0.18

1

238

1638

1676

0.13

2

68

1740

1051

0.13

3

13

1732

1582

0.46

4

7

1724

1893

0.42

5

10

1780

1165

0

Table 4.1.2 Properties of the clustered routes in training of application exercise 1.

4.1.4.1.1.2 Segmentation
A full segmentation was applied to airlines, thus creating 8 classes for the 8 different airlines. The
arrival time was classified into 4 classes:
Class 0:
Class 1:
Class 2:
Class 3:

Flights arriving from 4:00 to 17:00.
Flights arriving from 17:00 to 19:00.
Flights arriving 19:00 to 22:00.
Flights arriving 22:00 to 4:00.

Therefore, the segmentation created 32 segments resulting from the combinations of airlines and
arrival times. For each one of these 32 segments, a multinomial regression model was trained.
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4.1.4.1.1.3 Route choice regression
The results of the training for exercise 1 are shown in Table 4.1.3. In the Table, it is observed that the
model is able to fit the probability vector of several airline types, each one considering a different set
of routes. The worst training score is obtained for Segment 24.
The actual probability vector in Table 4.1.3 is the ordered concatenation of the actual share of each
route. The norm of error is the norm of the vector of the error in the computed probabilities, where
the error per route is calculated as the difference between its actual share of flights and the
modelled one. The score is a measure of the expected error for that segment. Thus, an error of zero
denotes a perfect fit of the probability vector with the training dataset.
Note that the possible routes to be considered by each segment, those with a flight share higher than
5% in the training set, are obtained prior to the model training. For those airlines following only one
route, the multinomial regression model cannot be trained and hence a simple model assigning a
constant single route is set. Moreover, some segments do not have any flights because the airline
does not fly at those hours. In these cases, a simple model assigning an evenly divided probability to
all routes (including the “other” option) is set for that segment.
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Segment

Number
of flights

Airline

0

60

EZY

Average
arrival
time
23.4

1

22

RYR

2

26

3
4

Routes
considered

Actual probability
vector

Norm of
error

0, 1

0.72, 0.25, 0.0, 0.03

0

23.9

0, 1

0.77, 0.23, 0.0, 0.0

0

MON

23.3

0, 1, 3

0.5, 0.42, 0.0, 0.08

0

0

-

-

-

-

-

13

BAW

23.8

0, 2

0.54, 0.0, 0.46, 0.0

0

5

32

TOM

24.6

0

-

-

6

15

TCX

24.5

0, 2

0.8, 0.0, 0.2, 0.0

0

7

6

IBK

25.3

1, 3

0.0, 0.67, 0.0, 0.33

0

8

64

EZY

17.2

0, 1

0.72, 0.28, 0.0, 0.0

0

9

7

RYR

17.5

0, 1

0.86, 0.14, 0.0, 0.0

0

10

13

MON

18.5

0, 1

0.38, 0.62, 0.0, 0.0

0

11

34

IBS

18.2

0, 1, 3

0.85, 0.09, 0.0, 0.06

0.01

12

33

BAW

18.3

0, 1, 2, 3

0.48, 0.09, 0.36, 0.06

0

13

42

TOM

18

0

-

-

14

10

TCX

18.5

0, 2

0.5, 0.0, 0.5, 0.0

0

15

7

IBK

17.2

0, 1

0.43, 0.57, 0.0, 0.0

0

16

2

EZY

19.5

0, 3

0.5, 0.0, 0.0, 0.5

0

17

2

RYR

21.3

0

-

-

18

22

MON

21.1

0, 1

0.55, 0.41, 0.0, 0.05

0

19

5

IBS

19.7

0

-

-

20

8

BAW

19.7

0, 1, 2

0.5, 0.25, 0.25, 0.0

0
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Segment

Number
of flights

Airline

21

55

TOM

Average
arrival
time
20.3

22

25

TCX

23

1

24

31

25

Routes
considered

Actual probability
vector

Norm of
error

0, 3

0.91, 0.0, 0.02, 0.07

0.01

20

0, 2, 3

0.2, 0.04, 0.64, 0.12

0.02

IBK

20.1

0

-

-

EZY

16.5

0, 1

0.94, 0.06, 0.0, 0.0

0.05

87

RYR

15.8

0, 1

0.56, 0.44, 0.0, 0.0

0

26

27

MON

15.6

0, 1

0.52, 0.48, 0.0, 0.0

0

27

20

IBS

14.9

0, 1, 3

0.65, 0.25, 0.0, 0.1

0

28

8

BAW

16.3

0, 1, 2

0.5, 0.13, 0.38, 0.0

0

29

3

TOM

12.4

0, 3

0.67, 0.0, 0.0, 0.33

0

30

0

-

-

-

-

-

31

32

IBK

15.4

0, 1

0.28, 0.69, 0.0, 0.03

0

Table 4.1.3 Results of training of application exercise 1

4.1.4.1.2 Results of validation
The results of the validation of the models trained in the application exercise 1 are shown in Table
4.1.4.
Route 0 Route 1 Route 2 Other
Actual
Estimation
Actual
Early flights
Estimation
Actual
Midday flights
Estimation
Actual
Late flights
Estimation
Global results

187
179.5
38
29.9
94
94
55
55.7

63
65.4
22
30.3
22
20.1
19
15

22
21.6
0
0
21
18.7
1
2.7

7
12.5
2
1.8
3
7
2
3.6

Table 4.1.4 Results of validation of application exercise 1. Comparison between the actual and the estimated number of
flights per route.

A visual comparison between the predicted and actual number of flights in each route in the
validation dataset is shown in Figure 4.4. The results show low error, with the main error coming
from the prediction of early flights.
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Figure 4.4 Comparison of results of validation of application exercise 1.

4.1.4.1.3 Testing results
The testing dataset is divided into two as explained in section 4.1.3.1.
4.1.4.1.3.1 Route clustering
The clustering algorithm is applied to flights during AIRAC 1501. The resulting routes are shown in
Figure 4.5. The differences between the new and the old clustered routes are:
•
•
•
•

•

Cluster 4 does not appear. This is consistent as this route was not considered in training due
to the low number of flights.
Route charges were updated. Charges in year 2015 were slightly lower than in year 2016 for
clusters 0 and 1, and slightly higher for cluster 2 (see Table 4.1.5).
Congestion was updated. The number of regulated flights in 2015 were significantly lower
than in 2016 for all clusters.
In this case, cluster 2 was also ignored (apart from cluster 5) due to its low traffic. Therefore,
only cluster 0, 1 and “other” were considered as options. This is consistent with the lower
congestion perceived in the most direct routes.
The considered cluster routes by each segment are updated.
Average
charges
(EUR)
1651

Mean
regulated
flights
0.03

Cluster

Number of
flights

0

216

Average
length (NM)
1624

1

70

1632

1647

0.02

2

7

1743

1067

0

5

4

1762

1122

0

Table 4.1.5 Properties of the clustered routes in testing of application exercise 1.

30

© – 2018 – INTUIT Consortium.
All rights reserved. Licensed to the SESAR Joint Undertaking under
conditions.

INTUIT – D4.1 PERFORMANCE METRICS AND PREDICTIVE MODELS

Figure 4.5 Clustered trajectories in testing of application exercise 1.

4.1.4.1.3.2 Route choice regression
The results of the model with the testing dataset are compared with the actual choice of routes and
with the results of a null model in Figure 4.6. The null model consists of a simple model to be
compared with the proposed modelling approach. In this model, the probability of a route option is
obtained as the proportion of the flights that took that route in the training dataset. The predicted
number of flights assigned to a route is the probability multiplied by the number of flights. To obtain
the prediction for early, midday and late flights, the same approach is followed for only the flights
considered in that group.
Note that the null model assigns flights to route 2, which is not considered in the testing dataset and
thus included in “other”. The results of the model show a fair approximation of the actual routes
flown, significantly better than the null model.
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Figure 4.6 Comparison of results of testing of application exercise 1.

The Pearson correlation coefficient of the results of both models with actual data is presented in
Table 4.1.6. Except for early flights, the trained model gives better correlated results for all the time
segments.

Total
Early Flights
Midday
Flights
Late Flights

Estimation
Null model
Estimation
Null model
Estimation
Null model
Estimation
Null model

Correlation
coefficient
0.9982
0.9894
0.9095
0.9148
0.9996
0.9702
0.9998
0.9954

Table 4.1.6 Comparison of testing results of application exercise 1 with null model.

4.1.4.1.4 Discussion
The trained model provides a fair approximation of the airspace demand of the OD. This exercise has
a low number of routes clearly differentiated (see Table 4.1.2).
The training error obtained is in the order of one per cent. This implies that the model is able to fit
the actual distribution of flights and the selected variables explain route choice. The segmentation
32
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improved the accuracy by reducing the number of considered routes in each segment. It should be
noted that here the error does not include all error sources. When predicting other datasets, the
error is higher because of data variability and overfitting.
The results of validation give a measure of the actual error—around 10%. The model is improvable.
For instance, some factors not considered affect route choice, such as wind, airport configuration,
delay at take-off, etc. The error is particularly high when predicting early flights. This suggests that a
relevant variable is missing. For instance, the ratio of regulated flights is not a perfect indicator of the
congestion in a route. Less congested routes may be flown only when high congestion occurs,
resulting in a high ratio for that route. Early flights suffer in particular from typical congestion in the
morning. Thus, an imperfect congestion variable results in a poorer fit of this segment.
The results of testing give similar error to that of the validation. In this case, a new airline (Norwegian
Air Shuttle) appeared whose behaviour was assumed equal to RYR. This proved to be correct as the
results of that segment were accurate. Also, the update of considered routes allowed us to obviate
route 2, practically not flown in 2015. This improved accuracy with respect to the null model, which
considered it.
In this case, the routes inside a cluster differ in many kilometres. As an example, trajectories of
cluster 0 in Figure 4.3 enter Spain through points that are hundreds of kilometres away from each
other. To calculate the entry time to a sector higher granularity is required. In order to do that, a
model could predict trajectories of the flights inside a cluster.
Apart from the multinomial model, decision tree models provided an inaccurate prediction. This
error is attributed to overfitting due to the highly complex decision trees required to fit the data.
These trained models resulted in constant output when applied to the testing dataset. Thus, decision
trees would require training with several years of data to estimate route choice across different
years.
As a summary, the results of application exercise 1 show a fair approximation of route choices of
distant airports and low number of choices. The multinomial model is successful in modelling the
behaviour of airlines across different years. The model can be enhanced with finer-granularity
trajectory prediction to estimate demand at sector level.

4.1.4.2 Application exercise 2: decision tree regression of flights from Canary Islands
to London
The application exercise 2 studied the flights departing from some of the Canary Islands airports,
namely Tenerife North (GCXO), Tenerife South (GCTS) and Las Palmas (GCLP); to London airports,
namely Stansted (EGSS), Gatwick (EGKK), Heathrow (EGGW) and Luton (EGLL) by training a decision
tree model.

4.1.4.2.1 Results of training
The algorithm used the same route choices and segmentation as in application exercise 1. The results
of the different models trained in the application exercise 2 are shown in Table 4.1.7. The same
measures taken in the application exercise 1 for airlines following only one route or empty sector
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apply here. The results show in general a good fit of the probability vectors, except for one segment
(EZY flights arriving around 16 hours).

0

Number of
flights
28

1

22

RYR

23.9

0, 1

0.77, 0.23, 0.0, 0.0

0.01

2

59

EZY

23.4

0, 1, 3

0.68, 0.25, 0.0, 0.07

0

3

9

IBK

25.6

0, 1, 3

0.11, 0.78, 0.0, 0.11

0.01

4

9

BAW

24

0, 2

0.67, 0.0, 0.33, 0.0

0.01

5

31

TOM

24.5

0

-

-

6

0

-

-

-

-

-

7

15

TCX

24.4

0, 2

0.8, 0.0, 0.2, 0.0

0.01

8

28

MON

15.6

0, 1, 3

0.57, 0.32, 0.0, 0.11

0

9

84

RYR

15.8

0, 1

0.54, 0.46, 0.0, 0.0

0

10

38

EZY

16.6

0, 1

0.87, 0.13, 0.0, 0.0

0.53

11

31

IBK

15.4

0, 1

0.39, 0.58, 0.0, 0.03

0.01

12

12

BAW

16.4

0, 1, 2

0.42, 0.08, 0.5, 0.0

0.01

13

2

TOM

11.5

0

-

-

14

21

IBS

15

0, 1, 3

0.57, 0.33, 0.0, 0.1

0

15

0

-

-

-

-

-

16

17

MON

20.9

0, 1

0.53, 0.47, 0.0, 0.0

0

17

3

RYR

20.7

0, 1

0.67, 0.33, 0.0, 0.0

0

18

1

EZY

19.6

0

-

-

19

0

-

-

-

-

-

20

10

BAW

19.9

0, 1, 2, 3

0.7, 0.1, 0.1, 0.1

0.01

21

54

TOM

20.3

0

-

-

22

8

IBS

19.6

0

-

-

23

26

TCX

20.1

0, 2, 3

0.19, 0.0, 0.69, 0.12

0

24

12

MON

18.5

0, 1

0.58, 0.42, 0.0, 0.0

0

25

7

RYR

17.5

0, 1

0.86, 0.14, 0.0, 0.0

0.01

26

62

EZY

17.3

0, 1

0.68, 0.31, 0.0, 0.02

0

27

7

IBK

17.5

0, 1

0.71, 0.29, 0.0, 0.0

0.01

28

32

BAW

18.4

0, 1, 2, 3

0.47, 0.16, 0.31, 0.06

0.01

29

43

TOM

18.1

0

-

-

30

35

IBS

18.1

0, 1, 3

0.89, 0.06, 0.0, 0.06

0

31

13

TCX

18.7

0, 2, 3

0.23, 0.0, 0.69, 0.08

0

Segment

MON

Average arrival
time
23.1

Routes
considered
0, 1, 3

Airline

Table 4.1.7 Results of training of application exercise 2
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4.1.4.2.2 Results of validation
The results of the validation of the models trained in the application exercise 2 are shown in Table
4.1.8.

Global results
Early flights
Midday flights
Late flights

Route 0

Route 1

Route 2

Other

Actual

187

72

17

12

Estimation

187.7

73.3

15.6

11.4

Actual

36

31

0

1

Estimation

35.5

30.1

0

2.4

Actual

97

23

13

8

Estimation

96.5

25.7

13

5.6

Actual

54

18

4

3

Estimation

55.5

17.6

2.6

3.2

Table 4.1.8 Results of validation of application exercise 2. Comparison between the actual and the estimated number of
flights per route.

A visual comparison between the predicted and actual number of flights in each route in the
validation dataset is shown in Figure 4.7. The results show low error, even lower than in application
exercise 1.

Figure 4.7 Comparison of results of validation of application exercise 2.

4.1.4.2.3 Testing results
The testing dataset was divided into two as explained in application exercise 1. The route clustering
and flight segmentation used were the same as in application exercise 1.
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The results of the model with the testing dataset are compared with the actual choice of routes and
the null model results in Figure 4.8. It is to be noted that the null model assigns flights to route 2,
which is not considered in the testing dataset and thus included in “other”. The results of the model
show a poor approximation of the actual routes flown, worse than the null model.

Figure 4.8 Comparison of results of testing of application exercise 2.

The Pearson correlation coefficient of the results of both models with actual data is presented in
Table 4.1.9.
Correlation
Estimation

0.5472

Null model

0.9971

Early
Flights

Estimation

0.9972

Null model

0.9890

Midday
Flights

Estimation

0.3378

Null model

0.9930

Estimation

0.3816

Null model

0.9946

Total

Late Flights

Table 4.1.9 Results of testing of application exercise 2.

4.1.4.2.4 Discussion
The decision tree models trained in this case provide an inaccurate approximation of the expected
airspace demand between these airport pairs. The error can be attributed essentially to overfitting.
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The training of the algorithm requires high-complexity decision trees to obtain fair results with the
validation dataset. The models usually consist of a decision tree using two features and four levels to
model the behaviour of one segment. When applying the same models to the testing dataset, with
much different inputs, the model provides quasi-constant results of probabilities, i.e., the flights
were divided equally between the routes considered or were mostly assigned to “other” route.
Overfitting could be reduced by training the model with data from different years with different
route choices and charges.
Overfitting is especially important when model inputs are too different from the training dataset. The
most important difference is that the number of routes considered was reduced in the testing
dataset. In addition, route congestion increased dramatically from 2015 to 2016 from average values
between 2% to 4% of flights being regulated to about 15% of flights regulated. On the other hand,
the rest of explanatory variables, i.e. route length and charges, remained almost constant. Because
the model was trained with high congestion values, it was not able to provide correct results with too
distant values.
As a summary, the results of application exercise 2 show a poor approximation of route choices. The
studied approach showed that it could not fit actual behaviour of airlines, at least with the actual
model and training datasets.

4.1.4.3 Application exercise 3: multinomial regression of flights from Istanbul to
Paris
The application exercise 3 studied the flights departing from the Istanbul airports, namely Atatürk
(LTBA) and Sabiha Gökçen (LTFJ); to Paris airports, namely Charles de Gaulle (LFPG) and Orly (LFPO).

4.1.4.3.1 Results of training
The amount of flights in the training dataset summed 950 flights of 6 different airlines: Air France
(AFR), AtlasJet (KKK), MNG Airlines (MNB), Onur Air (OHY), Pegasus (PGT) and Turkish Airlines (THY).
4.1.4.3.1.1 Route clustering
The clustering algorithm calculated eight main route choices, as shown in Figure 4.9 Top: clustered
trajectories. Bottom: assigned cluster to actual trajectories in the training dataset of application
exercise 3.. The different clustered routes were:
Cluster 0: Route through Austria (LO) and Germany (ED), avoiding Romania (LR) and Czechia (LK).
Cluster 1: The longest route (see Table 4.2.10) flying through Czechia.
Cluster 2: One of the shortest routes, through Austria and Switzerland (LS).
Cluster 3: One of the shortest routes, through Italy (LI) and the south of Switzerland.
Cluster 4: The shortest route, through Italy and Switzerland avoiding Slovenia (LJ).
Cluster 5: Route through Austria and Germany, avoiding Serbia (LY).
Cluster 6: One of the shortest routes, through Italy and Switzerland.
Cluster 7: Route through Austria and Germany, avoiding Romania.
Clusters 6 and 7 did not have enough flights and were, thus, not modelled. These flights were
grouped in an “other” group (cluster 6).
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Figure 4.9 Top: clustered trajectories. Bottom: assigned cluster to actual trajectories in the training dataset of
application exercise 3.

The properties of the routes are shown in Table 4.1.10 Properties of the clustered routes in training
of application exercise 3. In this case, the most flown route is not the most direct route (Route 4), but
Route 3, which has low average length and mild charges and congestion, similar to Route 0. Route 1
is an option with lower charges but higher length and Route 6 offers the lowest congested option at
the cost of the highest charges.

139

Average
length
(NM)
1277

Average
charges
(EUR)
1188

Mean
regulated
flights
0.1

1

110

1314

1144

0.1

2

190

1273

1199

0.06

3

218

1274

1203

0.06

4

117

1256

1207

0.07

5

73

1274

1204

0.1

6

29

1271

1229

0.03

7

24

1304

1152

0.04

Cluster

Number of
flights

0

Table 4.1.10 Properties of the clustered routes in training of application exercise 3.
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4.1.4.3.1.2 Segmentation
A full segmentation was applied to airlines, thus creating 6 classes for the 6 different airlines. The
arrival time was classified into 4 classes:
Class 0:
Class 1:
Class 2:
Class 3:

Flights arriving from 4:00 to 10:30.
Flights arriving from 10:30 to 14:15.
Flights arriving from 14:15 to 18:40.
Flights arriving from 18:40 to 4:00.

Therefore, the segmentation created 24 segments resulting from the combinations of airlines and
arrival times. For each one of these 24 segments, a multinomial regression model was trained.
4.1.4.3.1.3 Route choice regression
The results of the model trained in the application exercise 3 are shown in Table 4.1.11. The same
measures taken in the application exercise 1 for airlines following only one route or empty sector
apply here.
In the Table, it is observed that the model is able to fit the probability vector of several types of
airline, each one considering a different set of routes. Airlines with higher number of routes (e.g.,
AFR and THY) show higher error.
The worst training score are obtained for Segment 23, which cannot model correctly the share of
routes 3 and 5 due to their similar input variables (see Table 4.1.10) and the higher share of Route 5
despite its higher congestion.
Segment

No of
flights

Airline

0

65

THY

Avg.
arrival
time
9.4

1

0

-

2

52

3
4

Routes
considered

Probability vector

Score

0, 1, 2, 4, 6

0.08, 0.25, 0.28, 0.0, 0.26, 0.05, 0.09

0.02

-

-

-

-

AFR

8

0, 2, 3, 4

0.38, 0.02, 0.27, 0.21, 0.1, 0.0, 0.02

0.02

0

-

-

-

-

-

0

-

-

-

-

-

5

0

-

-

-

-

-

6

66

THY

15.6

0, 1, 2, 3, 4, 5, 6

0.12, 0.15, 0.33, 0.06, 0.15, 0.11, 0.08

0.08

7

0

-

-

-

-

-

8

35

AFR

17.2

0, 2, 3, 4

0.46, 0.03, 0.2, 0.11, 0.17, 0.0, 0.03

0.04

9

0

-

-

-

-

-

10

52

PGT

16.3

1, 2, 3, 6

0.0, 0.08, 0.31, 0.38, 0.0, 0.0, 0.23

0.02

11

5

MNB

17.8

3, 5

0.0, 0.0, 0.0, 0.8, 0.0, 0.2, 0.0

0

12

93

THY

12

0, 1, 2, 4, 5, 6

0.08, 0.14, 0.31, 0.04, 0.15, 0.08, 0.2

0.05

13

64

OHY

13

3

-

-

14

0

-

-

-

-

-

15

51

KKK

11.8

0, 3, 4, 6

0.22, 0.0, 0.0, 0.12, 0.45, 0.0, 0.22

0
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Segment

No of
flights

Airline

16

53

PGT

Avg.
arrival
time
12.5

17

0

-

-

18

46

THY

19

0

20

Routes
considered

Probability vector

Score

1, 2, 3, 6

0.02, 0.11, 0.36, 0.38, 0.02, 0.0, 0.11

0.02

-

-

-

20.9

0, 1, 2, 4, 6

0.09, 0.37, 0.15, 0.02, 0.26, 0.02, 0.09

0.02

-

-

-

-

-

40

AFR

20.1

0, 2, 3, 4

0.42, 0.0, 0.13, 0.33, 0.1, 0.0, 0.03

0.18

21

0

-

-

-

-

-

22

0

-

-

-

-

-

23

29

MNB

22.7

3, 5

0.0, 0.0, 0.0, 0.28, 0.0, 0.69, 0.03

0.84

Table 4.1.11 Results of training of application exercise 3.

4.1.4.3.2 Results of validation
The results of the validation of the models trained in the application exercise 3 are shown in Table
4.1.12.

Global results
Early flights
Midday flights
Late flights

Route 0

Route 1

Route 2

Route 3

Route 4

Route 5

Other

Actual

34

32

52

74

41

21

28

Estimation

51.2

31.7

61.3

68

34.3

5.9

29.7

Actual

14

18

35

46

24

10

21

Estimation

22.1

20.2

37.4

36.9

25

5.1

21.3

Actual

7

3

11

10

7

0

6

Estimation

12.5

2.7

11.1

11.8

0

0.7

5.3

Actual

13

11

6

18

10

11

1

Estimation

16.6

8.8

12.9

19.2

9.4

0

3.1

Table 4.1.12 Results of validation of application exercise 3. Comparison between the actual and the estimated number of
flights per route.

From Figure 4.10 it is observed in general a fair approximation of the actual routes flown. However,
some route choices such as routes 5 and 0 provide inaccurate results. The reasons for this divergence
are discussed in section 4.1.4.3.4.
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Figure 4.10 Comparison of results of validation of application exercise 3.

4.1.4.3.3 Testing results
The testing dataset is divided into two as explained in section 4.1.3.1.
4.1.4.3.3.1 Route clustering
The clustering algorithm was applied to flights during AIRAC 1501. The resulting routes are shown in
Figure 4.11. The differences between the new and the old clustered routes are:
•
•

•
•

Congestion was lower for all routes during AIRAC 1501.
Charges were considerably higher during AIRAC 1501 (see Table 4.1.13), especially those
flights over Germany and Hungary, which reduced their rates about a 10% in one year. Also,
Bulgaria reduced considerably its rates about a 30%. For instance, route 0 turned from an
average-charges route in 2016 to the most expensive in 2015.
Route 6 was not calculated as in training due to the low number of flights.
Route 7 on the contrary was considered during this AIRAC. This route was slightly modified
from the original as it does not avoid Romania and Bulgaria.

21

Average
length
(NM)
1271

Average
charges
(EUR)
1305

Mean
regulated
flights
0.04

1

19

1324

1238

0.05

2

50

1275

1295

0.04

3

80

1274

1260

0.02

4

44

1257

1267

0.04

5

30

1270

1297

0.03

7

48

1292

1249

0.04

Cluster

Number of
flights

0

Table 4.1.13 Properties of the clustered routes in testing of application exercise 3.
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Figure 4.11 Clustered trajectories in testing of application exercise 3.

4.1.4.3.3.2 Route choice regression
The results of the model with the testing dataset are compared with the actual choice of routes and
the null model in Figure 4.12. Note that the null model does not predict demand of route 7 as it was
added to “other” in the training. The results of the model show a good approximation of the actual
routes flown, much better than the null model in all segments.

Figure 4.12 Comparison of results of testing of application exercise 3.

The Pearson correlation coefficient of the results of both models with actual data is presented in
Table 4.1.14. For all the segments, the trained model gives better correlated results than the null
model, whose results are highly uncorrelated.
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Correlation
Estimation

0.9588

Null model

-0.3479

Early
Flights

Estimation

0.9360

Null model

-0.3756

Midday
Flights

Estimation

0.6956

Null model

-0.3600

Estimation

0.7352

Null model

-0.0124

Total

Late Flights

Table 4.1.14 Comparison of testing results of application exercise 3 with null model.

4.1.4.3.4 Discussion
The model trained in this exercise provides a fair approximation of the airspace demand of the OD. In
this case, the modelling approach included a high number of route options with different lengths,
charges and congestion. However, due to the higher complexity of the exercise, the results are less
accurate than in the previous exercise.
The training error is in the order of 5%. In general, it can be stated that the algorithm can fit the
route choice of the segments with the given explanatory variables. However, some segments could
not be fit and returned a score of almost 1 (e.g., segment 23 in Table 4.1.11). This error is due to the
similarity between the characteristics of the routes considered in the segment (e.g., 3 and 5).
The constants of the multinomial are bounded to avoid high values thus diminishing overfitting.
Therefore, routes with similar explanatory variables cannot be distinguished and return practically
similar probabilities. This fact implies that there may be another factor that explains the different
choice probabilities of these similar routes.
The results of validation give a measure of the error of around 10%. Some routes provide inaccurate
results (e.g., routes 0 and 5 in Table 4.1.13). This may be improved by including other factors that can
affect route choice, such as wind, airport configuration, delay at take-off, etc., as well as by selecting
a better congestion explanatory variable, as discussed in section 4.1.4.1.4.
The testing results show a higher error with respect to that of the validation. The same routes with
poor results during validation worsen, such as routes 0 and 5. The rest of the routes are also affected
by these inaccuracies by being assigned higher or lower number of flights, such as route 4.
The case of route 0 is notable as the model should reduce the number of flights assigned to it due to
the higher charges in 2015. Instead, the prediction is higher. This error is produced by segments of
THY. The reason is that the segments consider in 2016 other routes with similar length, higher
charges (e.g., route 2 and 6) and a higher probability. The model fits this behaviour by becoming
indifferent to charges. The solution again is to provide more and better explanatory variables of the
other factors (e.g., congestion).
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As a summary, the results of application exercise 3 show the approximation of route choices could be
improved by providing new explanatory inputs or improving the ones selected, such as the
congestion variable.

4.1.4.4 Application exercise 4: decision tree regression of flights from Istanbul to
Paris
The application exercise 4 studied the flights departing from the Istanbul airports, namely Atatürk
(LTBA) and Sabiha Gökçen (LTFJ); to Paris airports, namely Charles de Gaulle (LFPG) and Orly (LFPO)
by training a decision tree model.

4.1.4.4.1 Results of training
The amount of flights in the training dataset summed 950 flights and 6 different airlines: Air France
(AFR), AtlasJet (KKK), MNG Airlines (MNB), Onur Air (OHY), Pegasus (PGT) and Turkish Airlines (THY).
The algorithm used the same route choices and segmentation as in application exercise 3. The results
of the different models trained in the application exercise 4 are shown in Table 4.1.15. It is worth
mentioning that the model fits worse the segments with higher number of route options (see THY
and AFR segments). The reason for this could be that decision trees are too simple to model complex
route choices.
Segment

Number
of flights

Airline

Average
arrival
time

Routes
considered

Probability vector

Score

0

0

-

-

-

-

-

1

52

THY

9.4

0, 1, 2, 4, 5, 6

0.06, 0.27, 0.21, 0.0, 0.27, 0.08, 0.12

0.17

2

50

AFR

8

0, 2, 3, 4

0.36, 0.02, 0.28, 0.24, 0.08, 0.0, 0.02

0.01

3

0

-

-

-

-

-

4

0

-

-

-

-

-

5

0

-

-

-

-

-

6

48

PGT

16.2

1, 2, 3, 6

0.0, 0.17, 0.31, 0.33, 0.0, 0.0, 0.19

0.04

7

73

THY

15.7

0, 1, 2, 4, 5, 6

0.11, 0.19, 0.34, 0.04, 0.11, 0.12, 0.08

0.08

8

32

AFR

17.1

0, 1, 2, 3, 4

0.47, 0.06, 0.16, 0.09, 0.19, 0.0, 0.03

0.31

9

0

-

-

-

-

-

10

0

-

-

-

-

-

11

5

MNB

17.8

3, 5

0.0, 0.0, 0.0, 0.8, 0.0, 0.2, 0.0

0

12

0

-

-

-

-

-

13

63

THY

20.9

0, 1, 2, 4, 6

0.06, 0.33, 0.21, 0.0, 0.27, 0.03, 0.1

0.27

14

45

AFR

20.1

0, 2, 3, 4

0.38, 0.0, 0.16, 0.33, 0.11, 0.0, 0.02

0.03

15

0

-

-

-

-

-

16

0

-

-

-

-

-

17

32

MNB

22.9

3, 5

0.0, 0.0, 0.0, 0.28, 0.0, 0.69, 0.03

0

18

55

PGT

12.5

1, 2, 3, 6

0.02, 0.13, 0.33, 0.4, 0.02, 0.0, 0.11

0.04
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Segment

Number
of flights

Airline

Average
arrival
time

Routes
considered

Probability vector

Score

19

95

THY

12

0, 1, 2, 4, 5, 6

0.06, 0.16, 0.31, 0.02, 0.13, 0.11, 0.22

0.08

20

0

-

-

-

-

-

21

53

KKK

11.8

0, 3, 4, 6

0.32, 0.0, 0.0, 0.17, 0.36, 0.0, 0.15

0.01

22

52

OHY

13

3

-

-

23

0

-

-

-

-

-

Table 4.1.15 Results of training of application exercise 4

4.1.4.4.2 Results of validation
The results of the validation of the models trained in the application exercise 4 are shown in Table
4.1.16. Note that, due to the variability of data, the actual results differ much from those in
application exercise 3 as the validation flights are picked up randomly.

Global results
Early flights
Midday
flights
Late flights

Route 0

Route 1

Route 2

Route 3

Route 4

Route 5

Other

Actual

50

26

53

73

31

25

37

Estimation

44.2

28.8

63.1

70.4

32.5

20.7

35.4

Actual

24

18

39

50

27

13

26

Estimation

28.6

16.7

44.4

49

23.6

9.7

24.7

Actual

11

1

10

12

1

0

10

Estimation

5.5

10

10.9

9.9

2.7

0

6

Actual

15

7

4

11

3

12

1

Estimation

10

2.1

7.7

11.4

6.2

11

4.5

Table 4.1.16 Results of validation of application exercise 4. Comparison between the actual and the estimated number of
flights per route.

From Figure 4.13 it is observed in general a fair approximation of the actual routes flown. However,
due to route choice variability, some routes showed poorer results, such as route 1.
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Figure 4.13 Comparison of results of validation of application exercise 4.

4.1.4.4.3 Testing results
The testing dataset was divided into two as explained in application exercise 3. The route clustering
and flight segmentation used were the same as in application exercise 3.
The results of the model with the testing dataset are compared with the actual choice of routes and
the null model in Figure 4.14. Note that the null model does not predict demand of route 7 as it was
added to “other” in the training.
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Figure 4.14 Comparison of results of testing of application exercise 4.

The Pearson correlation coefficient of the results of both models with actual data is presented in
Table 4.1.17. For all the segments, the trained model gives better correlated results than the null
model, whose results are highly uncorrelated. However, the estimated results have margin for
improvement.

Total
Early Flights
Midday Flights
Late Flights

Estimation

Correlation
0.1751

Null model

-0.1947

Estimation

0.2393

Null model

-0.1558

Estimation

0.4469

Null model

-0.5549

Estimation

0.6892

Null model

0.3168

Table 4.1.17 Results of testing of application exercise 4.

4.1.4.4.4 Discussion
The decision tree models trained in this case provide an inaccurate approximation of the expected
airspace demand between these airport pairs. The error can be attributed in general to two sources:
overfitting and data variability.
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4.1.4.4.4.1 Overfitting/underfitting
The training of the algorithm required high-complexity decision trees to obtain fair results with the
validation dataset. The models usually consisted of a decision tree using two features and four stages
to model the behaviour of one segment. When applying the same models to the testing dataset, with
much different inputs, the model could only provide quasi-constant results of route share.
Overfitting could be reduced by training the model with data from different years with different
routes and charges.
Data expansion was needed to obtain better results in the validation. However, it was not sufficient
to model correctly the testing dataset. Lower complexity models and regularisation were tried to
force the models to have lower complexity. However, this resulted in too simple models that could
only provide constant output as the best estimation of route share, even in training, i.e., they had
underfitting.
Other machine learning techniques were also studied for the case, i.e. neural networks and random
forests, proving that the best (still improvable) results were obtained with decision trees.
4.1.4.4.4.2 Traffic variability in the testing dataset
Another important source of error is the variability in the route choice criteria in the testing dataset.
Route choices during AIRAC 1501 between Istanbul and Paris differ notably from route choices
during AIRAC 1502. For instance, several segments used a higher number of route options during
AIRAC 1501. This fact made the algorithms consider different route options from those actually
considered.
As an example, the route choices of Pegasus airlines in these two periods are compared in Figure
4.15. It can be observed that during 1501 a higher number of flights used the northern routes, while
in 1502 flights used in general more direct routes. Therefore, it can be stated that some explanatory
variable for this variability is missing in the approach, such as wind influence or disruptions.

Figure 4.15 Comparison of Pegasus airlines route choices from Istanbul to Paris during AIRAC 1501 (in red) and AIRAC
1502 (in green).
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Overfitting is found especially when model inputs are too different from the training dataset. In this
case, route charges in some countries showed a steep decrease between 2015 and 2016. For
instance, the unit rate in Bulgaria dropped from EUR 31.03 to EUR 22.68, the unit rate in Serbia
descended from EUR 41.03 to EUR 37.11 and unit rate in Germany changed from EUR 90.26 to EUR
82.68. These significant differences tend to provide poor results in machine learning when the
algorithm is not fed with similar data in the training dataset.

4.1.4.5 Application exercise 5: multinomial regression of flights from Amsterdam to
Milan
The application exercise 5 studied the flights departing from Schiphol airport (EHAM) to Milan
airports, namely Malpensa (LIMC), Orio al Serio (LIME), and Linate (LIML) by training a multinomial
regression model.

4.1.4.5.1 Results of training
The amount of flights summed 950 flights of 11 different airlines, namely AirBrideCargo (ABW),
Alitalia (AZA), Cargolux (CLX), Corendon Dutch Airlines (CND), Etihad (ETD), EasyJet (EZY), Atlas Air
(GTI), KLM, Nippon Cargo Airlines (NCA), Emirates (UAE) and Vueling (VLG).
The algorithm used the same route choices and segmentation as in application exercise 6. The results
of the different models trained in the application exercise 5 are shown in Table 4.1.18. The results
show a good fit of the probability vectors.

0

Number of
flights
1

1

52

AZA

20.7

0, 1

0.54, 0.44, 0.02

0

2

62

KLM

21.6

0, 1, 2

0.47, 0.29, 0.24

0

3

8

GTI, CND, ABW

21.5

0, 1, 2

0.13, 0.13, 0.75

0

4

35

EZY

21.5

0, 1, 2

0.49, 0.46, 0.06

0

5

0

-

-

-

-

-

6

0

-

-

-

-

-

7

0

-

-

-

-

-

8

1

AZA

11.6

0

-

-

9

117

KLM

10.2

0, 1

0.73, 0.26, 0.02

0

10

28

NCA, ABW

8

0, 1

0.68, 0.29, 0.04

0

11

60

EZY

9.9

0, 1

0.7, 0.3, 0.0

0

12

6

ETD

9.8

0, 1

0.17, 0.83, 0.0

0

13

6

UAE

9.3

0

-

-

14

25

VLG

18.8

0, 1, 2

0.44, 0.44, 0.12

0

15

0

-

-

-

-

-

16

43

KLM

17.5

0, 1, 2

0.7, 0.23, 0.07

0

17

21

GTI, CLX, ABW

17.8

0, 2

0.29, 0.0, 0.71

0

Segment

VLG

Average arrival
time
21.1

Routes
considered
1

Probability
vector
-

Airline

Score
-
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18

Number of
flights
95

19

0

-

-

-

-

-

20

0

-

-

-

-

-

21

2

VLG

14.4

0, 1

0.5, 0.5, 0.0

0

22

54

AZA

12.8

0, 1

0.74, 0.26, 0.0

0

23

1

KLM

12.1

1

-

-

24

3

NCA, ABW

15.5

0, 2

0.33, 0.0, 0.67

0

25

53

EZY

14.4

0, 1

0.68, 0.32, 0.0

0

26

0

-

-

-

-

-

27

0

-

-

-

-

-

Segment

EZY

Average arrival
time
18

Routes
considered
0, 1

Probability
vector
0.61, 0.35, 0.04

Airline

Score
0

Table 4.1.18 Results of training of application exercise 5.

4.1.4.5.2 Results of validation
The results of the validation of the models trained in the application exercise 5 are shown in Table
4.1.19.

Global results
Early flights
Midday flights
Late flights

Route 0

Route 1

Other

Actual

163

83

31

Estimation

166.5

87.7

22.8

Actual

87

29

5

Estimation

85.4

33.6

2

Actual

42

24

14

Estimation

46.5

24.6

9

Actual

34

30

12

Estimation

34.6

29.7

11.8

Table 4.1.19 Results of validation of application exercise 5. Comparison between the actual and the estimated number of
flights per route.

A visual comparison between the predicted and actual number of flights in each route in the
validation dataset is shown in Figure 4.16. The results show a low value of error.
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Figure 4.16 Comparison of results of validation of application exercise 5.

4.1.4.5.3 Testing results
The testing dataset was divided into two as explained in application exercise 6. The route clustering
and flight segmentation used were the same as in application exercise 6.
The results of the model with the testing dataset are compared with the actual choice of routes and
the null model results in Figure 4.17. Note that the null model does not assign flights to route 3,
which is not considered in the testing dataset and thus included in “other”. The results of the model
show a poor approximation of the actual routes flown, much worse than the null model, which
provides a fair estimation.

Figure 4.17 Comparison of results of testing of application exercise 3.
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The Pearson correlation coefficient of the results of both models with actual data is presented in
Table 4.1.20. Except for early flights, the trained model gives highly uncorrelated results, resulting in
a globally poor estimation. On the other hand, the null model provides a better estimation highly
correlated with actual routes.
Correlation
Total
Early Flights
Midday Flights
Late Flights

Estimation

0.7876

Null model

0.9726

Estimation

0.9452

Null model

0.9974

Estimation

0.2610

Null model

0.9055

Estimation

-0.1372

Null model

0.8817

Table 4.1.20 Comparison of testing results of application exercise 5 with null model.

4.1.4.5.4 Discussion
In this case, the results in testing differ considerably from the expected result. The reason for this is
that in AIRAC 1501, route 3 was available to use whilst in AIRACs 1601-1603 and 1502 that route was
not in general available.
As an example, EasyJet flights arriving around 18:20 used typically in year 2016 routes 0 and 1, where
0 was the preferred route and was used by almost two thirds of the flights. In AIRAC 1501, 16% of
those flights chose route 3. Thus, this route was considered as an available option although the
model was not fit with the training dataset.
Route 3 in AIRAC 1501 had on average lower air navigation charges and lower distance than route 0
and higher charges and distance than route 1. The number of regulations was negligible for all the
routes in AIRAC 1501. The model of EasyJet assumed that route 0 was chosen preferably by an
external factor rather than the most direct and cheaper route 1. When the route 3 was considered,
the model returned a high share of flights taking route 3 as option, which is logical from its
characteristics.
The missing factor here is route availability. Routes 1 and 3 depend highly on the availability of
military airspace. In Figure 4.18, it can be observed that route 3 indeed requires two restricted
airspaces (Saarbrucken and Strasbourg) to be open to use that route. Whenever they are available,
airlines would prefer to take those routes as they are cheaper and more direct. However, this factor
was not taken into account in the model and led to misleading results such as airlines that prefer
systematically more expensive routes.
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Figure 4.18 Detail of the clustered trajectories from Amsterdam to Milan represented over the upper airspace
aeronautical chart [11].

As a summary, the model cannot explain the rationale between using one route or another when this
is linked to the availability of the route and not to economic worthiness or congestion. Therefore, the
solution would be to model route availability, especially military airspace availability.

4.1.4.6 Application exercise 6: decision tree regression of flights from Amsterdam to
Milan
The application exercise 6 studied the flights departing from Schiphol airport (EHAM) to Milan
airports, namely Malpensa (LIMC), Orio al Serio (LIME), and Linate (LIML).

4.1.4.6.1 Results of training
The amount of flights in the training dataset summed 950 flights of 11 airlines the amount of flights
summed 950 flights of 11 different airlines, namely AirBrideCargo (ABW), Alitalia (AZA), Cargolux
(CLX), Corendon Dutch Airlines (CND), Etihad (ETD), EasyJet (EZY), Atlas Air (GTI), KLM, Nippon Cargo
Airlines (NCA), Emirates (UAE) and Vueling (VLG).
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4.1.4.6.1.1 Route clustering
The clustering algorithm calculated four main route choices, as shown in Figure 4.19. The different
clustered routes were:
Cluster 0: Route through Switzerland (LS), avoiding Belgium (EB) and France (LF).
Cluster 1: Shortest route through France (see Table 4.1.21).
Cluster 2: Longest route avoiding Switzerland and France.
Cluster 3: Slightly deviated route avoiding Belgium.
From the routes calculated, only the first two were considered as the rest had less than 30 flights out
of 950. The model only took into account those two and the “other” option.

Figure 4.19 Left: clustered trajectories. Right: assigned cluster to actual trajectories in the training dataset of
application exercise 6.

Cluster
0

Number of
flights
575

Average
length (NM)
493

Average charges
(EUR)
719

Mean regulated
flights
0.05

1

290

465

623

0.05

2

26

549

752

0.03

3

19

475

699

0.1

Table 4.1.21 Properties of the clustered routes in training of application exercise 6.
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4.1.4.6.1.2 Segmentation
A full segmentation was applied to airlines with financial information, whilst the rest were grouped
together (ABW, CLX, CND, GTI and NCA), thus creating 7 classes for the 11 different airlines. The
arrival time was classified automatically into 4 classes:
Class 0: Flights arriving from 4:00 to 11:40.
Class 1: Flights arriving from 11:40 to 15:50.
Class 2: Flights arriving from 15:50 to 19:40.
Class 3: Flights arriving from 19:40 to 4:00.
Therefore, the segmentation created 28 segments resulting from the combinations of airline
segments and arrival times. A multinomial regression model was trained for each segment.
4.1.4.6.1.3 Route choice regression
The results of the model trained in the application exercise 6 are shown in Table 4.1.22. The same
measures followed in previous exercises for segments with no flights or airlines flying a single route
were applied here. In the Table, it is observed that the model is able to fit the probability vector of
several types of airline, each one considering a different set of routes with very low training score
(below 0.05 for all segments). This means that the route choice can be explained with the selected
variables and that the model is simple as it decides only between 3 options.
Segment

Number
of flights

Airline

0

32

KLM

Average
arrival
time
17.6

1

68

EZY

2

0

3
4

Routes
considered

Probability
vector

Score

0, 1, 2

0.63, 0.25, 0.13

0.02

18.2

0, 1

0.62, 0.37, 0.01

0.02

-

-

-

-

-

15

GTI, CLX, ABW

17.7

0

-

-

20

VLG

18.8

0, 1, 2

0.35, 0.35, 0.3

0

5

0

-

-

-

-

-

6

0

-

-

-

-

-

7

89

KLM

10.2

0, 1

0.74, 0.21, 0.04

0.01

8

40

EZY

9.9

0, 1

0.68, 0.33, 0.0

0.01

9

1

AZA

11.6

0

-

-

10

14

NCA, ABW

7.8

0, 1, 2

0.5, 0.43, 0.07

0.01

11

0

-

-

-

-

-

12

3

ETD

9.9

1

-

-

13

3

UAE

9.5

0

-

-

14

32

KLM

21.6

0, 1, 2

0.47, 0.34, 0.19

0.01

15

27

EZY

21.6

0, 1, 2

0.41, 0.52, 0.07

0.02

16

40

AZA

20.7

0, 1, 2

0.57, 0.38, 0.05

0.01

17

9

GTI, CND, ABW

22.2

0, 1, 2

0.11, 0.11, 0.78

0
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Segment

Number
of flights

Airline

18

0

-

Average
arrival
time
-

19

0

-

-

20

0

-

21

1

22

Routes
considered

Probability
vector

Score

-

-

-

-

-

-

-

-

-

-

KLM

12.1

1

-

-

26

EZY

14.4

0, 1

0.77, 0.23, 0.0

0.01

23

29

AZA

12.8

0, 1

0.66, 0.34, 0.0

0.01

24

2

NCA, ABW

14.8

0

-

-

25

1

VLG

14.3

1

-

-

26

0

-

-

-

-

-

27

0

-

-

-

-

-

Table 4.1.22 Results of training of application exercise 6.

As in application exercise 1, airlines following only one route cannot be modelled. Instead, it is
assumed that they always fly that route. Also, some segments are empty.
In this case, the models fit all the segments notably well, with all scores bellow 0.05. This means that
the route choice can be explained with the selected variables and that the model is simple as it
decides only between 3 options.

4.1.4.6.2 Results of validation
The results of the validation of the models trained in the application exercise 6 are shown in Table
4.1.23.

Global results
Early flights
Midday flights
Late flights

Route 0

Route 1

Other

Actual

297

148

41

Estimation

299.3

153.4

29.3

Actual

167

60

6

Estimation

154.9

70.9

7.1

Actual

75

41

22

Estimation

91.7

40.5

5.8

Actual

55

47

13

Estimation

52.6

42

20.5

Table 4.1.23 Results of validation of application exercise 6. Comparison between the actual and the estimated number of
flights per route.

From Figure 4.20 it is observed a precise approximation of the actual routes flown. The segment with
worse results is that of midday flights. This is mainly due to segment 3 (see Table 4.1.22) that
considers only one route but in the validation dataset has 8 flights assigned to the “other” cluster.
This fact could be improved by providing more data or retraining the algorithm.
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Figure 4.20 Comparison of results of validation of application exercise 6.

4.1.4.6.3 Testing results
The testing dataset is divided into two as explained in section 4.1.3.1.
4.1.4.6.3.1 Route clustering
The clustering algorithm is applied to flights during AIRAC 1501. The resulting routes are shown in
Figure 4.21. The differences between the new and the old clustered routes are:
•
•
•
•
•

All clusters had similar trajectories with respect to AIRACs 1601-1603.
Route charges were updated. Charges in year 2015 were higher for all routes (see Table
4.1.24).
Congestion was updated, resulting in a negligible number of regulated flights in 2015.
In this case, cluster 3 was not ignored as it was more often used during AIRAC 1501.
Therefore, clusters 0, 1, 3 and “other” were considered as options.
The considered cluster routes by each segment were updated.

153

Average
length
(NM)
490

Average
charges
(EUR)
765

Mean
regulated
flights
0

1

86

461

652

0.01

2

4

536

778

0

3

17

474

721

0

Cluster

Number of
flights

0

Table 4.1.24 Properties of the clustered routes in testing of application exercise 6.
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Figure 4.21 Clustered trajectories in testing of application exercise 6.

4.1.4.6.3.2 Route choice regression
The results of the model with the testing dataset are compared with the actual choice of routes and
the null model in Figure 4.22. The results of the model show a good approximation of the actual
routes flown. The main difference is the consideration of route 3 by the model, which in the null
model is considered “other”.

Figure 4.22 Comparison of results of testing of application exercise 1.

The Pearson correlation coefficient of the results of both models with actual data is presented in
Table 4.1.25. In this case both models provide similar, highly correlated results.
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Correlation
coefficient
Total
Early Flights
Midday Flights
Late Flights

Estimation

0.9917

Null model

0.9830

Estimation

0.9962

Null model

0.9994

Estimation

0.8989

Null model

0.9165

Estimation

0.9325

Null model

0.9265

Table 4.1.25 Comparison of testing results of application exercise 6 with null model.

4.1.4.6.4 Discussion
For this exercise, as in previous ones, both a multinomial regression and a decision tree model were
trained. However, the decision tree regression model proved to be more accurate in this case. The
reason for this is that the multinomial model overestimated flights assigned to route 3, which was
considered as an available option in the testing dataset. The multinomial model treats the new route
as equal to the others, obviating that it may be restricted, e.g., due to military reasons. In order to
overcome this problem, the model could be improved by incorporating route availability explanatory
variables.
The lower variability of flight choices and charges with respect to other exercises made the decision
tree predictions to replicate better route choices in a different AIRAC cycle. However, these choices
can be also replicated with the null model as the demand did not change substantially between the
training and testing datasets.
As a summary, the model cannot explain the rationale between using one route or another when this
is linked to the availability of the route and not to economic worthiness or congestion. The solution
would be to model route availability, especially military airspace availability.

4.1.4.7 Application exercise 7: performance impact evaluation of constant unit rates
scenario on flights from Canary Islands to London
The evaluation of performance impact was performed with the model of the application exercise
with better results. The selected case was case study 1, which modelled the route choice by means of
multinomial regression of the flights departing from some of the Canary Islands airports, namely
Tenerife North (GCXO), Tenerife South (GCTS) and Las Palmas (GCLP); to London airports, namely
Stansted (EGSS), Gatwick (EGKK), Heathrow (EGGW) and Luton (EGLL).

4.1.4.7.1 Results of prediction
The model predicted the route choice of all non-military IFR flights flying from the origin airports to
the destination airports during the AIRACs 1601, 1602 and 1603. In the defined scenario, the cluster
options and segmentation were the same as in the case study 1, see section 4.1.4.1.1.
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The main difference in this scenario was that unit rate of all charging zones was set to a constant of
€49.22, which is the global unit rate calculated in 2015 (latest economic information available) for all
the countries participating in the Route Charges System [12]. The updated cluster properties are
shown in Table 4.1.26.
Route
Current charges (€)
Constant unit rate charges (€)
Average length (NM)
Mean regulated flights

Route 0
1653
1384
1620
0.18

Route 1
1678
1456
1638
0.13

Route 2
1051
1286
1740
0.13

Table 4.1.26 Updated unit rates of case study 1 clusters in the constant unit rate scenario.

It is important to note that Route 2 charges are lower because of the oceanic part of its path, where
no unit rate is applied. The rest of routes reduce considerably their charges because a significant
proportion of the flight is over expensive countries (i.e., Spain and France), which have their unit rate
reduced in this scenario.
The results of the prediction of route choices are shown in Table 4.1.27.

Global results
Early flights
Midday flights
Late flights

Route 0

Route 1

Route 2

Other

Current

656

235

68

50

Prediction

772.7

197.7

20.6

17.9

Current

123

104

0

10

Prediction

140.8

93.4

0

2.8

Current

361

74

58

25

Prediction

432.8

56.5

17.1

11.5

Current

172

57

10

15

Prediction

199.2

47.9

3.5

3.5

Table 4.1.27 Results of route choice prediction in the constant unit rate scenario.

Results obtained from the route choice model are coherent. The most direct route gained a higher
share whilst the most deviating route (route 2) lost two thirds of its flights, despite remaining as the
cheapest route regarding charges. The rest of the routes, including the “other” option, also reduced
their flights.

4.1.4.7.2 Results of performance metrics
The results of the prediction were used to study the effect of the policy on the overall performance
of the flights flying the issued origin-destination airports. Two aspects were studied: i) the collection
of charges and nautical miles flown overall and by ANSP, and ii) the overall performance metrics per
route, per segment, per airline and overall.
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4.1.4.7.2.1 Performance impact on ANSPs
The first result of the effect of the studied policy on ANSPs is the increment or decrement of nautical
miles controlled by each ANSP. These results are a proxy of the difference in workload to be provided
by each ANSP to accommodate the new traffic share. The results are provided per route and
aggregated by ANSP in Table 4.1.28. The results show how the ANSPs controlling the most direct
routes increment significantly their controlled flights. On the other hand, alternative routes’ ANSPs
lose a high percentage of their controlled traffic.
Route 0
Route 1
Route 2
Route 3
Total
Increment

LF
43.1
-14.1
-13.0
0.0
16.0
5%

LE
23.5
-7.6
-0.3
-5.6
9.9
5%

LP
42.7
-25.9
-11.9
-17.4
-12.6
-3%

EI
0.0
0.0
0.0
-2.0
-2.0
-64%

EG
11.4
-3.8
-4.4
-10.3
-7.1
-6%

GC
22.8
-7.6
-9.7
-6.5
-1.0
0%

GM
40.7
-0.1
0.0
-5.2
35.5
15%

AZ
0.0
0.0
-27.0
0.0
-27.0
-70%

Table 4.1.28 Results of difference in average nautical miles controlled by each ANSP per route and overall in the constant
unit rate scenario.

The next result is the difference in the charges collected in the new scenario. The charges not only
depend on the increment or decrement in controlled nautical miles but also on the change in unit
rate. The results are provided per route and aggregated by ANSP in Table 4.1.29. They show that lowrate ANSPs (i.e., AZ and LP) increment considerably their income although losing high percentages of
traffic. On the other side, high-rate ANSPs (i.e., LE, LF and EG) tend to lose a significant part of their
income. Overall, navigation costs would decrease by 14%.
Route 0
Route 1
Route 2
Route 3
Total
Increment

LF
-54.4
-47.1
-19.0
0.0
-120.6
-27%

LE
-33.8
-27.1
-0.5
-8.8
-70.2
-28%

LP
92.2
12.7
-7.1
-9.9
87.9
28%

EI
0.0
0.0
0.0
-0.7
-0.7
-41%

EG
-44.4
-23.7
-9.5
-23.1
-100.7
-52%

GC
-1.2
-15.2
-11.2
-7.6
-35.2
-16%

GM
-2.1
-0.1
0.0
-6.1
-8.3
-3%

AZ
0.0
0.0
3.2
0.0
3.2
43%

Total
-43.7
-100.5
-44.0
-56.2
-244.5
-14%

Table 4.1.29 Results of difference in average charges collected by each ANSP per route and overall in the constant unit
rate scenario.

4.1.4.7.2.2 Overall performance impact
In this section, we present the effect of the studied policy on the airspace users and the overall
system performance. The first result is the impact on performance disaggregated per traffic
segments. The results are shown in Table 4.1.30. They show that the improvement in flight efficiency
was primarily due to the change in route preference. Overall, route extension was reduced by a 0.6%
and flight time by a 0.4%, which is a substantial performance improvement (for example the
implementation of free route airspace has risen efficiency by 1.6% on average [13]).
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Airline

Number
of flights

Horizontal
route
extension
-0.4%

Expected
number of
regulations
-0.015

Length of
flight (NM)

186

Average
arrival
time
20.5

-6.3

Flight
time
(minutes)
-0.7

TOM
RYR

165

17.6

0.1%

-0.001

0.0

0.0

EZY

221

19.5

-0.2%

-0.006

-4.2

-0.4

IBS

80

17.3

-0.6%

-0.024

-8.7

-1.0

BAW

90

19.2

-2.9%

-0.010

-43.8

-3.8

MON

131

19.7

-0.5%

-0.025

-8.0

-1.0

TCX

67

20.8

-1.9%

0.012

-33.0

-2.6

IBK

67

17.6

0.0%

-0.001

-2.4

-0.2

AWC

1

21.7

0.0%

0.000

0.0

0.0

BLX

1

23.4

-3.8%

-0.400

-55.6

-9.3

Table 4.1.30 Results of difference in performance metrics disaggregated by airline in the constant unit rate scenario.

The next result is the same performance statistics change aggregated by route.
Difference
in number
of flights
Route 0
Route 1
Route 2
Route 3
Average
Increment

116.7
-37.3
-47.4
-32.1
-

Average
horizontal
route
extension
2.7%
3.2%
10.7%
10.1%
3.1%
-0.6%

Average number
of regulations

Average
length of
flight (NM)

Average
flight time
(minutes)

Average
charges
(euros)

0.18
0.14
0.13
0.59
0.18
-0.009

1,620
1,637
1,741
1,740
1,628
-0.6%

235
236
245
251
236
-0.4%

1,384
1,457
1,287
1,317
1,395
-14%

Table 4.1.31 Results of performance metrics disaggregated by route and overall result in the constant unit rate scenario.

4.1.4.7.3 Discussion
The results of the case study show reasonable outcomes. According to the model, airlines tend to fly
shorter routes that, in the new scenario, have lower charges. Moreover, airlines would pay lower
charges globally. On the other hand, ANSPs would reduce globally their income, with more expensive
ANSPs losing a high amount of their current income. It is worth noting that this scenario was selected
only to prove the potential of the tool and a detailed assessment of the policy under testing is out of
the scope of the study.
The results show room for improvement in several aspects. In particular, there are some issues
already identified in the prediction models:
•
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Inelastic airlines. Some airlines use to fly historically only one route. These airlines were
modelled as inelastic ones, which do not change their route preference according to any
parameter. In the reality, these airlines fly through the cheapest route in charges or fuel,
depending on their structure of costs. A radical change in route prices could make these
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•

airlines change their criteria and choose to fly shorter routes, for instance. This problem
could be tackled with a mixed approach between data-driven and model-based algorithms,
by estimating airline costs from data and then selecting the route according to that
information.
Estimated number of regulations. Some routes, particularly the more deviated ones, are
flown only when severe congestion is present. This fact makes that these routes present
relatively high values of average number of regulated flights. When applying the policy
assessment, the expected number of regulations tends to be lowered as more flights take
the direct routes, which is unreasonable as most direct routes tend to be more congested.
Moreover, the number of regulated flights would change as more flights decide to take one
route, which is not modelled in this study.

As a summary, the model is capable of providing trends to assess policies that affect route charges,
congestion or route length. However, there are some aspects to be improved before providing an
accurate prediction of the scenario of study.

4.1.5 Conclusions and recommendations for implementation
Two machine learning techniques were trained in the presented case study: multinomial regression
and decision tree regression. The best performance for two of the three OD pairs studied was
obtained with the multinomial regression technique. However, the performance obtained by the
decision tree model in exercise 6 (see Section 4.1.4.6) is almost equal to that of the null model. This
means that the better performance of the decision tree is mainly due to the inability of the
multinomial model to fit that particular problem. Indeed, we showed that the models lacked of a
variable explaining the availability of each route choice, which was critical for the prediction. As a
conclusion, it can be stated that multinomial regression is a better approach to route choice
modelling, as long as all the critical factors are included in the explanatory variables.
It is important to highlight that for the exercises with the highest correlation between predictions
and actual choices (i.e., exercises 1 and 6) the null model achieved almost the same performance.
Therefore, if route choices are not highly variable (e.g., because charges and congestion remain the
same between two seasons), the null model is a viable option for route choice prediction. However,
for the cases when route choices vary significantly from a season to another, as in exercise 3, the
proposed approach offers a more powerful tool to predict the new traffic flows.
Further research should focus on: i) incorporating more significant metrics to the model, such as
wind and availability of routes, ii) apply the method at a wider scale, iii) combine this data drivenapproach with model-based algorithms to improve results, and iv) aggregate traffic predictions into
occupancy of airspace sectors at a finer-granularity scale. These aspects are discussed hereafter.
In the current approach, an important factor was missing: the influence of wind. During the study,
the variable “average distance flown with respect to the air” was explored to substitute the “average
ground distance flown” of each route cluster, but it did not improve results. A future research thread
would be to compute the expected wind influence on a flight-by-flight basis (from forecasts at the
departing time) for each of the considered routes.
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The presented approach is fully data-driven regarding trajectories. This means that actual airspace
design is not explicitly taken into account, but implicitly from usual routes flown. This approach is
correct when the airspace structure is stable. However, some elements of the airspace are not, such
as military areas. An improvement would be to only consider the routes that can be flown at the time
the flight departs to avoid assigning flights to a route that is closed, for instance because of military
exercises.
Regarding the used metrics, the selected congestion variable (average number of regulated flights)
has proven to sometimes lead to misleading results. For instance, deviated routes from the shortest
path may have high values of this variable although they are actually less congested (see for example
routes 3 and 4 of Table 4.1.2). A better metric of congestion could tackle this problem.
The predictive power could be enhanced by inputting enhanced datasets. In the current approach,
the algorithm uses a dataset of flights of only one season to train the model. An improvement would
be to train the model with a wider set of flights (including several seasons) to improve the
predictions across seasons. Moreover, the models could be designed to be updated continuously to
provide better estimations by accounting for the last events.
The presented data-driven approach can be also improved by combining it with optimisation models.
The reason for this is that airline decisions regarding route choice are usually driven by a cost
optimisation process. The overall cost of a particular flight depends highly on the cost of delay of that
flight [3]. Data-driven approaches could be combined with model-based approaches to approximate
flight variables such as the cost of delay or fuel consumption and then perform a cost optimisation to
choose the most profitable route.
A prospective application of the proposed modelling approach is the aggregation of route predictions
into traffic demand volumes in order to predict the appearance of hotspots. To do so, the current
approach should be applied to all OD pairs for which one or more possible routes cross the hotspot.
Then, predictions should be aggregated in a probabilistic manner to obtain the predicted traffic
volume in the hotspot. This application would be of use for demand-capacity balancing and planning
during pre-tactical planning phase.
On a more strategic level, the modelling approach developed in this paper could also be used to
investigate questions related to the interrelationship between ATM Key Performance Areas, e.g. the
trade-offs between environment (flight efficiency), capacity (delay) and cost-efficiency.
To sum up, the presented models have a potential for traffic prediction during the pre-tactical
planning phase, when no flight plan is available to know which route the airline will choose. This
represents a step forward in enhancing ATFCM by the provision of better estimations of traffic
evolution. However, the current approach requires further development and enhancement to
produce more reliable traffic forecasts in terms of trajectory granularity, generalisation of the
algorithm and prediction accuracy.
The models provide a tool to assess the performance effect of policies affecting the three factors
modelled in the study: charges, congestion and routes structure. The models allow the extraction of
aggregated metrics to evaluate the trade-off between flight efficiency and congestion. Results have
to be considered as an approximation or trend of the expected performance impact.
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4.2 CS-2: Identification of sources of en-route flight inefficiency
4.2.1 Objectives
The goal of this case study is to identify sources and drivers of en-route flight efficiency by means of
machine learning techniques. A flight efficiency predictor is used to explore the dependencies
between local flight efficiency of an ACC and several influence factors, such as the heading of the
flight or the airspaces crossed by the flight trajectory. The predictor is trained with historical traffic
data. This approach aims to improve performance management by improving the characterisation of
flight inefficiency drivers and providing tools for cause-effect assessment.

4.2.2 Data sources
4.2.2.1 DDR
The Demand Data Repository (DDR) is a restricted-access flight database maintained by
EUROCONTROL, which records data for almost all flights flying within the European airspace (ECAC
area). This database has been fully operational since 2013.
The information from DDR used in this case study includes:
•
•
•
•

Trajectory description: coordinates, timing, altitude and length of the flight.
Flight description: ID, airline, aircraft, origin, destination, date, departure time, arrival time,
most penalising regulation and ATFM delay.
Intersections between airspace and flights: airspace intersected, entry time and exit time.
Airspace information: airspace definition (coordinates, altitudes) and airport coordinates.

This information is available for both actual flown and last filled flight plan.
It is important to note that the 4D trajectories stored in the DDR are not radar tracks but a
simplification of the trajectory, where only points that deviate significantly from the planned
trajectory are stored.

4.2.3 Approach and methodology
The study applies the methodology to Bordeaux ACC (LFBBCTA). This ACC was selected due to its size
(2,200 flights in the day of study, i.e., 20/02/2017), position (in the path of the South-West air-traffic
axis, which is one of the main air traffic flows in Europe). This analysis was carried out in coordination
with the other SESAR ER performance projects (i.e., APACHE and AURORA). For this airspace, two
different modelling techniques are applied: decision trees and random forests. Other techniques
were explored during the modelling process (e.g., neural networks) but were discarded due to their
low-performing results.
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Each technique application follows the same steps:
1. Model training. A machine learning algorithm is trained to predict the most probable flight
efficiency of each flight according to different flight characteristics, such as direction, reference
flight level, congestion, etc.
2. Model validation. A dataset different from the training dataset is used to compare the model
predictions with the actual flight efficiency and choose the best model.
3. Model testing. Once a model is validated, its accuracy is tested by applying the algorithm to a
different set of flights.

4.2.3.1 Dataset preparation
For both modelling approaches, the following datasets are created. The datasets include the flight
information of all non-military IFR flights with origin and destination within the ECAC area that
crossed the upper airspace (above flight level 245) of the ACC during the day of study (20/02/2017),
which resulted in around 1,400 flights after the filtering.
•

•

•

Training dataset: the training dataset contains the information of the majority (70%) of the
flights crossing the ACC during the day of study. These data are used to calibrate the
parameters of the models.
Validation dataset: the validation dataset contains the information of a subsample (15%) of the
flights crossing the ACC during the day of study. These data are used to validate the results of
the trained algorithm and select the best fit.
Testing dataset: the testing dataset contains the information of another subsample (15%) of
the flights crossing the ACC during the day of study. These data are used to evaluate the
performance of the predictive models.

Note that all the datasets are complementary, i.e., a flight can only be assigned to the training,
validation or testing dataset. This assignment is done randomly.

4.2.3.2 Flight efficiency modelling
The flight efficiency predictor assigns a value of the flight efficiency indicator to each flight according
to the characteristics of the flight. In this section, we describe the efficiency indicator and the
explanatory variables used to train, validate and test the model.
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4.2.3.2.1 Flight efficiency indicator
In this study we model the key performance indicator of horizontal flight efficiency (KEA) [14]. KEA
compares the actual flown horizontal length with the achieved distance, defined as the mean of the
distance2 increased from the origin and the distance reduced to the destination. The achieved
distance is therefore defined as:
1
𝐻𝑗 = (d(𝑁𝐷) − d(𝑋𝐷) + d(𝑂𝑋) − d(𝑂𝑁))
2
Where 𝐻𝑗 is the achieved distance of the segment j, d is the great circle distance between two points,
N is the initial point of the segment j, D is the destination of the flight, X is the final point of the
segment j and O is the origin of the flight.
This indicator can also be calculated for portions of the flight, as shown in equation (6):
𝐾𝐸𝐴𝑝 =

∑𝐿𝑝𝑗 − ∑𝐻𝑝𝑗

∑𝐻𝑝𝑗

Where 𝐾𝐸𝐴𝑝 is the horizontal efficiency indicator in the airspace p, 𝐿𝑝𝑗 is the length of the segment j
inside the airspace p, and 𝐻𝑝𝑗 is the achieved distance of the segment j inside the airspace p.
This performance indicator can be separated into two components:
•
•

Local extension: it is the difference between the flown horizontal length inside the airspace
and the horizontal distance between the entry and exit point to/from the airspace.
Interface contribution: it is the difference between the distance between the entry and exit
point to/from the airspace and the achieved distance.

From a modelling point of view, both components are predicted independently in order to
characterise better the variables that affect one or another. For instance, local extension may be
highly correlated with the entry point to the airspace, whilst the interface contribution may be
determined by the average heading of the flight. Therefore, two models are trained to predict the
KEA: the local predictor and the interface predictor.

4.2.3.2.2 Explanatory variables
There is a vast number of factors determining the horizontal efficiency of a flight. From a preliminary
study of literature and expert consultation, a list of them was selected for the local and interface
components. Note that some of the variables are obtained from actual data (e.g., number of flights
per ATCO in operation), other from the last filled flight plan (e.g., reference flight level), and other
from the ideal route, i.e., the great circle route (e.g., entry point of the great circle route to the ACC).

2

Here distance is understood as the great circle distance, i.e., the length of the arc joining both points and
radius equal to the Earth radius.
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In order to simplify the number of variables, a Principal Component Analysis (PCA) was conducted for
dimensionality reduction. This option was discarded due to the poorer scores obtained in validation.
This may be motivated by the positive effect of noise for avoiding overfitting, which is reduced by
PCA. Overfitting means fitting the noise but, if the noise is high enough not to be fit with the model,
overfitting is reduced. For instance, data augmentation profits from this (see [15]).
4.2.3.2.2.1 Data exploration
Prior to the selection of the input variables for the models of horizontal flight efficiency, an
exploration of the considered inputs is performed. This exploration consists of a statistical study of
the identified influence factors to determine which are more suitable for the modelling of each
component of the horizontal flight efficiency and validate the data.
The first group of variables studied try to explain the inefficiencies caused by congestion. In this
group we include two variables: the number of flights per ATCO in the ACC under study and the
contiguous ACCs, and the take-off time. In the Figure 4.23, the hourly congestion and the flight
efficiency distribution throughout the day of study are shown. It is clear that not only the mean
efficiency is lower during the peak hours (6-9 and 18-21) but also the dispersion of the efficiency. To
take into account the congestion at the time of flight, the number of flights per ATCO in an area are
pondered over the duration of the flight.
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Figure 4.23 Influence of congestion on KEA. Top: Number of flights per ATCOs in LFBBCTA during the day of study.
Bottom: combination of boxplot and kernel density estimate of KEA in LFBBCTA for different take-off time periods.
The contour represents the kernel density estimate, the white dot represents the mean, black dots are samples within
the first and third quartiles, and the vertical lines represent the actual range of the data for a given subsample.

An important factor influencing horizontal flight efficiency is the airspace structure. The airspace
structure constrains the flight plans and, thus, the actual flight efficiency. Two variables were
designed to model this influence: the distance between the ideal entry point and the planned entry
point to the ACC and the distance between the ideal exit point and the planned exit point from the
ACC. The cases when the ideal route did not cross the ACC are filtered out in this case but could be
modelled as a maximum distance. In the Figure 4.24, the interface between Spanish ACCs and
LFBBCTA is shown with the planned and ideal trajectories of flights crossing that interface. The
number of entry points is limited and such constraint prevents planned trajectories from flying the
ideal route, with the subsequent decrease in flight efficiency.
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Figure 4.24 Comparison of ideal (dashed lines) and planned (continuous lines) trajectories across the Pyrenees.

Figure 4.25 Distribution of horizontal flight efficiency in LFBBCTA for different distance between ideal and planned
exit point ranges.

The flight range, measured by the great circle distance between departure and arrival, is also an
influencing variable. This variable can be used to spot differences between long-, medium- and shortrange flights regarding flight efficiency. For instance, as observed in Figure 4.26, shorter flights tend
to have lower efficiency (higher KEA).
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Figure 4.26 Horizontal flight efficiency in LFBBCTA vs range and moving mean.

Another group of variables is the one linked to the airspaces crossed. Two variables are calculated for
this: the ideal distance flown in the ACC and in contiguous ACCs, and the average heading of the
route. The influence of the latter is shown in Figure 4.27. The heading is computed from 0 to 180
degrees, thus not distinguishing the sense of the direction of the flight. In the Figure one can
appreciate how some directions have in general higher efficiency than others.
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Figure 4.27 Distribution of horizontal flight efficiency in LFBBCTA for different average heading ranges.

The last variables are intended to explain how the interface with contiguous airspace is optimised
and also the influence of the ideal distance crossed in the ACC. An example is shown in Figure 4.28
for LECMCTA. In the Figure it is observed that flights whose ideal trajectory does not cross (or crosses
only for a few kilometres) LECMCTA have in general lower efficiency. Moreover, there are significant
differences for flights ideally flying low, average and large distances in that ACC.
Another example is Figure 4.29, which shows the influence of the distance flown in LFFFCTA. LFFFCTA
airspace is special as it is mostly restricted to flights departing from Paris airports. Therefore, the
flights that ideally cross such airspace should be in general penalised, as it is observed in the figure. It
is worth mentioning that, due to its shape (see Figure 4.29 right), the flights that ideally cross the ACC
transversally (i.e., ideal distance in LFFFCTA between 25 and 100 NM) are much more affected by this
restriction than those that cross it longitudinally (i.e., ideal distance in LFFFCTA > 100 NM).
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Figure 4.28 Distribution of horizontal flight efficiency in LFBBCTA for different ranges of distance flown in LECMCTA.

Figure 4.29 Left: Distribution of horizontal flight efficiency in LFBBCTA for different ranges of distance flown in LFFFCTA.
Right: upper airspace between LFBBCTA and LFFFCTA.
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4.2.3.2.2.2 Selected variables for the local component
For the local component it is reasonable to think that the variables should be linked to the ACC under
study. Therefore, the selected input variables to model the local component of horizontal flight
efficiency KPI are:
•

Number of aircraft per ATCO in OPS in the ACC averaged between the departure and arrival
time of the actual flight. This indicator provides a measure of the given congestion.

•

Global average heading of the route. This explanatory variable intends to discover any flight
directions that are not favoured by the ACC.

•

Reference Flight Level. Flights that fill a lower flight level may suffer lower the effects of
congestion or some routes may be restricted at some flight levels.

•

Distance from origin to destination. This indicator explains the influence of the route length in
the efficiency as spotted in the data exploration.

•

Global average heading of the route. This indicator explains if some directions are less
constrained than others inside the ACC.

•

Distance from entry to exit point in LFBBCTA. This indicator together with the previous aim to
explain if some directions and type of routes are better optimised than others inside the ACC.

•

Take-off time. This is an indicator that may highlight differences in efficiency along the hour of
the day. This indicator could be improved by using the planned entry time to the issued ACC.
However, for the scope of the project, which are flights within the ECAC area, the difference is
not so significant.

4.2.3.2.2.3 Selected variables for the interface component
The selected input variables to model the interface component of horizontal flight efficiency KPI are:
•

74

Flown distance in contiguous and self ACC of the great circle route. This indicator can highlight
low-efficient interfaces and the influence of the distance flown inside the ACC. Some interfaces
with contiguous ACCs may be less optimised for certain flows (see Figure 4.24) and also the
distance flown ideally in an ACC has proven to drive efficiency (see Figure 4.28). The ACCs in
this case study are:
o

LFBBCTA (Bordeaux ACC).

o

LFRRCTA (Reims ACC).

o

LFFFCTA (Paris ACC).

o

LFMMCTA (Marseille ACC).

o

LECBCTA (Barcelona ACC).

o

LECMCTA (Madrid ACC).

•

Global average heading of the route. Same indicator as in the local component.

•

Distance between entry point of the great circle route and flight plan entry point to the ACC.
This is an indicator of the possibility to fill the ideal route as a flight plan and the magnitude of
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such airspace constraint. Routes that are highly deviated in the flight plan with respect to the
ideal lead to less efficient interface component.
•

Distance between exit point of the great circle route and flight plan exit point to the ACC.
Similar indicator as the previous one.

•

Reference Flight Level. Same indicator as in the local component.

•

Number of aircraft per ATCO in OPS in the ACC averaged between the departure and arrival
time of the actual flight. Same indicator as in the local component.

•

Distance from origin to destination. Same indicator as in the local component.

•

Take-off time. Same indicator as in the local component.

4.2.3.2.3 Decision tree regressor
A decision tree is a sequence of nodes, each associated to a linear binary classifier (split) and linked
with a parent node and whether to two children nodes or none (if so, the node is called leaf node). A
prediction is obtained by classifying sequentially the sample. Each node has different binary
classifiers that consider a limited number of the sample features (but may be considered in several
splits).
To classify the sample, all the samples are split in the origin node to one of its children. Then, each
sample is split again in the assigned node until a leaf node is reached. Each leaf node is associated to
a value, which is the prediction for the sample.
The decision tree regressor is basically configured through two parameters: the maximum number of
concatenated nodes, known as the depth of the decision tree, and the maximum number of features
considered in a split.
This type of algorithm provides a simple way of analysis of the trained model as one can explore
what are the choice criteria inside the model and the decision path used for the classification of a
sample. This property makes the algorithm suitable for the current approach. Other characteristics
and further description of the algorithm are found in section 4.1.3.5.2.
The model was implemented using the Python public library scikit-learn [1], with the function
DecisionTreeRegressor. The parameters of depth and maximum number of features are chosen with
a grid search method (function GridSearchCV) using a k-fold (function KFold) and evaluating the score
with cross-validation (function cross_val_score). The model with best cross-validation score was
chosen.

4.2.3.2.4 Random forest regressor
A random forest is a machine learning model formed by a set of decision trees (see [16] chapter 8).
Each tree is trained with a random subset drawn with repetition (bootstrapping) of the training data.
The prediction at each split in the trees is then obtained by considering only a random subset of the
predictors at that split. The output is finally obtained as an average of the output of each tree. The
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reason behind is to reduce the correlation between the predictions of the different decision trees,
and, therefore, reduce variability in the output.
The main advantage with respect to decision trees is their lower overfitting and lower variance, i.e.,
similar inputs will result in similar outputs. Random forests require one more input than decision
trees (i.e., apart from depth and number of features): number of estimators (trees). In addition,
random forests benefit from large datasets with high number of correlated variables like the current
case, as they select different features for each split and tree thus avoiding overfitting.
A drawback of this type of models is the more complicated analysis of the results. Typically, all the
features are used to perform the regression and there is not a clear path of decision as the resulting
trained decision trees are often much bigger than when training only one and highly heterogeneous.
One must keep in mind when studying them, that the output is a combination of the outputs of all
the single trees, which are in general individually inaccurate.
The model was implemented using the Python public library scikit-learn [1], with the function
RandomForestRegressor. The parameters of depth, size of the forest and number of features are
chosen with a grid search method (function GridSearchCV) using a k-fold (function KFold) and
evaluating the score with cross-validation (function cross_val_score). The model with best crossvalidation score was chosen.
To improve results, a boosting is performed, which consists in training a random forest with lower
number of estimators (15 in this case). Then a model with higher number of estimators (the optimal
number found with the grid search) is trained taking into account the results of the previous one.
This method is proven to improve the score of the model.

4.2.3.2.5 Training
Once the model is selected, the model constants are calculated through an optimisation process to
fit the data to the training dataset according to a cost function (minimum square error). The cost
function evaluates the similarity of the output, i.e., the predicted efficiency metric, to the actual
efficiency metric. This process is done separately for the local and interface KEA metrics.
The training dataset consists of 70% of the flights during the period of study. The rest of the flights
are reserved for the validation and testing processes. The training, validation and testing datasets are
separated randomly by applying the function train_test_split from the public library scikit-learn [1].
During the training process, not only the internal variables of the model are set but also the
parameters of the machine learning technique, e.g., the depth of the decision tree. To set those
parameters, a grid search is performed and the score is evaluated with a 5 fold cross-validation (see
[16, Ch. 5.1]).
To improve the results, data augmentation is carried out, see [15]. This consists in creating copies of
the training samples with random noise. This process aims to reduce overfitting by creating a much
more complex and noisy dataset so the noise cannot be fit with the trained model, thus reducing the
prediction error in the validation and testing. The training dataset is expanded 5 times with random
noise with amplitude 0.1 in the input variables and 0.02 in the output variable.
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4.2.3.2.6 Validation
The objective of validation is to evaluate the performance of a trained model for different
parameters with data outside the training dataset, which gives a first measure of the model’s error
and helps to select the most appropriate parameters of the regressor.
To obtain the validation score, a prediction is obtained from the trained model for the inputs of the
validation dataset. This prediction is compared with the actual values of efficiency and a score is
obtained as the Pearson correlation coefficient.
The validation dataset consists of half of the 30% of the flights during the period of study reserved
for validation and training. The other half is used to test the final model, whose parameters are
selected according to the validation score.
The validation score resulting from a trained model may be worse than expected, mainly due to
overfitting. When this score is below a threshold (0.65 of validation score), the training process is
repeated iteratively until a fair result of validation score is achieved. This process is shown in the
diagram in the Figure 4.30.

Figure 4.30 Diagram of the training, validation and testing processes.

4.2.3.2.7 Testing
The objective of the testing is to obtain a final measure of the expected error of the prediction. It
consists in predicting the efficiency with data outside the training and validation datasets and
comparing with the actual values. The score is obtained as the mean square error. The testing
dataset consists of the remaining 15% of flights not used for training nor validation.

4.2.3.3 Assessment of flight efficiency: influence factors
The objective of the present study is to assess the drivers of en-route flight efficiency and the way
they influence efficiency indicators. To do so, the best performing model is selected and analysed to
extract such information. Flight efficiency influence factors are studied in two manners:
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•

Analysis of the most determinant features that influence flight efficiency. In this case, three
factors are explored: the most selected features in the trees’ splits, the most selected features
in the first five splits (which have a higher influence than higher rank splits) and relative
importance of each feature, i.e., the relative number of samples classified taking into account
that feature.

•

Evaluation of the influence of those factors on the selected indicator of efficiency. This is done
by calculating the derivative (finite difference) of the output at the data samples, i.e.,
calculating the difference in output when each variable is increased by 0.1. The value of 0.1 is
set so most of the trees change their output. For each input variable, the average derivative is
analysed together with its standard deviation and the fraction of positive derivative values.

Both analyses provide a clear picture of the magnitude and sense of the influence of the selected
input variables to the indicator of horizontal flight efficiency. Moreover, the analyses enable further
discussion on the causes and effects of inefficiencies. The proposed procedure is an exercise of how
regression models can be used not only for prediction but also to performance assessment, in this
case applied to en-route efficiency.

4.2.4 Results
In this section, the results of the models for the different techniques explored, discussion and causeand effect assessment are presented. The techniques explored are: decision tree and random forest
regressors.

4.2.4.1 Local efficiency prediction
The results for the training and validation for both techniques for the local efficiency prediction are
summarised in the table below:

Training
Validation

Decision tree regressor
Pearson correlation factor
0.236
0.121

Random forest regressor
Pearson correlation factor
0.319
0.158

Table 4.2.1 Pearson correlation factor of decision tree and random forest for the modelling of the local efficiency
indicator.

These results provide a very poor fit to the actual data to be used as an assessment tool. The reason
for this may be the quality of the data, which is not granular enough to be used for local efficiency
calculation. Note that DDR data only stores deviations from the planned trajectory if the deviation
reaches a certain threshold (20 NM or 5 min). In addition, the local efficiency metric has, in general,
values close to 1 (the best achievable). This fact makes slight deviations in the course of a flight have
a significant increase in the value of the normalised efficiency metric, i.e., the noise creates a
variability comparable to the intrinsic variability of the data.
From this discussion it is clear that it makes no sense to assess local efficiency with the trained
models. Therefore, the local efficiency predictors are obviated in the cause and effect assessment.

78

© – 2018 – INTUIT Consortium.
All rights reserved. Licensed to the SESAR Joint Undertaking under
conditions.

INTUIT – D4.1 PERFORMANCE METRICS AND PREDICTIVE MODELS

4.2.4.2 Interface efficiency prediction
The results for the training and validation for both techniques for the local efficiency prediction are
summarised in the table below:

Training
Validation

Decision tree regressor
Pearson correlation factor
0.591
0.553

Random forest regressor
Pearson correlation factor
0.854
0.678

Table 4.2.2 Score of decision tree and random forest for the modelling of the interface efficiency indicator.

These models provide a much better estimation of the interface efficiency metric than the one
obtained for the local component. However, the models do not yield an adequate correlation to use
them as an accurate predictor of efficiency. This is due to several reasons: first, there may be factors
affecting efficiency that are not taken into account; second, there is a random component that
makes a deterministic approach like this having some intrinsic random error.
From the results, it can be observed that the random forest regressor performs much better than the
decision tree regressor due to its properties already explained in section 4.2.3.2.4. Therefore, the
random forest regressor is chosen to be further analysed and used for the cause and effect
assessment.
The results shown in Table 4.2.2 are the ones obtained for the best estimator found from the models
trained with different values of parameters. In the case of the random forest, the parameters that
maximised the validation error are:
•

Maximum depth of the trees: 9.

•

Maximum number of features considered in a split: 2.

•

Number of estimators: 60.

It is important to note that the optimal maximum depth is much higher than the one obtained for a
single decision tree (for instance the optimal decision tree had depth 4). This is due to the fact that
more overfitted single trees are averaged and, thus, countered. The same applies to the number of
estimators, which has to be sufficiently high to average over a large sample of trees to cancel the
trees’ inherent variability.
In the case of the number of features, the fact that there is a high number of trees and a high
number of inputs makes the splits work well with a low number of features. Whilst one tree may only
consider a small set of features, the rest are taken into account by the other trees.
The high number of inputs and their correlation with each other make these type of regressors
suitable for the current problem. While other regressors may suffer overfitting when fit with highly
correlated data, random forests obviate naturally correlated features by selecting only one or two
features for each split. This fact is observed in the testing results, which give a final value of the
expected error:
•

Testing Pearson correlation factor: 0.600.

•

Testing mean square error: 0.0112.
© – 2018 – INTUIT Consortium.
All rights reserved. Licensed to the SESAR Joint Undertaking
under conditions.

79

EDITION 01.00.00

Note that the mean square error is expressed in the same units as the horizontal flight efficiency KPI
(KEA). It means that the expected error of a prediction with this model of the interface horizontal
flight efficiency is within a 1% of the actual value. This value is not accurate enough for a prediction
of individual flight’s efficiency but serves as a proxy to evaluate performance drivers.

4.2.4.3 Assessment of flight efficiency
In Table 4.2.3, several indicators of the magnitude of the influence of each feature on the output of
the chosen prediction model are shown. The most determining indicator is the relative importance,
which is obtained as the relative fraction of the samples that are influenced by that feature during
the prediction. It is important to note that not all the samples cross all the tree nodes, therefore
higher depth nodes have relatively lower importance in the prediction whilst the first nodes
influence most of the samples.
From the table it is observed that the most influencing variables in prediction are the distance from
the planned exit or entry point to the ideal entry point. This suggests that the interface component of
the horizontal flight efficiency is highly dependent on the structure of the airspace, specifically to the
interface between airspaces. An example is the interface between LFBBCTA and LECMCTA in the
Pyrenees, which has only a few handover options.
The distance flown in the LFBBCTA is the third most influencing variable. The distances in the
contiguous ACCs have similar values of relative importance as well as the average heading. This
determines from which direction the flight enters and exits the ACC, which seems to have a strong
influence on the value of efficiency. The most influencing variable of these is the distance in
LECMCTA. This distance may be used by the model to separate flights incoming from farther airports
(Portugal, Canarias, etc.) to flights from Spain, which may have different tendencies.
The next two variables in importance have to do with the length of flight: reference flight level and
great circle distance. This influences efficiency in two ways. First, the formula of the efficiency is
influenced by the length of the flight, with long haul flights being less affected by deviations in the
course of a flight. Second, airspace structure and constraints of the ACC may influence more shorthaul, low altitude flights.
The last group of influencing variables are those linked to congestion (number of ATCOs and, to a
lesser extent, take-off time). Individually these variables may seem to have a lower influence, but
their total importance together lays around 15%, which is not negligible.
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Input variable

Number of nodes using
the feature

Relative importance

1024

Number of nodes using
the feature in the first
five splits
32

Distance between
planned and great circle
exit point from LFBBCTA
Distance between
planned and great circle
entry point to LFBBCTA
Great circle distance in
LFBBCTA
Great circle distance in
LECMCTA
Average heading
Great circle distance in
LFRRCTA
Great circle distance in
LFMMCTA
Great circle distance in
LFFFCTA
Great circle distance in
LECBCTA
Great circle distance
Reference FL in LFBBCTA
Flights per ATCO in
LFRRCTA
Flights per ATCO in
LFFFCTA
Flights per ATCO in
LECBCTA
Flights per ATCO in
LECMCTA
Flights per ATCO in
LFBBCTA
Flights per ATCO in
LFMMCTA
Take-off time

953

20

9.81%

1049

22

8.92%

838

24

7.35%

967
932

14
19

6.77%
6.52%

842

23

6.48%

836

15

6.33%

829

18

5.30%

931
885
833

15
11
14

4.27%
2.87%
2.68%

889

12

2.45%

862

10

2.35%

800

12

2.17%

854

9

2.14%

830

12

2.11%

795

7

2.08%

19.40%

Table 4.2.3 Feature importance of the different used input variables.

In Table 4.2.4, several indicators of the influence of each feature on the prediction model are shown.
The most determining indicator is the average derivative, which is the average increment divided
between 0.1 in the output for the training dataset when the input variable considered is increased by
0.1 for each sample. However, due to the non-linearity of the model, other indicators are considered:
the standard deviation of the derivative and the fraction of positive derivative values. It may happen
that some variables have high standard deviation and a positive derivative fraction near to 0.5, which
indicates that the influence of those features varies highly and has not a clear sense of influence.
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From the table it is observed that the most influencing variables in the prediction, i.e., the distance
from the planned exit or entry point to the ideal entry point, have clearly a positive value, which is
obvious: the higher the distance between ideal and planned entry point, the lower the efficiency.
The ideal distance flown in the LFBBCTA has a slightly negative derivative, i.e., the higher the distance
flown in the ACC, the higher the efficiency. This fact suggests that flights that cross entirely the
airspace may fly more direct trajectories.
The ideal distance in LECMCTA has, on the contrary, a slightly positive derivative, i.e., flights crossing
LECMCTA airspace have lower efficiency. It should be noted that, in this case, there are different
tendencies for flights that ideally should not cross LECMCTA (positive derivative) and flights that
ideally cross LECMCTA (negative derivative) shown in Figure 4.31. This indicates that flying through
LECMCTA has negative influence, but, in that case, the higher the distance flown inside LECMCTA, the
better the efficiency, i.e., flights from Portugal or Canary Islands have lower efficiency in general than
those from Madrid.

Figure 4.31 Left: Scatterplot of the derivative of the normalised efficiency with respect to the normalised ideal
distance in LECMCTA vs the ideal distance in LECMCTA and moving average for the flights that ideally cross LECMCTA.
Right: Scatterplot of the normalised efficiency vs the ideal distance in LECMCTA and moving average for the flights
that ideally cross LECMCTA.

The average heading has almost null average derivative although with high variance. This means that
the derivative has a value highly dependent on the value of the heading itself. This is reasonable, as
the heading serves as an indicator to separate traffic flows that may have different behaviours
regarding efficiency, as observed in Figure 4.32. For instance, the most efficient flows are those with
heading around 70 degrees, mainly consisting of flights connecting Madrid, Portugal, Munich and
Switzerland.
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Figure 4.32 Left: Scatterplot of the normalised efficiency derivative with respect to the normalised average heading vs
the heading and moving average. Right: Scatterplot of the normalised efficiency vs the heading and moving average.

The rest of indicators regarding ideal distances in contiguous ACCs have relatively low derivatives.
Only two are remarkable: LFRRCTA, which has mainly a negative derivative (positive influence), and
LFFFCTA, which has a predominant positive derivative (negative influence). This last indicator shows
the influence of the constraints to cross LFFFCTA, which is mainly restricted to flights incoming from
Paris airports, from LFBBCTA.
The total distance of the great circle route has a globally undetermined derivative. If we plot the
variation with respect to the great circle length (Figure 4.33), it is observed that the lowest and
highest length flights have in general a positive derivative (the larger the distance, the more
inefficient) whilst flights with average lengths (500 to 1000 NM) have in general slightly negative
derivative (the shorter the flight, the more efficient).

© – 2018 – INTUIT Consortium.
All rights reserved. Licensed to the SESAR Joint Undertaking
under conditions.

83

EDITION 01.00.00

Figure 4.33 Scatterplot of the derivative of normalised efficiency with respect to the normalised great circle distance vs
the normalised great circle distance and moving average.

The reference flight level has globally a negative derivative, i.e., the higher the flight level, the higher
the efficiency. This is aligned with the fact that flights in lower flight levels are those flying short-haul
flights and, thus, more constrained by the origin and destination airports.
Influencing variables linked to congestion (number of ATCOs and take-off time) present in general a
negative derivative, i.e., better efficiency when higher congestion, which is reasonable. Note that
some of them have on average positive derivative although the fraction of positive derivative is lower
than 0.5.
Input variable

Average
derivative

Standard
deviation

Distance between planned
and great circle exit point
from LFBBCTA
Distance between planned
and great circle entry point
to LFBBCTA
Great circle distance in
LFBBCTA
Great circle distance in
LECMCTA
Average heading
Great circle distance in
LFRRCTA

0.2187

84

0.251

Fraction of samples
with positive
derivative fraction
0.88

Pearson correlation
factor with the interface
efficiency metric
0.380

0.1152

0.244

0.76

0.288

-0.0093

0.051

0.40

-0.316

0.0093

0.155

0.61

-0.246

-0.0016
-0.0151

0.184
0.075

0.60
0.40

-0.054
-0.040
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Great circle distance in
LFMMCTA
Great circle distance in
LFFFCTA
Great circle distance in
LECBCTA
Great circle distance
Reference FL in LFBBCTA
Flights per ATCO in LFRRCTA
Flights per ATCO in LFFFCTA
Flights per ATCO in LECBCTA
Flights per ATCO in
LECMCTA
Flights per ATCO in LFBBCTA
Flights per ATCO in
LFMMCTA
Take-off time

0.0088

0.049

0.57

0.128

0.0226

0.061

0.79

0.208

0.0000

0.043

0.44

0.166

-0.0024
-0.0196
-0.0078
-0.0001
0.0108
0.0174

0.103
0.094
0.057
0.066
0.060
0.079

0.47
0.41
0.39
0.51
0.62
0.53

0.044
-0.045
-0.042
0.057
0.064
0.031

0.0025
-0.0030

0.052
0.070

0.36
0.33

-0.027
-0.034

0.0025

0.053

0.23

-0.038

Table 4.2.4 Efficiency sensitivity to the different used input variables.

4.2.5 Conclusions and recommendations for implementation
The case study presented in this section provides a first approach to make use of data analytics in
order to assess performance for a certain airspace area, in particular at ACC level. In the proposed
approach, performance is modelled as a function of the flight properties by means of machine
learning techniques. This model enables the analysis of meaningful correlations between input
properties and output performance. The extracted interrelationships serve to perform an assessment
of the causes and effects of low performing flights.
The novelty of this assessment is that it is not based on globally calculated performance indicators,
its values and trends, but on interrelationships found through machine learning techniques. This
approach can be of use for regulatory authorities, ANSPs and other organisations such as the
Performance Review Unit, in order to better recommend mitigation measures or focus areas for
performance improvement. The additional value with respect to traditional business intelligence,
based on simplistic statistical correlations, lies in the ability to: (i) isolate the magnitude of
inefficiencies; (ii) perform a diagnosis of low performance episodes; and (iii) predict potential
improvements due to new solutions.
To generalise the application of the tool, further development would be needed. The modelling
should be extended to other ACCs and time ranges, and a systematic comparison of these models
across ACCs and study periods should be carried out to find commonalities (global influence factors)
and specificities. In addition, the minimum quality and granularity of data used for such assessment
should be determined. Finally, the model could be further developed to predict more sophisticated
flight efficiency metrics such as vertical efficiency indicators and fuel consumption.
It is important to recall that the efficiency predictor is not meant to be used as an accurate prediction
tool but rather as a trend and correlations identification tool. The reasons for this are: (i) the lack of
some explanatory indicators, such as the fuel consumption of flights or weather conditions; (ii) the
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internal variability of the efficiency, which due to uncertainty cannot be deterministically predicted;
(iii) the low granularity of the data, which did not allow the accurate estimation of the local
component of efficiency.
In order to enhance current explanatory variables, future improvements include:
•

addition of an absolute congestion variable (number of flights) to spot saturation of the
airspace,

•

calculation of congestion variables at the time when the flight enters the ACC (entry time and
average flights per ATCO),

•

use of the expected efficiency from the flight plan as an input, and

•

addition of other interface explanatory variables, such as the turn angle at the interface, or
the distance from the origin to the entry point.

Another drawback of the discussed approach is the low granularity of the input data (DDR2 actual
trajectories), which may lead to different flight efficiency metrics from those actually achieved. In
this regard, a further exploration of this approach is planned, consisting in fitting efficiency with ADSB trajectory data, which has a higher granularity and reflects better the actual trajectories of flights.
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4.3 CS-3: Multi-scale representation of ATM performance indicators
4.3.1 Objective
In this case study, we present a methodology for analysing ATM performance through the
disaggregation of (key) performance indicators ((K)PIs) associated to the performance areas (KPAs) of
the SES II performance scheme. The analysis focuses on a specific research question identified in
D2.2, dealing with the multi-scale representation of disaggregated performance data, whereby we
wanted to understand ATM performance at a finer spatial level, i.e. at ACC level, and at a finer
temporal level, e.g., per AIRAC cycle instead of per year.
Sector configurations are a key tactical decision for ANSPs. As such, we would like to understand how
these affect performance indicators. The idea in this case study is to understand performance
indicators’ temporal evolution and spatial distribution by looking at different spatial and temporal
levels. The disaggregation enables the analysis of KPIs on a more local scale, i.e., correlating it with
sector configurations at each time frame. This analysis allows the extraction of insights into what
determines the performance indicators’ values.
Hereafter, a list is presented with an overview of the KPAs suitable for disaggregation. Each KPA is
presented together with a proposed (K)PI to be studied:
•

•

•

KPA “Environment flight efficiency” and its associated KPI “Average horizontal en-route flight
efficiency of the actual trajectory”. This KPI compares the length of the actual flight trajectories
to the corresponding achieved distance.
KPA “Capacity” and its associated KPI “En-route ATFM delay per flight attributable to ANS”.
This indicator is the only KPI defined in the SES Performance Framework to measure en-route
capacity [17].
KPA “Cost efficiency” with an associated KPI “En-route ANS costs”. This indicator can be
disaggregated to obtain the specific cost efficiency of each sector configuration and analyse
the drivers of cost inefficiencies.

All these KPAs/(K)PIs are suitable for disaggregation. On the other hand, regulations, for example, are
by nature discrete events that require a higher aggregation to be statistically significant. Other KPIs,
such as those associated with Cost efficiency, are more difficult to disaggregate as different countries
do not use similar counting methods. Hence, the analysis would be confronted with very dissimilar
and heterogeneous data, limiting the applicability of the disaggregation efforts. However, a link
between the incurred variable costs depending on the configuration issued would be of great use by
ANSPs. With respect to safety-related (K)PIs, it would be useful to link any configurations (or runway
configurations) with safety events. However, it would become very difficult to obtain statistical
significance as the numbers used would become very small as more disaggregation is performed.
In CS-3 we chose to focus on the KPA ‘Capacity’ and its associated PI ‘En-route ATFM delay per flight
attributable to ANS’. For this PI, an initial exploration of ATFCM delay data in Deliverable D2.2
already yielded insights into how to perform the analysis. The goal is to assess an ANSP’s complexity
and get detailed insights into the performance of active sector configurations of a certain ANSP by
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characterising traffic flows and their relationship with the specific causes of ATFCM delays. To this
end, in this case study we encompass the disaggregation of statistics on (i) a finer temporal level, i.e.
AIRAC cycles and their constituent individual days, and (ii) a finer spatial level. For the latter, we will
not look at the individual sectors, but rather at the level of sector configuration as they are per
definition temporal in nature, and their link to traffic and observed KPI values.
This approach could in the future be extended to the other aforementioned KPAs.

4.3.2 Data sources
4.3.2.1 Flight trajectories
Obtained from DDR (see section 4.1.2.1).
Used data include:
•

List of flights crossing the issued airspace.

•

Flight trajectories.

4.3.2.2 Airspace environment datasets
Obtained from DDR (see section 4.1.2.1).
Used data include:
•
•
•

Airspace definition.
Sector configuration: definition and activation.
Airport coordinates.

4.3.2.3 ATFCM daily summaries
Obtained from Network Manager ATFCM statistics [18].
Daily aggregated data about regulations:
•
•
•

Definition of the regulation: date, activation, reference location, etc.
ATFCM delay generated.
Number of flights affected.

4.3.2.4 ATM Cost-Efficiency (ACE) reports
Based on data of 2014 [10].
Statistics computed per Air-traffic Control Centre (ACC):
•
•
•
•

88

Traffic variability.
Total kilometres controlled.
Metrics of traffic complexity (as defined in [19]).
Number of sectors of each ACC.
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4.3.3 Approach and methodology
In order to analyse the KPA ‘Capacity’ and its associated PI ‘En-route ATFM delay per flight
attributable to ANS’ we subdivide the work in the following steps:
1.
2.
3.
4.

ANSP selection.
Analysis of individual sector configurations.
Temporal and spatial analysis of individual regulations.
Coupled analysis of relations between sector configurations and regulations.

The study is done with regulation data of the AIRACs 1501 to 1513 (from the 8th of January 2015 to
the 6th January 2016).

4.3.3.1 ANSP selection
The link between sector configurations and regulations can be very dependent on the specific ANSP
under analysis. Given that sector configurations are highly dynamic in nature and can vary greatly
between ANSPs, we would like to ensure that the proposed analysis is sufficiently generic and is not
just a result tailored to a specific situation
In order to accomplish this, we consider a full list of ANSPs and try to understand the similarities and
differences between them. Based on these, we then identify groups of ANSPs with similar
characteristics, and then select one ANSP from each group. These chosen ANSPs then serve as the
prototypical example for the specific groups that they belong to.
As ANSPs’ characteristics determine the design of the sector configurations, we first chose a set of
characteristics that can be associated with each of the ANSPs. We then group ANSPs sharing similar
characteristics (traffic variability, kilometres controlled, number of sectors, and traffic complexity).
These groups are found via hierarchical clustering3, a straightforward and validated machine learning
technique that allows understanding the structure in a group based on a set of features.
The hierarchical clustering falls within the framework of non-supervised machine learning. The
difference with so-called supervised machine learning is that an algorithm automatically tries to
distinguish groups in data, without these data being a priori labelled into certain classes. The power
of this approach is that there is no explicit model used (making the approach generalisable), and that
there are no a priori assumptions being made about the data (as opposed to, for example
regression). The first step encompasses a listing of the different characteristics for each of the ANSPs.
To this end, we use the data in the 2014 ATM Cost-Effectiveness (ACE) Report [10]. In particular, the
collected data include:
3

Note that we also tested with other clustering techniques, such as k-means clustering, which gave very similar
results. We also tested density-based clustering (e.g., DBSCAN with both Manhattan and Euclidian similarity
measures), but that resulted in many datapoints being categorised as noise, as this technique is not well suited
for small-scale data. The clustering results we obtained with our hierarchical clustering, gave clusters that are
compact on the one hand and well-seperated on the other hand.
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•
•
•

Traffic variability: seasonal traffic variability usually compares traffic during peak periods
(hour, day, week, month…) to the average traffic level. If traffic variability is high, resources
may be underutilised during off-peak times but scarce at peak times.
Total flight-kilometres controlled.
Traffic complexity: the complexity score is a composite measure defined in [19] which
combines a measure of traffic density (concentration of traffic in space and time) with
structural complexity (structure of traffic flows). The structural complexity is based on the
number of potential horizontal, vertical, or speed interactions between aircraft in a given
volume of airspace (20x20 nautical miles and 3.000 feet in height). For example, a complexity
score of 8 corresponds to an average of 8 minutes of potential interactions with other
aircraft per flight hour in the respective airspace.

Additionally, we also looked at the Number of sectors as an ANSP characteristic. As such, we have
four characteristics that are identified for each ANSP.
The clustering is performed under the idea that observations lying in the same cluster are sufficiently
similar and sufficiently different from observations of other clusters. Mathematically, the similarity is
expressed by means of calculating the distances between observations in a p-dimensional vector
space (with p the number of different features or characteristics of each data sample). The distance
criterion used is the Euclidean norm (note that we normalised the data to give equal weight to each
feature). The clustering is then used to discover patterns within this multi-dimensional data, based
on their similarity.
The algorithm may follow two different approaches: divisive and agglomerative clustering. In the
former, we start bottom-up from one big cluster that contains all observations, which is then
recursively split into smaller and smaller clusters. In the latter, we start top-down from all individual
observations and then recursively group these together based on their similarities, resulting in larger
growing clusters. In our research, we use divisive clustering as this provides an intuitive way to group
observations together. Aside from the previously stated metric to measure the distances between
clusters and observations, we also need to measure the distance between two clusters in relation to
the observations within those clusters. In order to split or combine clusters in the recursive step, we
need to adopt a so-called ‘linkage’ criterion. Here, we chose clusters that are computed based on
Ward’s linkage, i.e., taking into account the sum of squares of all distances between all objects in a
common cluster and the cluster’s centroid.
Once the linkages between all observations are known (i.e., we know all the pairs of observations
that are similar, and all the pairs of pairs, etc.), a dendrogram is computed that graphically shows
these distances. The higher up the dendrogram, the more dissimilar observations are. At the lowest
point of the dendrogram, i.e., at its leafs, all adjacent observations are deemed very similar. ‘Cutting’
the dendrogram at an appropriate height gives the final clusters that can be used. To find separated
groups that are sufficiently dissimilar, we manually set a threshold in the dendrogram, effectively
cutting it and creating a number of groups sufficiently low to be analysed and still with similar
characteristics among their members.
The obtained group results are then studied by means of bar plots, geographical maps, and other
statistical tools such as estimated probability density distributions (via histograms and kernel-density
estimation) and scatter plots. This step allows us to get more insight into the variability of the
90
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characteristics across the various ANSPs, and to understand the apparent relations between the
ANSPs’ characteristics. For purposes of cluster validation, a principal component analysis (PCA) is
performed on the normalised data. Showing the clustered ANSPs in this step will highlight the
accuracy (related to distinction) of the selected groups.
Finally, a representative ANSP is selected from each of the cluster and analysed with the proposed
approach, ensuring the applicability and significance of the KPI disaggregation.

4.3.3.2 Analysis of individual dynamic sector configurations
For each ANSP selected, we study the individual dynamic sector configurations during all AIRACs in a
specific year.
First, we identify the issued configurations in the period of study. To that end, we explore the entire
database, composed of 364 days (13 AIRACs of 28 days each) times the number of different
configurations per day. For each specific time period we note the configuration that was used. Note
that one ANSP is composed of multiple ACCs. The ACCs are grouped together in separate groups,
where the TMAs (the airspaces around airports) are discarded.
Subsequently, we look for patterns in time, by investigating the evolution of sector configurations
and number of sectors4 throughout the year. This allows us to understand inter-day and intra-day
variance.

4.3.3.3 Analysis of individual regulations
Similar to the previous step, we now look at all the individual regulations that occurred during the
selected period and the selected capacity indicator:
•

En route ATFM delay
o Calculated by the central unit of ATFM and expressed as the difference between the
estimated take-off time requested by the aircraft operator in the last submitted flight
plan and the calculated take-off time.
o Value at Union-wide level calculated including all IFR flights within European airspace.
o Value at FAB level calculated including all IFR flight crossing the FAB airspace.
o Calculated including all the ATFM delay causes, excluding exceptional events.
o Calculated for the whole calendar year and for each year of the reference periods.
o KPI with targets set for RP2 at EU and FAB level.

4

Each sector configuration is formed by a number of sectors that cover the whole airspace of an ACC. An ANSP
may have several ACCs, which have a steady shape and cover a portion of the airspace controlled by it. Only
one configuration can be active at a time. Each sector of the configuration is formed by one or several
elementary sectors. Each elementary sector consists of a number of airblocks (2D area) each one assigned to a
range of altitude (i.e., minimum and maximum flight level). The combination of all elementary sectors covers
the whole airspace of an ACC.
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ATFM delays are the consequences of imbalances between demand and capacity. This indicator is
reported in the EUROCONTROL area yearly as an average ATFM delay per flight5 and for the same
area plus the five most constraining ACCs on a monthly basis.
When analysing the KPI at a finer temporal level, we look at the daily evolution of the number of
occurrences, in order to identify existing trends. These will then be correlated to the observed sector
configuration.

4.3.3.4 Coupled analysis of relations between sector configurations and regulations
Finally, sector configurations are linked with regulations. To that end, we determine the day and
timestamp of each regulation and search for the corresponding sector configuration. Once a match is
found, we record it for further analysis. This process entails the following steps:
1. Linking regulations with valid opening schemes. This step requires iterating over all
regulations and extracting the corresponding sectors. Then, sectors are linked to the ACCs
considered.
2. Extracting the configurations or the temporal proportion of them related with the regulation.
We now find which configurations were active when a regulation is active and the associated
ATFM delay. Here, we take into account that some regulations start before a configuration is
active but then overlap partially with the configuration, and vice versa. Each time, we
calculate the proportional contribution of each configuration, leading to a weighted average
of the active number of sectors.
3. Linking regulation occurrences and associated ATFM delay to the number of sectors.
Configurations are grouped by number of active sectors, which is a proxy of the maximum
capacity of the configuration.
With this information, we can correlate the delays that occurred with the number of active sectors.
In addition, activated regulations are plotted against the number of sectors, which gives the highest
possible disaggregated view on regulations.

4.3.4 Results
4.3.4.1 Selection of the country of study
To perform the hierarchical clustering, the properties of each ANSP are used. In particular, the
dataset consists of 37 ANSPs and 4 features, i.e., variability, kilometres controlled, complexity, and
number of sectors.

5

The average estimated ATFM delay per flight for the EUROCONTROL area in 2012 was 0.63 min/flight and the
target set for 2014 (RP1) was 0.5 min/flight. For 2019 (RP2), the target is 0.5 min/flight for the EUROCONTROL
area [20].
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ANSP
NATA_Albania
ARMATS
Austro_control
Belgocontrol
BULATSA
Croatia_control
DCAC_Cyprus
ANS_CR
NAVIAIR
EANS
Finavia
DSNA
M_NAV
DFS
HCAA
Hungarocontrol
IAA
ENAV
LGS
Oro_Navigacija
MATS
MoldATSA
MUAC
LVNL
Avinor
PANSA
NAV_Portugal
ROMATSA
SMATSA
LPS
Slovenia_control
ENAIRE_AENA
LFV
SkyGuide
DHMI
NATS
UkATSE

Country
Albania
Armenia
Austria
Belgium
Bulgaria
Croatia
Cyprus
Czech Republic
Denmark
Estonia
Finland
France
FYR Macedonia
Germany
Greece
Hungary
Ireland
Italy
Latvia
Lithuania
Malta
Moldova
International
Netherlands
Norway
Poland
Portugal
Romania
Serbia & Montenegro
Slovak Republic
Slovenia
Spain
Sweden
Switzerland
Turkey
UK
Ukraine

CountryCode
ALB
ARM
AUS
BEL
BUL
CRO
CYP
CZE
DEN
EST
FIN
FRA
FYR
GER
GRE
HUN
IRE
ITA
LAT
LIT
MAL
MOL
MUAC
NET
NOR
POL
POR
ROM
SER
SLO
SLV
SPA
SWE
SWI
TUR
UK
UKR

VariabilitypeakmonthavMont
TotalIFRkmcontrolled COMPLEX_air NrOfSectors
1.53
33331270 0.469999999
4
1.09
9884670 0.649999976
1
1.29
192896981 0.889999986
13
1.16
53320849 1.379999995
7
1.46
176176449
0.49000001
12
1.52
158775686 0.639999986
10
1.21
113713482 0.660000026
5
1.23
168971391 0.819999993
9
1.11
138344091 0.930000007
7
1.17
49015062 0.709999979
3
1.1
65193461 0.930000007
6
1.22
1542050584 0.699999988
102
1.69
19126115 0.579999983
3
1.15
882794873 1.070000052
109
1.64
359238720 0.579999983
12
1.43
166460855 0.629999995
9
1.2
214828496
0.49000001
13
1.32
711039027
1.00999999
59
1.18
55622920 0.730000019
4
1.19
37573389 0.709999979
3
1.21
48513703 0.649999976
2
1.43
9367914 0.629999995
2
1.13
480168823 0.980000019
20
1.11
70315845
1
5
1.1
201897047
0.99000001
15
1.24
299778310 0.889999986
9
1.16
240379955 0.610000014
8
1.36
257175163 0.540000021
11
1.51
162052126 0.620000005
9
1.41
72583169 0.699999988
5
1.45
36845333 0.730000019
4
1.27
882223857 0.639999986
68
1.12
283127815 0.939999998
24
1.16
208425913 1.090000033
18
1.28
878055078 0.649999976
22
1.15
798501566 1.110000014
64
1.38
192733880 0.600000024
30

Table 4.3.1 Reproduction of Table 0.7 Annex 8 (Operational data at ACC level) from the ACE 2014 Benchmarking Report
with 2015-2019 outlook [10].
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Figure 4.34 and Figure 4.35 show the features of each country plotted on a geographical map of the
European airspace. Similar countries may be identified by comparing the different plots. Those
showing similar colours in all figures should belong to the same cluster, e.g. SER (Serbia), CRO
(Croatia), and BUL (Bulgaria).

Figure 4.34 Left: representation of traffic variability per ANSP. Right: representation of the kilometres controlled per
ANSP. Red means higher, yellow means lower.

Figure 4.35 Left: representation of the ACE report traffic complexity metric per ACC. Right: representation of the number
of sectors per ANSP. Red means higher, yellow means lower.

4.3.4.1.1 Clustering of ANSPs
The following dendrogram (Figure 4.36) shows visually how ANSPs are related to each other, in terms
of their properties as expressed through the previously selected features. From the bottom up, we
see how pairs of countries are found to have similar characteristics, for instance CRO and SER, and
BUL and ALB. As groups of similar countries grow larger, they tend to lose their individuality, until
they all belong to one group, i.e., the complete dataset. To find separated groups sufficiently
dissimilar, we manually set a threshold in the dendrogram, creating four groups. We select this
threshold as it seems to give sufficiently distinctive clusters, each with a number of closely-related
countries.
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Figure 4.36 Hierarchical clustering dendrogram.
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4.3.4.1.2 Clusters characterisation and analysis
The following bar plots (Figure 4.37) show in more detail the values for the four selected features for
each of the countries, coloured according to the cluster they belong to. Here we note that there are
four groups characterised by:
•
•
•
•

Blue group: low number of kilometres controlled, low variability, average complexity.
Cyan: slightly higher number of kilometres controlled, low variability and high complexity.
Green: high variability and low complexity.
Red: high number of kilometres controlled.

Figure 4.37 Bar plots of the issued metrics for different countries, ordered by cluster. The colour indicates the assigned
cluster.

In Figure 4.38, the different clusters are plotted on a map, indicating their geographical spread over
European airspace. The four clusters have the following characteristics:
•
•

•
•

96

ANSPs in the blue cluster typically have a low number of controlled kilometres and they are
located on the fringes of Europe.
ANSPs in the green cluster typically have some higher variability and slightly lower
complexity and their total number of controlled kilometres lay around the median of the
population.
ANSPs in the cyan cluster have higher complexity and lower total number of controlled
kilometres. Geographically, they lay mostly in Northern Europe.
The remaining ANSPs, in the red cluster, lie quite remote from the rest of the sample, scoring
high on all characteristics; they correspond to the biggest European countries.
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Figure 4.38 Geographic representation of clusters.

The mean characteristics of each cluster are presented in Table 4.3.2. Here we can see how for
example the number of sectors is quite low in the first three clusters, compared to the Cluster 4, and
how the variability is higher for the Cluster 1 compared to the three other clusters. Similarly, there is
a correlation between the higher number of sectors in Cluster 4 and the total number of kilometres
controlled.
Cluster
Cluster 1
Cluster 2
Cluster 3
Cluster 4

Cluster
Cluster 1
Cluster 2
Cluster 3
Cluster 4

9
11
5
69

Averages
Variability Km controlled Complexity
1.47000
116784360
0.602727
1.16200
168227170
0.986000
1.17625
96191460
0.651250
1.23167
949110831
0.863333

7
6
4
26

Standard deviations
Variability Km controlled Complexity
0.08718
80718006
0.07605
0.06478
82562490
0.14854
0.03672
80778724
0.07149
0.06466
272292575
0.20295

Sectors

Sectors

Table 4.3.2 Mean characteristics of the clusters of ANSPs.
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Figure 4.39 provides a view of the average characteristics of each cluster, indicating how it is situated
with respect to the others. From the representation, it is clear that the main characteristic of Cluster
4 is the higher traffic, whilst Cluster 3 has on average the lowest traffic. Clusters 1 and 3 have the
lowest complexity on average, whilst Cluster 3 has the highest. Cluster 1 has also the highest
variability.

Cluster averages per parameter
Sectors
90%
80%
70%
60%
50%
40%
30%
20%
10%
0%

Complexity

Variability

Km controlled
Cluster 1

Cluster 2

Cluster 3

Cluster 4

Figure 4.39 Radar plot of the average properties per ANSP cluster.
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Figure 4.40 shows a scatter plot of the variables of each ANSP, coloured by assigned cluster. In this
figure, the correlations between features can be observed.

Figure 4.40 Scatterplot of ANSP metrics vs number of sectors. The colour indicates the assigned cluster to each ANSP.
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From the scatter plots, we can see a low correlation between variability and total number of
kilometres controlled, as well as between variability and complexity. Interestingly, from a perspective
concerning the validation of the scientific methodology used, the graphs do reveal quite well how the
four different clusters are for most of the features highly spaced, thereby justifying the decision of
setting the threshold in the hierarchical clustering.
Finally, a principal component analysis (PCA) is performed on the normalised data. PCA is a technique
that is mainly used for data reduction. In this case, it shows how the four metrics can be reduced to a
lesser number (linear combination of the original ones). This PCA serves mainly as an extra cluster
validation, showing the accuracy (related to distinction) of the selected groups. In this specific case,
we can describe the entire dataset with two PCA components that explain 86% of the variance within
the data. The clustering results are shown in Figure 4.41, with four clearly distinctive groups. In
addition, from the figure we can see which ANSPs are located more ‘centrally’ within each cluster,
which is used to select a representative ANSP from each cluster.

Figure 4.41 Histograms of ANSP metrics.
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4.3.4.1.3 ANSP selection
Using the information obtained in the previous sections, a representative ANSP can be selected from
each cluster. Regarding the available countries, we manually exclude the following ones:
•
•
•

UK and SWI: they have reported incorrect data on their sectors.
MUAC: this is an outlier in terms of performance and hence, including it would give rise to an
unbalanced comparison.
BEL, LUX and partially NET and GER upper airspace are assigned to MUAC.

In order to have statistically relevant results, we focus our attention towards ANSPs that have a
relatively high number of regulations, so as to be able to analyse their correlations with the number
of active sectors. The graph in Figure 4.42 shows the number of regulations (during the 2016 AIRACs)
for all the listed ANSPs, in decreasing order; we have also highlighted this information in the maps in
Figure 4.43 and Figure 4.44, showing the number of regulations with different colour gradients.
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NOR
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1
1
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0
0
0

Figure 4.42 Number of regulations (for 2016 AIRACs) for all listed ANSPs.
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Figure 4.43 Map of the number of regulations (for 2016 AIRACs) for all listed ANSPs with a blue colour gradient.

Figure 4.44 Map of the number of regulations (for 2016 AIRACs) for all listed ANSPs with a spectral colour gradient.
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Figure 4.45 shows statistical boxplots for the number of regulations encountered for all the countries
in each cluster. This is an interesting graph, as we observe now how cluster 4 (red) is characterised by
countries having a high number of regulations with a large spread, whereas clusters 1 (green) and 3
(blue) have a very low number of regulations, with a small spread. Furthermore, countries from
cluster 3 (cyan) tends to have around 500 to 1000 regulations for the 13 AIRACs in 2016, with a
medium spread. The small red points in the graph denote statistical outliers, in the sense that these
countries have an unusual number of regulations, compared to the rest of the countries in their
respective clusters.

Figure 4.45 Statistical boxplot of the number of regulations (for 2016 AIRACs) for all listed ANSPs.

Based on this regulation-related information, and the ANSPs’ relative central location within each
cluster (thus having characteristics that close resemble the average per cluster and are, as such,
more representative), as evidenced from the previous graphs we select the following ANSPs to be
studied per cluster:
•
•

Cluster 2 (cyan): POL (Poland, 1187 regulations)
Cluster 4 (red): SPA (Spain, 2332 regulations)

No countries were selected from cluster 1 (green) as they have a very low number of regulations.
And those countries from cluster 1 that have a higher number of regulations (i.e. 2325 for Greece
and 190 for Hungary) however do not have any regulations related to the ACCs encountered in the
opening schemes.
The same reasoning holds for cluster 3 (blue); the only countries with a sufficient amount of
regulations are Cyprus (755 regulations) and Portugal (688 regulations). However, none of them have
any regulations related to the ACCs encountered in the opening schemes.
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4.3.4.2 Analysis of individual dynamic sector configurations
For the analysis of dynamic sector configuration, we discard Terminal Manoeuvring Areas (TMAs), as
well as lower airspace areas. The remaining ACCs are:
•
•

Cluster 2:
o Poland:
▪ Warszawa ACC: EPWWCTA
Cluster 4:
o Spain (continental):
▪ Madrid ACC: LEMDCTA, subdivided into North (LEMDCTAN) and South
(LEMDCTAS)
▪ Barcelona ACC: LECBCTA, subdivided into West (LECBCTAW) and East
(LECBCTAE)
▪ Seville ACC: LECSCTA

4.3.4.2.1 Poland
The possible configurations of the Warszawa ACC are given in Table 4.3.3.
Configuration
Poland
EPWWCTA
Table 4.3.3 Available configurations for the selected Warszawa ACC.

In Figure 4.46, the average number of unique issued configurations per day of the week is shown.
Here we can see a strong dependency on the day of the week, observing that on average Friday has
the highest number of configurations issued, with Thursday and the weekend having a medium high
number of configurations.
Poland (total)
16.0
15.6

Number of configurations

15.5

14.9

15.0

14.8
14.6

14.6

14.5

14.4

14.0
13.6

13.5

13.0

12.5
Mon

Tue

Wed

Thu

Fri

Sat

Sun

Figure 4.46 Average number of unique configurations issued per day of the week in the studied ACC.

104 © – 2018 – INTUIT Consortium.
All rights reserved. Licensed to the SESAR Joint Undertaking under
conditions.

INTUIT – D4.1 PERFORMANCE METRICS AND PREDICTIVE MODELS

In Figure 4.47, the number of unique configurations issued per month is shown. Here we see a clearly
discernable trend, whereby the summer period (June, July, and August) has the highest number of
configurations issued on average. The bulk of the configurations is furthermore situated more to the
second half of the year, i.e. the autumn and winter seasons.
Poland (total)
20.0
18.8

18.6

18.2

18.0
16.8
16.1

Number of configurations

16.0

15.4
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11.5
10.4

10.8

10.0
8.0
6.0
4.0
2.0

0.0
Jan
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Mar

Apr

May

Jun

Jul

Aug

Sep

Oct

Nov

Dec

Figure 4.47 Average number of unique configurations issued per month for the studied ACC.

The heatmap in Figure 4.51 gives more insight in the dynamics of the configurations.
From the images we can see the number of active sectors during each day and hour:
•

The time of day is represented in the x axis (i.e., the time span when a certain configuration
is active).

•

The day of year is represented in the y axis (and the associated AIRAC).

•

Blue stands for low number of active sectors (1 to 3), green to yellow for 4 to 6 active
sectors, and red for 7 to 9 active sectors (the highest).

The number of active sectors in the morning, with a peak from about 9h until about 14h. After that, it
decreases again for the remainder of the day and evening. For AIRACs 4 to 11 we also see how the
number of active sectors shifts one hour, which is related to the jump from summer to winter time
and vice versa. For AIRACs 1 and 2, the number of sectors is the higest during the mid-part of the
day, and also lasting longer until 17h-18h. During AIRAC 8 in the summer period we also observe this
higher number of sectors, but not as high as during AIRACs 1 and 2.
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Figure 4.48 Number of sectors throughout the year in Warszawa (EPWWCTA). The number of active sectors is shown in
blue to red scale, with lower numbers blue to green, and higher numbers with yellow to red.

4.3.4.2.2 Spain
The possible configurations of each of the three main ACCs are given in Table 4.3.4. We can see how
the associated number of sectors for the configurations ranges from 2 to 18 for Madrid, 2 to 12 for
Barcelona, and 1 to 8 for Seville. It is important to note that Madrid and Barcelona have
configuration schemes defined for each one of their two subdivisions, which are the maximum
aggregation of those ACCs. In total, Madrid has 45 configurations, Barcelona has 18, and Sevilla has
16.
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Configuration
Madrid
Barcelona Sevilla
CNF1A CNF6F1
1A
C1A
CNF2A CNF6F2
2A
C2A
CNF2B CNF7A
2B
C3A
CNF3A CNF7A1
2C
C4A
CNF3B CNF7A2
3A
C4B
CNF3C CNF7B
3B
C4C
CNF3D CNF7B2
3C
C4D
CNF4A CNF7C
3D
C5A
CNF4B CNF7C1
4A
C5C
CNF4C CNF7C2
4B
C6A
CNF5A CNF7F1
4C
C6B
CNF5A1 CNF7F2
4D
C6C
CNF5A2 CNF7G
5A
C7A
CNF5B CNF8A
5B
C7B
CNF5D CNF8A1
5C
C7D
CNF6A CNF8A2
6A
C8D
CNF6A2 CNF8B
6B
CNF6B CNF8B1
6C
CNF6B2 CNF8B2
CNF6C
CNF9
CNF6D1 CNF9A1
CNF6D2 CNF9A2
CNF6F

Table 4.3.4 Available configurations for the selected Spain ACCs.

In Figure 4.49, the average number of unique issued configurations per day of the week is shown.
Here we can see how – in general – there are mostly no significantly different number of
configurations issued from one day of the week to another.

Figure 4.49 Average number of unique configurations issued per day of the week in the studied ACCs.
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In Figure 4.50, the number of unique configurations issued per month is shown. Here there is a more
pronounced trend, whereby in the middle part of the year (including the summer period) typically
more configurations are issued than during the rest of the year. In Madrid the trend is more
continuous, with the peak situated in August, whilst in Barcelona the value is more or less constant
between April and October and in Seville it remains more stable over the whole year.

Figure 4.50 Average number of unique configurations issued per month for the issued ACCs.

4.3.4.2.2.1 Madrid
The heatmaps in Figure 4.51 and Figure 4.52 give more insight in the dynamics of the configurations.
The results are given separately for LEMDCTA’s composing ACCs, i.e., LEMDCTAN and LEMDCTAS.
From the images we can see the number of active sectors during each day and hour:
•

The time of day is represented in the x axis (i.e., the time span when a certain configuration
is active).

•

The day of year is represented in the y axis (and the associated AIRAC).

•

Blue stands for low number of active sectors (1 to 3), green to yellow for 4 to 6 active
sectors, and red for 7 to 9 active sectors (the highest).

The number of active sectors steadily increases throughout the day, with a peak from about 6h until
about 21h. For AIRACs 4 to 11 we also see how the number of active sectors shifts one hour, which is
related to the jump from summer to winter time and vice versa. From AIRAC 6 onwards, the number
of sectors is in general increased throughout the whole day. Noteworthy is that for LECMCTAN the
summer period contains more active sectors than the corresponding period for LECMCTAS. An outlier
can be also identified in the second half of November, when a high number of sectors (9 for
LECMCTAN and 8 for LECMCTAS) is used almost for the whole day.
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Regarding weekly trends, we can observe how a higher number of sectors in the morning peak is
used during some days in the week, especially during the first months of the year up to AIRAC 6. The
same trend can be observed throughout the year in the evening, except for the second half of
November, when a steady number of sectors is found.

Figure 4.51 Number of sectors throughout the year in Madrid North (LECMCTAN). The number of active sectors is shown
in blue to red scale, with lower numbers blue to green, and higher numbers with yellow to red.

Figure 4.52 Number of sectors throughout the year in Madrid South (LECMCTAS). The colour scale is the same as in Figure
4.51.
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4.3.4.2.2.2 Barcelona
The number of sectors active in Barcelona ACC are shown in Figure 4.53 and Figure 4.54. Results are
given separately for LECBCTA’s composing ACCs, i.e., LECBCTAW and LECBCTAE.
Similar as for the Madrid ACCs, we see how the number of active sectors reaches its peaks
throughout the day, with the bulk located before noon. In addition, we note how LECBCTAW has
more active sectors throughout the summer period than its counterpart in LECBCTAE. The same
comments as for Madrid ACC regarding the shift of one hour due to the change of time, the higher
number of sectors during the second half of November and the weekly trends apply here.

Figure 4.53 Number of sectors throughout the year in Barcelona West (LECBCTAW). The colour scale is the same as in
Figure 4.51.

Figure 4.54 Number of sectors throughout the year in Barcelona East (LECBTAE). The colour scale is the same as in Figure
4.51.
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4.3.4.2.2.3 Seville
The number of sectors for LECSCTA are shown in Figure 4.55. The same comments as for Madrid ACC
regarding the shift of one hour due to the change of time, the higher number of sectors during the
second half of November and the weekly trends apply here.

Figure 4.55 Number of sectors throughout the year in Sevilla (LECSCTA). The colour scale is the same as in Figure 4.51.

4.3.4.3 Analysis of individual regulations
4.3.4.3.1 Poland
In Figure 4.56, Figure 4.57 and Figure 4.58 an overview of the regulations assigned to the Warsaw
ACC and the reasons is shown. We can see how delays related to ‘other reasons’ are the most
occurring, followed by ATC capacity related regulations (indicated via the registered regulation
plans). However, the reverse holds true for the total accumulated and average regulation durations.
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Figure 4.56: Relative number of regulations in Warszaw ACC for the period of study, grouped per reason.
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Figure 4.57: Accumulated duration of regulations in Warszaw ACC during the period of study, grouped per reason.
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Figure 4.58: Average duration of regulations in Warszaw ACC during the period of study, grouped per reason.

In Figure 4.59, Figure 4.60, and Figure 4.61 the weekly evolution of the regulation occurrences and
their duration is shown. The first figure shows the total number of regulations occurring, split per day
of the week and reason, the second one shows the average duration of the regulations grouped by
day of the week and the third one the average duration of regulations grouped per week. It can be
observed that the most-occurring ATC capacity related regulations happen in the weekends. The
average duration is in general higher for ATC capacity related regulations than those for other
reasons. Both types of regulations are equally spread over the year.
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Figure 4.59: Number of regulations in Warszaw ACC during the period of study, grouped per reason and day of the week.
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Figure 4.60: Average duration of regulations in Warszaw ACC during the period of study, grouped per reason.
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Figure 4.61: Average duration of regulations in Warszaw ACC during the period of study, grouped per reason and week.

4.3.4.3.2 Spain
4.3.4.3.2.1 Madrid
In Figure 4.62, Figure 4.63 and Figure 4.64 an overview of the regulations assigned to the studied
ACCs and the reasons is shown. We can see how ATC capacity related regulations (indicated via the
registered regulation plans) are the most occurring, followed by those related to ‘other reasons’. This
also holds for the total accumulated regulation duration. However, when looking at the average
duration, we see that weather-related delays also cause a significant disturbance, as is shown in the
last graph.
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Figure 4.62 Relative number of regulations in Madrid ACC for the period of study, grouped per reason.

Figure 4.63 Accumulated duration of regulations in Madrid ACC during the period of study, grouped per reason.
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Figure 4.64 Average duration of regulations in Madrid ACC during the period of study, grouped per reason.

In Figure 4.65, Figure 4.66 and Figure 4.67, the weekly evolution of the regulation occurrences and
their duration is shown. The first figure shows the total number of regulations occurring, split per day
of the week and reason, the second one shows the average duration of the regulations grouped by
day of the week and the third one the average duration of regulations grouped per week. It can be
observed that the most-occurring ATC capacity related regulations happen in the weekends. As
noted in previous figures, the average duration is in general higher for reasons different from ATC
capacity. ATC capacity related regulations are spread over the year, whilst other reasons are in
general more concentrated and span over longer time periods. Reasons different from the last two
are concentrated on a few days, e.g., regulations related to special events (due to military exercises)
were concentrated in one week.
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Figure 4.65 Number of regulations in Madrid ACC during the period of study, grouped per reason and day of the week.
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Figure 4.66 Average duration of regulations in Madrid ACC during the period of study, grouped per reason.
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Figure 4.67 Average duration of regulations in Madrid ACC during the period of study, grouped per reason and week.

4.3.4.3.2.2 Barcelona
Similarly to Madrid, we note in Figure 4.68, Figure 4.69 and Figure 4.70 how most regulations occur
due to ATC capacity issues. In contrast, weather here has – relatively speaking – a lower contribution
in the overall regulation duration. Note however that there are much more regulations for Barcelona
than there are for Madrid.

Figure 4.68 Relative number of regulations in Barcelona ACC for the period of study, grouped per reason.
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Figure 4.69 Accumulated duration of regulations in Barcelona ACC during the period of study, grouped per reason.

Figure 4.70 Average duration of regulations in Barcelona ACC during the period of study, grouped per reason.

Looking at the reasons taking the day of the week into account, Figure 4.71 shows that ATC capacity
regulations span through the whole year whilst weather related regulations occur mainly during the
summer period and other causes were concentrated in spring.
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Figure 4.71 Average duration of regulations in Barcelona ACC during the period of study, grouped per reason and week.

4.3.4.3.2.3 Seville
For the selected 13 AIRACs in 2016 and the chosen ACC (LECSCTA) there were no regulation events.
To be more precise, the registered regulation plans were related to sectors that were not part of the
chosen ACC.

4.3.4.4 Coupled analysis of relations between sector configurations and regulations
The final step in the research involves linking sector configurations and regulations with each other.
To that end, we first plot together the timestamp of each regulation assigned to the issued ACC and
map it with the active configuration. In order to simplify the analysis, the configurations are grouped
by number of sectors.
By means of Exploratory Data Analysis (EDA) we estimate any correlations between the two, keeping
in mind the type of delay. When a regulation spans over more than one sector configuration, we take
calculate the number of sectors proportionally to the duration of the regulation over each
configuration.

4.3.4.4.1 Poland
Figure 4.74 shows that, in the majority of the cases, there is only a weak correlation between the
number of active sectors and the duration of the regulations. Regulations of various degrees occur,
mostly for medium numbers of active sectors (i.e., 6 to 10), however mostly for delays related to
other reasons.
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Figure 4.72: Mapping of ATFM delay and number of sectors for the regulations assigned to Warsaw ACC during the
period of study.

Figure 4.73 shows the intra-day and yearly temporal distribution of regulations mapped with the
number of sectors active for the sector EPWWCTA in Warsaw, Poland. The horizontal axis shows the
time of day and the vertical axis shows the day of the year and AIRAC cycle. The number of active
sectors is represented by a grey scale, with lower numbers clearer, and higher numbers darker.
Regulation activations are shown in red on top of this map.
From the graph we see that more regulations occurred during AIRACs 1 and 2, and some during
AIRACs 7 and 8, each time around 9 h – 10 h lasting until 15h – 16h.
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Figure 4.73: Heatmap of regulation activation (red lines) throughout the time of the day (horizontal axis) and the day of
the year (vertical axis) assigned to Warsaw (EPWWCTA) during the period of study. The number of active sectors is
shown in grey scale, with lower numbers white to grey, and higher numbers with grey to black.

4.3.4.4.2 Spain
4.3.4.4.2.1 Madrid
Figure 4.74 shows that, in the majority of the cases, the number of active sectors has no strong
connection with the duration of the regulation. Regulations of various degrees occur, mostly for high
numbers of active sectors (i.e., 8 to 9). These results are logical from an operational perspective since
ATFM regulations are the last option to balance demand with capacity, meaning that, in general,
ANSPs first open as many sectors as possible with their resources to cope with demand. Therefore,
only when even with the maximum number of possible sectors opened the demand cannot be
balanced with the available capacity, ATFM regulations are requested. There is a small distinction to
be made to the regulations based due to ATC capacity related issues and those due to ‘other
reasons’: the latter typically occur when the number of active sectors is at its highest.
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Figure 4.74 Mapping of ATFM delay and number of sectors for the regulations assigned to Madrid ACC during the period
of study.

Figure 4.75 and Figure 4.76 show the intra-day and yearly temporal distribution of regulations
mapped with the number of sectors active for the two constituent sectors LECMCTAN and LECMCTAS
in Madrid. From the graphs we see that more regulations occurred in sector LECMCTAN than in
sector LECMCTAS. The regulations are more concentrated at the end of the day (around 20 h) and
midday (around 12 h), often coinciding with reductions in number of sectors. In Madrid North, there
is also a number of regulations at the beginning of the day, around 6 h.
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Figure 4.75 Heatmap of regulation activation (red lines) throughout the time of the day (horizontal axis) and the day of
the year (vertical axis) assigned to Madrid North (LECMCTAN) during the period of study. The colour scale is the same as
in Figure 4.73.

Figure 4.76 Heatmap of regulation activation and number of sectors for the regulations assigned to Madrid South
(LECMCTAS) during the period of study. The colour scale is the same as in Figure 4.73.
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4.3.4.4.2.2 Barcelona
Similar to Madrid, we now look at the results of matching ATFM delay occurrences and regulation
duration with the number of active sectors.
As in the case of Madrid, Figure 4.77 shows that regulation duration has seemingly no connection to
the number of active sectors. s Again, it is worth noting that most of the regulation plans occur in
configurations of higher number of sectors (i.e. with 5 to 6 active sectors), irrespective of the reason
of the delay
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Figure 4.77 Mapping of ATFM delay and number of sectors for the regulations assigned to Madrid ACC during the period
of study.

Figure 4.78 and Figure 4.79 show the time activation of regulations in Barcelona’s constituent sectors
together with the number of active sectors, i.e. LECBCTAW and LECBCTAE.
From these graphs, it is very clear that the majority of the delays occurred in the first sector, i.e.
LECBCTAW. Furthermore, these delays are highly concentrated around the summer period (AIRACs 6
to 10), and between 8h and 12h, coinciding with the configuration with higher number of sectors. In
the peak summer period (AIRACs 7 to 9), the delays also concentrate in the period from 18h to 20h.
These correspond to the main traffic peaks of the ACC.

126 © – 2018 – INTUIT Consortium.
All rights reserved. Licensed to the SESAR Joint Undertaking under
conditions.

INTUIT – D4.1 PERFORMANCE METRICS AND PREDICTIVE MODELS

Figure 4.78 Mapping of regulation activation and number of sectors for the regulations assigned to Barcelona West
(LECBCTAW) during the period of study. The colour scale is the same as in Figure 4.73.

Figure 4.79 Mapping of regulation activation and number of sectors for the regulations assigned to Barcelona East
(LECBCTAW) during the period of study. The colour scale is the same as in Figure 4.73.

4.3.4.4.2.3 Seville
As already indicated, there were no ATFM regulations during the selected 13 AIRACs in 2016 in
LECSCTA.
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4.3.5 Conclusions and recommendations for implementation
Based on the analyses within the current case study, we can derive the following conclusions:
•

ATC capacity related delays (indicated via the registered regulation plans) are the most
occurring, followed by those related to ‘other reasons’. This also holds true for the total
accumulated delay taken over the whole year. The most-occurring ATC capacity related
delays happen in the weekends, with Sunday counting the highest average duration due to
‘other reasons’.

•

When looking at the average delay, we see that weather-related delays also cause a
significant disturbance. The average delay remains more or less high throughout the week,
with no exceptions on any day.

•

In the majority of the cases the number of active sectors has no strong connection with the
average ATFM delay of the issued regulations. Delays of various degrees occur, mostly for
the configurations with higher number of sectors. It is important to note that the maximum
number of sectors that can be opened is limited and depends on the availability of resources
(mainly ATCOs) that the ACC has in that particular moment. In this regard, it is positive that
regulations (and particularly ATC capacity related) mainly occur at high number of active
sectors, meaning that the issued ACCs aim to reach maximum capacity before issuing any
regulation.

•

There is a small distinction to be made between the delays based due to ATC capacity related
issues and those due to ‘other reasons’: the latter typically occur in more proportion in
configurations with higher number of sectors.

•

The coincidence of high number of ATC capacity related regulations together with the fact
that these occur mostly for configurations with high number of sectors entails that capacity
issues in Spanish ACCs are mainly due to saturation of traffic, with Barcelona West suffering
the most during the Summer period.

This case study assesses whether or not it is worthwhile to look at a certain KPA and its related KPIs
(capacity, in this case) on a more disaggregated level. To that end, we have investigated the
relationship between ATFM delays and the number of active sectors for a set of ACCs. The proposed
approach has helped to unveil relationships between ATFM delay and regulations occurrences, as
well as between the number of active sectors and traffic peaks at a highly disaggregated level,
allowing a deeper study on the causes of inefficiencies and low performance in terms of KPI values.
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