
 

 
 

  

 

  

  

 

D3.1 Data Driven Methods 
for Trajectory Modelling  

 Deliverable ID: D3.1 

 Dissemination Level: PU 

 Project Acronym: SIMBAD 

 Grant:  894241 
 Call: H2020-SESAR-2019-2 
 Topic: SESAR-ER4-03-2019 
 Consortium Coordinator:  Nommon 
 Edition Date:  10 September 2022 
 Edition:  01.00.00 
 Template Edition: 02.00.02 

EXPLORATORY RESEARCH

 



D3.1 DATA DRIVEN METHODS FOR TRAJECTORY MODELLING 

       

 

   
 

 

 

Page|2 
 

 

Authoring & Approval 

Authors of the document 

Name/Beneficiary Position/Title Date 

Christos Spatharis/ UPRC Project Member 11/07/2022 

Theodore Tranos/ UPRC Project Member 11/072022 

Konstantinos Blekas/ UPRC Project Member 11/07/2022 

Georgios Santipantakis/ UPRC Project Member 11/07/2022 

George Vouros/ UPRC Project Member 22/07/2022 

Xavier Prats/ UPC Project Member 26/08/2022 

George Vouros/ UPRC Project Member 29/08/2022 

 

Reviewers internal to the project 

Name/Beneficiary Position/Title Date 

David Mocholí/ Nommon Project Coordinator 21/07/2022 

Raquel Sánchez/ Nommon Project Member 15/07/2022 

 

Approved for submission to the SJU By - Representatives of beneficiaries involved in the project 

Name/Beneficiary Position/Title Date 

David Mocholí / Nommon Project Coordinator 22/07/2022 

Gennady Andrienko/ Fraunhofer Fraunhofer PoC 22/07/2022 

Rubén Rodríguez / CRIDA CRIDA PoC 22/07/2022 

George Vouros / UPRC UPRC PoC 22/07/2022 

Xavier Prats / UPC UPC PoC 22/07/2022 

 

Rejected By - Representatives of beneficiaries involved in the project 

Name/Beneficiary Position/Title Date 

N/A   

 

Document History 

Edition Date Status Author Justification 

00.00.01 12/07/2022 Draft C.Spatharis, K.Blekas, 

T.Tranos, G.Santipantakis, 
G.Vouros 

Initial draft for review 



D3.1 DATA DRIVEN METHODS FOR TRAJECTORY MODELLING 

       

 

   
 

 

 

Page|3 
 

00.00.02 15/07/2022 Intermediate G.Vouros Revised version after 
project members 
comments 

00.01.00 22/07/2022 Final G.Vouros Final version for 
submission to SJU 

00.02.00 29/08/2022 Final G.Vouros, X.Prats Final version after 
Round 1 comments 
received. 

01.00.00 10/09/2022 Final G.Vouros, X.Prats Approved by the SJU 

 

Copyright Statement 

© 2022 – SIMBAD Consortium. All rights reserved. Licensed to the SJU under conditions. 

  



D3.1 DATA DRIVEN METHODS FOR TRAJECTORY MODELLING 

       

 

   
 

 

 

Page|4 
 

SIMBAD   
COMBINING SIMULATION MODELS AND BIG DATA ANALYTICS FOR ATM 
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This document is part of a project that has received funding from the SESAR Joint Undertaking under 
grant agreement No 894241 under European Union’s Horizon 2020 research and innovation 
programme. 

 

 

Abstract  

This deliverable describes the data-driven artificial intelligence and machine learning methods for the 
estimation of hidden variables and for the learning trajectory prediction models. The document 
describes the work that has been performed in WP3 for the data-driven estimation of hidden variables 
and trajectory modelling. Specifically, it states the problem of estimating hidden variables in a data 
driven way and describes the work developed regarding that problem within the project. The 
document also states the problem of imitating multi-modal trajectories (i.e., trajectories following 
different modalities/patterns of behaviour) and describes the work regarding this task developed 
within the project.  It further provides experimental results for each of the artificial intelligence and 
machine learning methods considered. Finally, the deliverable presents an evaluation of those 
techniques, showing the effectiveness of the combination of the hidden variable estimation and the 
trajectory modelling methods to predict flight KPIs. 
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1 Executive summary 

The aim of this deliverable is to describe the machine learning techniques that have been developed 
for the estimation of hidden variables and for the learning trajectory models. The document explains 
how these methods have been used to simulate trajectories in space and time (i.e., in 4D) according 
to airspace users (AUs) preferences and behaviour.  

Firstly, the deliverable describes the overall WP3 methodology to achieve its objectives, in the context 
of achieving SIMBAD goals, and to demonstrate and evaluate the SIMBAD performance modelling 
framework as it will be concluded in WP6. The methodology provides: (a) a specification of the 
pipelines comprising the functional components that have been developed by the WP3 partners to 
train and test the data-driven machine learning models for the estimation of hidden variables and for 
the trajectory modelling, (b) the specification of the data that is being used to train and test the data 
driven methods, and (c) the evaluation scenarios and terms in which the performance of the developed 
methods is evaluated.  

Regarding the estimation of hidden variables, the deliverable specifies the data-driven problem to be 
solved, the data sources used and describes the machine learning methods used to infer the payload 
mass (PL) of an aircraft executing a trajectory and the cost index (CI) of the flight. Then, it provides the 
methods’ configuration in order to estimate the hidden variables. Finally, it describes the experimental 
settings and provides comparative experimental results of the predictive accuracy of the different 
methods considered. 

Additionally, the trajectory prediction problem is formulated as an imitation learning problem, where 
the objective is to train models that infer trajectories as these are being demonstrated by “experts”, 
i.e., by AUs. In doing so, the aim is to (a) disentangle the expert trajectories based on their modality 
(i.e., the pattern of behaviour they follow), and (b) predict the 4D evolution of a trajectory, i.e., the 
aircraft positions at subsequent time instants, given an initial time instance 𝑡0. The document describes 
the state-of-the-art generative adversarial imitation learning algorithms used, which have the ability 
to disentangle trajectories based on their modality. Then, the experimental settings and experimental 
results for trajectory modelling are explained in detail. 

Finally, the document provides comparative results for the prediction of trajectory KPIs. Specifically, 
the fuel consumption, the flown distance, and the gate-to-gate time are estimated (a) for trajectories 
with known values for hidden variables vs the estimated values of hidden variables, and (b) for actual 
flight plans with estimated hidden variables vs predicted flight plans with estimated hidden variables. 
The results show the effectiveness of the data-driven methods to estimate the KPIs, compared to 
purely mechanistic methods. 
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2 Introduction 

2.1 Purpose of the document 

The goal of WP3 is to explore new approaches based on artificial intelligence and machine learning 
(AI/ML) methods for the estimation of hidden variables and trajectory models from historical 
trajectory data.  

The specific objectives of this WP are as follows:  

(i) design and implement solutions to estimate relevant hidden variables and variables of 
mechanistic trajectory prediction models;  

(ii) design and implement solutions for data-driven estimation of AU’s trajectories; and  

(iii) compare the results of the mechanistic and data-driven methods.  

WP3 is led by UPRC with the contribution of Fraunhofer, CRIDA and UPC. The specific tasks of the WP 
are as follows: T3.1 Visual analytics of flight trajectories, T3.2 Data-driven methods for the estimation 
of hidden variables, T3.3 Reinforcement learning methods for trajectory modelling, and T3.4 
Evaluation of data driven methods for trajectory prediction. 

This document describes the work performed in WP3. It specifies the data sources exploited for the 
data-driven estimation of hidden variables and for the trajectory modelling.  Then, it states the 
problem of estimating hidden variables in a data driven way and describes the work developed for this 
task. Furthermore, it states the problem of imitating multi-modal trajectories (i.e., trajectories, 
following different modalities/patterns of behaviour) and describes the work performed for this task.  
It further provides experimental results for each of the AI/ML methods.  Finally, the deliverable 
presents an evaluation of those techniques, showing the effectiveness of hidden variable estimation 
and the trajectory modelling methods to predict flights KPIs. Specifically, the document presents 
comparative results for predicted KPIs (a) for trajectories with known values for hidden variables vs 
the estimated values of hidden variables, and (b) for actual flight plans with estimated hidden variables 
vs predicted flight plans with estimated hidden variables. 

2.2 Intended readership 

This document is intended to be used by: 

• SJU programme manager; 

• SIMBAD project members; 

• SESAR2020 and international research community addressing automation in Air Traffic 
Management and Artificial Intelligence / Machine Learning. 
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2.3 Document structure 

The document is structured as follows: 

• Section 2 introduces the document explaining its aim and scope, and describing its structure. 

• Section 3 specifies the overall WP3 methodology, clarifying (a) the objectives of the WP3 tasks, 
as these are stated in the DoA and refined in the course of the work, in full alignment with the 
SIMBAD objectives, (b) the functional components and their pipelines, and the role of partners 
in implementing the data-driven methods, and (c) the objectives of the evaluation to be 
completed in task T3.4, according to the WP3 experimental plan. 

• Section 4 specifies in detail the datasets exploited, and the preparation of training and testing 
datasets for the AI/ML methods. 

• Section 5 specifies the problem of estimating hidden variables in a data-driven way and 
describes the machine learning methods that have been used to estimate hidden variables 
given 4D enriched trajectories. The experimental settings are described and results are 
provided and discussed.  

• Section 6 specifies the problem of modelling trajectories following an imitation learning 
approach, i.e., in a data-driven way, and describes the state-of-the-art machine learning 
methods that have been used to predict 4D spatio-temporal trajectories. The experimental 
settings are described and results are provided and discussed. 

• Section 7 reports on (a) how the estimations of hidden variables provided by the trained 
models, for given M1 trajectories, support the prediction of trajectory KPIs using standard 
prediction error metrics (mean absolute error), and (b) how trajectory predictions and 
estimated hidden variables for these trajectories support the prediction of trajectory KPIs, 
using standard prediction error metrics (mean absolute error), compared to the KPIs estimated 
for known trajectories. 

• Section 8 contains the final conclusions. 

• Appendix A describes suggestions from the stakeholders, as stated in the 2nd stakeholders’ 
workshop, together with the SIMBAD members reactions. 

• Appendix B provides a description of the DYNAMO tool. 

• Appendix C provides details on a crucial pre-processing step: The estimation of flights’ phases. 

• Appendix D contains technical details related to the implementation of the imitation learning 
methods. 

• Appendix E contains some preliminary results regarding the trajectory predictions with 
imitation learning methods. 

2.4 Terminology and acronyms 

Table 1. List of acronyms 

Acronym Meaning 

AI Artificial Intelligence 

ATE Across Track Error 



D3.1 DATA DRIVEN METHODS FOR TRAJECTORY MODELLING 

       

 

   
 

 

 

Page|13 
 

AU Airspace User 

CI Cost Index 

CTE Cross Track Error 

DTW Dynamic Time Warping 

ETA Estimated Time of Arrival 

GAIL Generative Adversarial Imitation Learning 

GBM Gradient Boosting Method 

KRR Kerner Ridge Regression 

MAE Mean Absolute Error 

METAR  Meteorological Aerodrome Report 

ML Machine Learning 

MSE Mean Square Error 

NN Neural Networks 

NOAA  National Oceanic and Atmospheric Administration 

OD Origin Destination 

PL Payload mass 

RL Reinforcement Learning 

RMSE Root Mean Square Error 

SESAR Single European Sky ATM Research Programme 

SIMBAD Combining Simulation Models and Big Data Analytics for ATM 
Performance Analysis 

SJU SESAR Joint Undertaking (Agency of the European Commission) 

SVR Support Vector Regression 

TRPO Trusted Region Policy Optimization 

V Vertical (error) 
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3 Overall methodology 

This section presents the methodology devised to accomplish the objectives of the WP and to ensure 
that the results serve the purpose of the SIMBAD project. As mentioned in Section 2.1, this WP has 
three objectives or tasks:  

1. estimation of relevant hidden variables of mechanistic trajectory prediction models;  

2. data-driven estimation of AU’s trajectories; and to  

3. compare the results of the mechanistic and data-driven methods.  

The proposed methodology includes one module to address each task. 

 

Figure 1. Overall WP3 methodology 

Figure 1 specifies the overall WP3 methodology, as agreed among WP3 partners. It specifies the 
components that have been developed and delivered as part of the work executed in WP3, in 
correspondence to the WP3 tasks.  

In conjunction to these, there is the DYNAMO component [1] that is contributed from UPC in order to 
(a) create datasets to train the models and (b) predict flights’ KPIs in a mechanistic way. 

DYNAMO is an aircraft trajectory prediction and optimisation engine capable to rapidly compute 
trajectories using realistic and accurate weather, and aircraft performance data. DYNAMO is based on 
an aircraft point-mass model (3 degrees of freedom) and its design enables it to be used on real-time 
applications and/or when a large set of trajectories needs to be rapidly generated for simulation or 
benchmarking purposes. Moreover, DYNAMO is highly flexible and configurable and allows the user to 
specify a great variety of constraints and objective functions. Additional information on DYNAMO is 
succinctly provided in Appendix B. 
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Figure 1 distinguishes three pipelines, two of which conclude with the prediction of KPIs and which are 
compared in the context of T3.4. Starting at the top, the first pipeline comprises DYNAMO in 
optimisation mode. This component provides flight plans that are enriched with certain variables 
(specified subsequently), in conjunction to the values of the hidden variables. These flight plans and 
hidden variables values (training trajectories) are used to train and test the AI/ML models for the 
estimation of hidden variables (T3.2). The variables enriching the flight plans points are specified in 
Table 2. 

Table 2. Variables enriching flight plans (per point) 

Col. Variable Description 

1 Phase Phase ID 

2 Day Day 

3 UTC UTC time 

4 posix[s] Time (posix time) 

5 t[s] Offset time  

6 s[NM] Along path distance 

7 h[ft] Geometric altitude 

8 TAS[kt] True airspeed 

9 mass[kg] mass 

10 FPA_a[º] Aero. flight path angle (gamma_a) 

11 THR[%] Throttle 

12 SB[%] Speed brake deflection 

13 nz[g] Vertical load factor 

14 hp[ft] Pressure altitude 

15 VS[ft/min] Vertical speed (h_p derivative) 

16 CAS[kt] Callibrated airspeed 

17 mach[-] Mach 

18 GS[kt] Ground speed 

19 FPA_g[º] Ground flight plath angle (gamma_g) 

22 Temp[ºC] Air temperature 

23 Press[hPa] Air pressure 

24 Wn[kt] North wind component 

25 We[kt] East wind component 
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26 Ws[kt] Along path wind component 

27 Wx[kt] Cross-wind component 

31 Lat[º] Latitude 

32 Lon[º] Longitude 

33 x[NM] East cartesian coordinate 

34 y[NM] North cartesian coordinate 

35 WP_prev Previous waypoint 

36 WP_next Next waypoint 

40 phi[º] Bank angle 

41 heading[º] Heading (chi_a) 

42 track[º] Track (chi_g) 

43 Radius[NM] Turn radius 

47 gear Landing gear 

48 config Flaps/slats configuration 

49 packs packs (air conditioning) 

50 anti-ice anti-ice  

53 reserved Reserved for future use 

54 Drag[daN] Drag 

55 CD[-] Drag coefficient 

56 CL[-] Lift coefficient 

57 Thrust[daN] Thrust (all engines) 

58 FF[kg/h] Fuel flow (all engines) 

59 FOB[kg] Fuel on board (total) 

60 N1[%] Fan rpm in % 

61 N2[%] Hi-press compressor rpm in % 

62 Tidle[daN] Idle thrust (all engines) 

63 Tmax[daN] Max. thrust (all engines) 

64 N1_idle[%] Ilde N1 (all engines) 

65 N1_max[%] Max N1 (all engines) 

69 sdot Derivative of along path distance 

70 vdot Derivative of True Airspeed 
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71 mdot Derivative of mass 

72 hdot Derivative of geometric altitude 

73 hpdot Derivative of pressure altitude 

74 vcasdot Derivative of Calibrated speed 

 

Trajectories (flight plans) provided by DYNAMO are called DYNAMO_FP trajectories. The input 
variables for DYNAMO (optimisation) are the following ones: 

• Weather data: GRIB file (wind, pressure, temperature). 

• Cost Index. 

• Take-off mass or landing mass or payload mass. 

• Aircraft type. 

• Airspace structure (free route areas, entry/exit points, airways in non-free route airways...). 

• Initial trajectory (if the lateral route has to be fixed totally or partially). 

• Route charges (if flying in Europe). 

• Origin – destination (OD) pair. 

The hidden variables that are predicted are the cost index (CI) and the payload mass (PL). As said, 
these are provided as target values per enriched DYNAMO_FP trajectory, to train the AI/ML methods. 

The second pipeline starts with the well-trained Hidden Variables Estimation AI/ML model that takes 
as input a flight plan. Given that flight plan, the Hidden Variables Estimation component estimates the 
hidden variables PL and CI, which are then provided to the DYNAMO component, this time operating 
in prediction mode, that predicts the KPIs of interest (fuel, distance, gate-to-gate time). 

The third pipeline differs from the second in the input provided: instead of taking a “true” flight plan 
as input, this pipeline takes as input the following data to predict a flight plan, exploiting the trajectory 
models built in T3.3: OD pair, aircraft type and weather. 

Then, the pipeline continues as the second one, resulting in the assessment of KPIs for the predicted 
flight plan, but following a data-driven approach, since both trajectories and hidden variables are 
predicted using AI/ML components. Specifically, the trajectory prediction is done by the Trajectory 
Modelling AI/ML component that is trained using flight plans or flown trajectories. 

Predicted KPIs are compared as follows: (a) Predicted KPIs for trajectories with known values for 
hidden variables vs predicted KPIs using the estimated values of hidden variables, and (b) predicted 
KPIs for actual flight plans with estimated hidden variables vs predicted KPIs for predicted flight plans 
with estimated hidden variables. 

By following these pipelines, and according to the WP3 experimental plan, the following validation 
objectives are addressed: 
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• OBJ.01: The hidden variable estimation models reach a good predictive performance. 
o SC-OBJ.01-01: Hidden variables are estimated with sufficiently low prediction error (using 

mean absolute error) given a trajectory (flight plan or flown trajectory) and weather 
forecast. Prediction errors are judged as sufficiently low by aviation domain experts. 
Specifically, the mean absolute error must be at most two times the discretization interval 
of the hidden variables values provided in the training data: 4% for CI (i.e., 4 units in 
[0,100]) and 40% for PL (i.e., 0.4 units in [0,1]). 

o SC-OBJ.01-02: Estimated hidden variables for known trajectories support the prediction of 
trajectory KPIs using standard prediction error metrics (mean absolute error and root 
mean square error). Prediction errors are judged as sufficient by aviation domain experts.   
Specifically, the mean absolute error must be at most 4% for fuel, distance, and gate-to-
gate time. 
 

• OBJ.02: The trajectory prediction models reach a good predictive performance.  
o SC-OBJ.02-01: Trajectories in 4D and patterns of trajectory evolution (in space and time) 

chosen by AUs are predicted with sufficiently low prediction error in all dimensions (using 
root mean square error, as well as cross-track and along-track errors, and error in 
estimated time of arrival), given initial conditions and weather forecast. Prediction errors 
are judged as sufficient by technical developers according to errors reported by state-of-
the-art methods. In any case, prediction errors must not exceed 10% (i.e., 0.1) in 3D with 
respect to the flight distance and with respect to the flight time. 

o SC-OBJ.02-02: Trajectory predictions and the estimated hidden variables for these 
trajectories support the prediction of trajectory KPIs with sufficiently low prediction errors 
using standard prediction error metrics (mean absolute error and root mean square error), 
compared to the KPIs estimated for known trajectories (according to SC-OBJ.01-02). 
Prediction errors are judged as sufficient by technical developers according to state-of-
the-art methods. Specifically, the mean absolute error must be at most 4% for fuel, 
distance, and gate-to-gate time. 

This document provides results for those validation activities and reports the fulfilment of the success 
criteria established. 
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4 Data sets of data pre-processing 

The data sets exploited in WP3 are as follows:  

a) Weather Conditions data 
b) Flight plans 
c) Simulated flight data (DYNAMO_FP) 

Data pre-processing involves mainly three major tasks.  Firstly, weather conditions reported in the first 
data set are exploited to enrich the trajectory points (aircraft positions) with respect to the positional 
data provided in the second and third data sets.  

Secondly, the pre-processing step adds to trajectories (flight plans) interpolated positions between the 
waypoints specified in the flight plans, to enable a constant sampling rate in all flights.   

Finally, the pre-processing task is completed (a) by a rough estimation of the flight phases, according 
to aircraft positional data, and (b) the computation of features that are necessary for the estimation 
of hidden variables. 

Details about these datasets and their pre-processing are provided below per dataset. 

Weather data set 

This dataset provides weather conditions on a predefined spatial grid of fixed positions and time 
intervals. The data have been retrieved from the Copernicus Climate Change Service (C3S) at ECMWF, 
covering 28 days in the period from January 2018 to December 2018. This data source provides hourly 
estimates of a large number of atmospheric, land and oceanic climate variables.  

The data cover the Earth on a 30km grid and resolve the atmosphere using 137 levels from the surface 
up to a height of 80km.  

Data are provided in grib files, where each file reports hourly weather conditions. Since each file 
reports weather conditions for the entire globe, it takes approximately 1GB of disk storage.  

Given that weather conditions enrich trajectory points, given aircraft positional data at each point, it 
follows that only a small fragment of each grib file is exploited. Therefore, the flight plans and 
DYNAMO_FP data sets are scanned, to identify the union of time intervals of flights, the minimum and 
maximum flight levels, and the union of buffered geometries of the trajectories of the flights. Please 
note that in this case a Minimum Bounding rectangle would include weather conditions for areas that 
are not crossed by any trajectory.  

The weather conditions dataset is filtered by the computed geometry, the detected time intervals and 
the identified range of flight levels. The filtered data are stored into CSV files. This filtering process 
significantly reduces the memory footprint of the entire data set, as well as the time required for the 
enrichment of positional data. Figure 2 illustrates the fragment of the grid of fixed weather conditions 
that have been exploited during the enrichment of positional data. 
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Figure 2. The fragment of grib files of the weather conditions data set, exploited during positional data 
enrichment 

Flight Plans data set 

EUROCONTROL provides to operational stakeholders an accurate picture of past and future air traffic 
demand over the European continent. This information is available only to authorized users via the 
Demand Data Repository (DDR2).  

The flight plans are provided in the ALLFT+ format (version 4), which is essentially a CSV file. Each file 
reports the flight plans for a specific date. Each record in an ALLFT+ file reports the flight plan of a 
single flight in 181 columns delimited by the semicolon character. Each flight plan comprises at most 
three profiles: a) Filed Tactical Flight Model (FTFM or M1) which reports the intended trajectory of the 
flight, b) Regulated Tactical Flight Model (RTFM or M2), which reports the updated trajectory of the 
flight if a regulation is applied, and c) Current Tactical Flight Model (CTFM or M3) which is a 
mathematical model built from a point and airspace volume profile for a flight which has been 
activated (it can be considered as the actual trajectory of the flight).  

 

Figure 3. The M1 trajectories in the data set of flight plans 
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Typically, each ALLFT+ file is approximately 1.9GB and it can hold more than one flight plan versions of 
the same flight. The tasks of this work package focus on flights connecting Charles de Gaulle airport 
(LFPG) and Istanbul Ataturk airport (LTBA). Therefore, the flight plans dataset has been filtered by the 
departure and destination airports, and only those whose reported flight state is final are considered 
(i.e., reported values in the record are either “FI” or “TE”). The filtering process reduces significantly 
the size of the data set, to 205 distinct flights for the 28 days selected. For each such flight, the FTFM 
point profile is consulted for the reconstruction of the intended trajectory. Finally, each trajectory is 
up-sampled by interpolation of positions between the waypoints specified in the flight plan. This 
process enables a constant sampling rate across all flights in the data set. This results into a constant 
temporal distance between consecutive trajectory points (currently set to Δt=20 seconds). All 
trajectory points are enriched with the corresponding weather variables as well as with a variable 
specifying the estimated phase of the flight, as described below. 

Figure 3 illustrates the trajectories of the flights reported in the filtered flight plans data set. 

Simulated flights data set (DYNAMO) 

Finally, the third dataset reports simulated trajectories of flights for the 250 possible combinations of 
50 CI and 5 PL distinct values. This dataset produced by DYNAMO comprises 50250 files, i.e., one file 
for each simulated trajectory of a flight for a given combination of CI and PL values.  

The DYNAMO data set reports 201 distinct flights, which connect Charles de Gaulle (LFPG) and Istanbul 
Ataturk airports (LTBA), during the 28 days that have also been used for filtering the weather 
conditions and flight plans datasets. Each file is a plain CSV file, comprising 78 columns.  

As provided by DYNAMO, each record reports the position of the aircraft for a specific time (UTC), its 
altitude (both geometric and pressure altitudes), vertical and horizontal speed and throttle, the 
computed phase of the trajectory, as well as weather conditions for the given altitude, position and 
time. The DYNAMO variables have been described in detail in Section 3. 

As an alternative to the DYNAMO trajectory variables (since these variables are not provided for real-
world actual/predicted flight plans), the pre-processing task generates a distinct CSV file for each file 
(corresponding to a trajectory with specific values for CI and PL) provided in this dataset, ignoring all 
variables (except spatio-temporal variables) per trajectory point provided by DYNAMO. Columns in 
these files report the position and altitude of the aircraft for a given time (as provided in the original 
file), computes the estimated phase of the trajectory per trajectory point, using the same method as 
in the flight plans dataset, and annotates each position with air temperature and wind components as 
provided in the weather conditions data set. The detailed variables for this dataset are described in 
Section 5. 

The estimation of the phase of a flight is a crucial pre-processing task applied to all trajectories and is 
described in Appendix B, with indicative results. The phases of a flight in this approach are reduced to 
the set of {climbing below FL100, climbing above FL100, cruising, descending above FL100, descending 
below FL100}, having in mind the intention of the movement of the aircraft in each phase. For example, 
the phase “climbing_below_FL100” for each flight, indicates the intention of the aircraft for rapid 
climbing, while “cruising” phase indicates the intention of preserving its current flight level.  
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Therefore, the DYNAMO dataset results into two distinct datasets which are distinguished by the set 
of variables per trajectory point: One with trajectory variables provided by DYNAMO, and the other 
with trajectory variables provided by the pre-processing methods. 
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5 Data-driven estimation of hidden variables 

This section specifies the problem of estimating hidden variables and reports on the AI/ML methods 
developed to achieve the success criterion SC-OBJ.01-01 of the validation objective OBJ.01 (as defined 
in Section 3). It also describes the experimental design used and shows the results obtained. 

The variables involved in this problem are: 

• Independent variables (trajectory variables): variables enriching the trajectories (including 
weather variables, positional variables, etc.) 

• Dependent variables (hidden variables): These are the hidden variables to be estimated per 
trajectory, namely, CI and PL. 

• Control variables: These depend on the method used and are reported per AI/ML method in 
the experimental settings. 

Please note the terminology used: the term trajectory variables refers to those variables that enrich 
the trajectory states and are independent variables. These variables are used to extract features of 
trajectories, which are used as input for the estimation of hidden variables. 

Solution scenarios comprise a set of enriched trajectories regarding a specific OD pair in different 
weather conditions, under the existing operational setting, together with the estimated hidden 
variables. The goal is to accurately estimate the hidden variables (PL and CI), so as to estimate flight 
KPIs in an accurate way. Specifically, the solution scenarios comprise three distinct sets of trajectories 
which, however, correspond to the same flights, enabling the comparison of results:  

A. Trajectories provided by DYNAMO (denoted as DYNAMO_FP) used only for testing purposes, 
with either (a) 69 features estimated by exploiting the trajectory variables provided by 
DYNAMO (denoted DYNAMO_FP(69)), or (b) 51 features estimated from the pre-processing of 
the trajectories, ignoring all variables provided by DYNAMO and considering only weather 
variables and spatio-temporal variables at each trajectory point (denoted DYNAMO_FP(51)). 

B. Trajectories (M1 flight plans) available in the ALLFT+ files (denoted as ALLFT+M1) with 
unknown values of the hidden variables, and 51 features estimated from the pre-processing 
of the trajectories, considering only weather variables and spatio-temporal variables at each 
trajectory point. 

C. Predicted trajectories provided by the trajectory prediction algorithms (denoted as Predicted), 
again with unknown values of the hidden variables and 51 features estimated from the pre-
processing of the trajectories, considering only weather variables and spatio-temporal 
variables at each trajectory point. 

The first set of trajectories (case A above, i.e., flight plans provided by DYNAMO) is used to test the 
accuracy of the hidden variables’ estimation methods, given that the hidden variables are known for 
them. It further allows the study of the effect of estimating the trajectory features used for the 
estimation of hidden variables exploiting only weather data and spatio-temporal information (case 
A(b)). This step is crucial, as not all variables enriching trajectories, as provided by DYNAMO in case 
A(a), are known at prediction time.  The trajectory variables for case A(b) are estimated by pre-
processing the flight plans. The second (B) and third (C) sets of trajectories are not associated with 
actual values of hidden variables.  
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Estimations of hidden variables for trajectories are used by DYNAMO (prediction) to predict KPIs. KPIs 
predicted from DYNAMO_FP(69) and DYNAMO_FP(51), as well as ALLFT+M1 and Predicted 
trajectories, are finally compared.  

The reference scenarios comprise historical trajectories (flight plans or flown trajectories) regarding a 
specific OD pair operated in different weather conditions, associated with the hidden variables to be 
estimated. The estimated hidden variables are compared to those included in the reference scenarios 
to prove the accuracy of the estimations made. 

5.1 Problem specification for the estimation of hidden variables 

The goal is the estimation of two hidden variables, CI and PL, given a trajectory (here, a flight plan) and 
trajectory variables (in our case, either provided by DYNAMO, or provided by a pre-processing 
module). This can be interpreted as a regression problem that targets the prediction of a vector of 
parameters Y (output) with dimensionality d given a vector of input variables X (input) with 
dimensionality d’. 

In other words, the aim is to approximate a function f, such that  

Y=f(X)+e, 

where e constitutes a noise term or imperfections on data.  

In our case, the vector Y is a two-dimensional output variable that corresponds to two hidden variables, 
while X is a feature vector that is derived from the variables that enrich trajectories, i.e., either 
DYNAMO_FP with X comprising 69 features derived from trajectory variables provided by DYNAMO 
(DYNAMO_FP(69)), or DYNAMO_FP with 51 features derived from trajectory variables estimated by 
the pre-processing module (DYNAMO_FP(51)), or ALLFT+M1 and Predicted with 51 features derived 
from trajectory variables estimated by the pre-processing module.  

The input variables for each case are described next. 

Features for DYNAMO_FP(69) 

Εach DYNAMO_FP trajectory is split into phases (as provided by DYNAMO) and, for each phase, the 
following features (independent variables) are considered: 

1. The median and the interquartile range IQR (Q3 – Q1) per phase of each one of the 11 variables 
presented in Table 3 (resulting into 22 features per flight phase, i.e., 66 features per trajectory), 
and  

2. The duration of each flight phase, which results into 3 additional features. 

This results into (11 variables X 2 (μ,σ)) X 3 (phases) + 3 = 69 input features and a dependent output 
vector of 2 values: CI and PL. The goal is to train a model to predict these 2 values, given the input data. 

Features for DYNAMO_FP(51), ALLFT+M1, Predicted 

Εach trajectory is split into phases estimated by the pre-processing module, exploiting only spatio-
temporal information of trajectories, and, for each phase, the following features are considered: 

1. The median and the interquartile range IQR (Q3 – Q1) per phase of each one of the 9 variables 
presented in Table 4 (resulting into 18 features per flight phase, i.e., 54 features per trajectory), 
and  
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2. The duration of each flight phase, which results into 3 additional features. 

Table 3. Trajectory variables from DYNAMO 

Variable Description 

h[ft] geometric altitude 

Temp[oC] air temperature 

Press[hPa] air pressure 

Wn[kt] North wind component 

We[kt] East wind component 

Ws[kt] Along path wind component 

Wx[kt] Cross-wind component 

Lat[o] Latitude 

Lon[o] Longitude 

vdot Derivative of True Airspeed 

hdot Derivative of geometric altitude 

 

Table 4. Trajectory variables provided by the pre-processing methods 

Variables Description 

h[ft] geometric altitude 

Temp[oC] air temperature 

v-Wn[kt] v wind component 

u-We[kt] u wind component 

Lat[o] Latitude 

Lon[o] Longitude 

vdot Derivative of speed 

hdot Derivative of geometric altitude 

 

This set of features can be estimated at trajectory prediction time by exploiting spatio-temporal 
information regarding trajectory points.  

The next section provides a succinct description of all the methods used in order to approach this 
problem. 
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5.2 Machine learning methods for estimating hidden variables 

This section, for reasons of document completeness, provides a brief description of each of the 
methods tested to estimate the CI and the PL. In conjunction to that, it also specifies the control 
variables involved in the validation exercises per method. 

5.2.1 Lasso regression 

Lasso regression [2] is a type of linear sparse regression model that is based on a sparseness procedure 
over the linear weights of model parameters. This particular type of regression is well-suited for 
models showing high levels of multicollinearity or for automating certain parts of model selection, like 
variable selection/parameter elimination. Lasso regression performs L1 regularization, which adds a 
penalty equal to the absolute value of the magnitude of coefficients 𝛽𝑖. This type of regularization can 
result in sparse models with few coefficients. Larger penalties result in coefficient values that are closer 
to zero, which is the ideal for producing simpler models. 

The goal of the algorithm is to minimize:  

𝐿1 =  ∑(𝑦𝑖 − ∑ 𝑥𝑖𝑗𝛽𝑗)

𝑗

2

+ 𝜆 ∑ |𝛽𝑗|

𝑝

𝑗=1

𝑛

𝑖=1

 , 

 

where 𝛽𝑗 are the linear weights and λ constitutes a user-defined parameter that balances the 

contribution of the weights to the L1 constraint above. 

The control variable in this case is the regularization parameter λ, that balances the contribution of the 
weights to the L1 constraint. 

5.2.2 Neural networks for regression 

 

Figure 4. A typical structure of an NN 

An artificial neural network (NN) is a universal approximator that has the ability to learn complex non-
linear relationships among data [3]. A typical NN architecture consists in an input layer, one or more 
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hidden layers and an output layer (see Figure 4). Each layer consists of several neurons connected with 
weighted edges which are associated with an activation function that produces an output. This is 
responsible for introducing non-linearity. The learning process of artificial neural networks consists of 
two major phases: forward pass that calculates the output(s) and the backward propagation where 
the current values of network’s weights (model parameters) are updated in order to be adjusted to 
input data. Each epoch comprises a cycle of training the network with all input data.  The learning 
process establishes an optimisation strategy using an appropriate optimisation algorithm and a loss 
function, which is trying to minimise. Also, the Adam optimiser [4] and the mean absolute error (MAE) 
loss function [5] are used. 

In this case, the control variables are: 

- The network topology (i.e., number of hidden layers and number of neurons per layer). 

- The learning rate. 

- The neurons activation function. 

- The number of epochs. 

5.2.3 Support vector regression  

 

Figure 5. Description of the Support vector machines 

The use of support vector machines (defining a hyperplane, as shown in Figure 5, and fitting as many 
instances as is feasible within this hyperplane while at the same time limiting margin violations) for 
regression problems is known as support vector regression (SVR) [6].  

Given a set of data points, SVR attempts to find an optimal hyperplane and to discover the closest 
match between the data points and the actual function that represents them. Intuitively, when the 
distance between the points on either side of the hyperplane that are closest to the hyperplane (i.e., 
of support vectors) to the regressed curve is maximised, the closer it gets to the actual curve (there is 
always some noise present in the statistical samples). It also follows that all the vectors that are no 
support vectors can be discarded, for the simple reason that likely, these are statistical outliers. SVR 
also uses the kernel trick by introducing an appropriate kernel function that acts like a function 
approximator [7]. Some common kernel functions are the linear, polynomial, radial basis function 
(RBF), and sigmoidal kernel. The loss function for SVRs, called “epsilon-insensitive loss”, is calculated 
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by means of the margin created by boundary lines drawn around the hyperplane at a distance of ε. 
The value of ε defines a margin of tolerance where no penalty is given to errors. The larger ε is the 
larger errors one admits in solutions. 

The control variables are: 

- The kernel function. 

- The regularization parameter, denoted as C. 

- The distance ε. 

5.2.4 Kernel ridge regression 

Kernel ridge regression (KRR) [8] combines ridge regression (linear least squares with L2-norm 
regularization) with the kernel trick. It thus learns a linear function in the space induced by the 
respective kernel and the data. For non-linear kernels, this corresponds to a non-linear function in the 
original space. KRRs, but also all kernel machine methods, have the flexibility to work efficiently in 
high-dimensional input spaces based on the kernel trick, by computing the inner products between 
the images of all pairs of data in the feature (kernel) space.  

The form of the model learned by KRR is identical to that of SVR. However, different loss functions are 
used: KRR uses squared error loss while SVR, as aforementioned, uses epsilon-insensitive loss, 
combined with L2 regularization [3].  

In this case the control variables are: 

- The kernel function. 

- The regularization strength, denoted as α. 

5.2.5 Gradient boosting method  

 

Figure 6. Flow diagram of gradient boosting machine learning method 
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Ensemble learning [9] is a methodology that makes multiple predictions based on several different 
models. By combining a number of different models, an ensemble tends to be more flexible (less bias) 
and less data sensitive (less variance). The two most popular ensemble learning methods are bagging 
and boosting. While bagging involves training models in parallel with each model using a random 
subset of the data, boosting trains models sequentially, with each model learning from the mistakes 
of the previous one. 

Gradient-boosting trees are a machine learning technique for optimising the predictive value of a 
model through successive steps in the learning process. A flow diagram is shown in Figure 6. Typically, 
a decision tree is used as the basic weak ML model, which mimics how humans think and make 
decisions based on a series of rules that are organised in a tree shape. Rather than training all models 
in isolation of one another, the gradient boosting method (GBM) works in a stage-wise manner, 
iteratively adding a tree that aims to correct the errors of prior trees and then combining all trees in a 
weighted average to make the final prediction. The advantage of the boosting methods is that the new 
model being added focuses on correcting the mistakes remaining from the previous models. In 
contrast, other ensemble methods train the models in isolation and the results from all the trees are 
combined by averaging or applying the “majority rules” (e.g., as in the random forests method); 
however, training the models in isolation might simply lead to each model making the same mistakes. 

The control variables in this case are: 
- The number of boosting stages to perform, denoted as n_estimators. 
- The minimum number of samples required to be at a leaf node, denoted as 

min_samples_leaf. 
- The minimum number of samples required to split an internal node, denoted as 

min_samples_split. 
- The maximum depth of the individual regression estimators that limits the number of 

nodes in the tree, denoted as max_depth. 
- The learning_rate. 

5.3 Experimental design 

This section describes the experimental design used for the estimation of the hidden variables CI and 
PL. 

The datasets used in this experimental study comprises validation scenarios. Each one consists either 
of DYNAMO_FP(69) trajectories, or of DYNAMO_FP(51) trajectories, with the corresponding values of 
the hidden variables (CI and PL), that are the target values to be estimated. Both variables are 
discretised within specific ranges of values as follows:  

• CI takes integer values in the range of [0, 100] with a step of 2, and  

• PL takes values in the range of [0.6, 1] assuming a decimal with 1 digit of precision and step 
0.2. 
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Table 5. Statistics of all DYNAMO_FP(69) features 

 

 

 

 

 

 

 

 

 

 

 

Table 6. Statistics of all DYNAMO_FP(51) features 

 

 

 

 

 

 

 

 

 

Table 7. Statistics of all ALLFT+ Trajectories (51) features 

Variable Mean (±std) Mean Median Mean IQR 

Phase All Data CLB CRU DSC CLB CRU DSC 

h[ft] 13867.64 (13205.52) 9569.35 36943.28 4033.27 18841.19 707.18 8606.62 

Lat[o] 44.84 (3.81) 49.01 45.67 40.97 0.18 3.18 0.1 

Lon[o] 16.35 (12.03) 2.64 16.99 28.6 0.86 9.5 0.26 

Temp[oC] -11.22 (26.29) -2.56 -54.38 7.87 33.71 -54.37 15.71 

vdot 0.09 (0.83) 0.24 0.001 -0.24 1.44 0.008 0.61 

hdot 224.93 (1469.05) 1273.6 1.63 -729.26 1175.67 133.43 766.85 

Wn[kt] -5.28 (21.24) -4.19 -12.05 -2.03 -4.19 27.03 11.4 

We[kt] 12.37 (25.63) 15.05 27.02 0.55 21.53 18.4 12.06 

Ws[kt] 10.45 (28.18) 9.98 27.86 -6.65 39.19 16.65 24.94 

Wx[kt] 1.39 (19.59) 2.23 0.82 1.8 21.53 28.68 13.44 

Press[hPa] 659.46 (282.18) 707.47 212.41 874.4 489.48 6.02 256.6 

Variable Mean (±std) Mean Median Mean IQR 

Phase All Data CLB CRU DSC CLB CRU DSC 

h[ft] 24208.38 (11107.34) 18334.05 36802.24 14850.27 15701.23 937.93 12008.05 

Lat[o] 45.34 (3.47) 48.92 46.31 41.06 0.29 3.54 0.20 

Lon[o] 15.25 (11.11) 3.13 14.64 28.46 1.35 12.36 0.46 

Temp[oC] -26.55 (23) -17.49 -43.47 -11.97 31.92 5.64 24.93 

vdot -0.21 (17.83) 1.12 -0.15 -0.81 1.31 2.23 0.98 

hdot -0.01 (1.06) -0.10 -0.10 -0.10 0.14 0.14 0.14 

v-Wn[kt] -4.16 (13.61) -6.34 -6.71 0.16 10.20 16.86 4.10 

u-We[kt] 10.19 (15.08) 12.68 12.17 6.36 8.82 9.91 8.99 

Variable Mean (±std) Mean Median Mean IQR 

Phase All Data CLB CRU DSC CLB CRU DSC 

h[ft] 32126.72 (32126.72) 23701.83 36983.65 13819.70 9510.70 591.65 5914.53 

Lat[o] 45.27 (2.63) 48.81 46.11 41.34 0.25 3.21 0.63 

Lon[o] 16.84 (8.07) 3.59 15.86 27.61 1.12 10.54 1.49 

Temp[oC] -39.63 (21.31) -29.38 -46.43 -8.29 21.51 3.87 13.33 
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Table 8. Statistics of all Predicted Trajectories (51) features 

 

 

 

 

 

 

 

 

 

 

For each combination of CI and PL there are about 250 DYNAMO_FP flight plans. This makes a total of 
50250 DYNAMO_FP flight plans, that are used for training and validation/testing purposes. Every flight 
plan comprises 600 points approximately, and every such point specifies the values of the trajectory 
variables as shown in Table 5 for DYNAMO_FP(69) and in Table 6 for DYNAMO_FP(51). These variables 
are used for the calculation of the corresponding features, as specified in Section 3. Basic statistics of 
variables and features exploited for the estimation of hidden variables in ALLFT+ and Predicted 
trajectories are shown in Table 7 and in Table 8, respectively. 

The datasets have been split into training and testing subsets of trajectories. Firstly, 68 ALLFT+M1 
trajectories have been specified as test trajectories to evaluate the trajectory modelling methods. For 
these flights, and given all possible combinations of CI and PL values, there are approx. 15700 
DYNAMO_FP trajectories that have been used only to test the hidden variables estimation methods. 

The experimental study follows a 10-fold cross validation strategy from which the best 
hyperparameters for all the different models are obtained, while the loss function considered is MAE. 
It must be noted that this loss is calculated from one run of the respective tuned models and not from 
the best model. We have tuned separately models for DYNAMO_FP(69) and DYNAMO_FP(51) data 
sets, given that these have different trajectory variables, so that the comparison is made among the 
best models for each dataset. 

The input features were scaled to the [0,1] interval, while the estimated hidden variables were left 
unscaled. Experiments showed that scaling CI and PL made no difference in precision of estimating the 
hidden variables, while scaling the input was mandatory for almost all methods. Finally, the models’ 
estimations were rounded to the closest integer for CI and to the 1st decimal position for PL. 

vdot 1.15 (13.49) 0.48 -0.04 -0.04 8.42 0.07 1.27 

hdot -0.12 (0.88) -0.03 -0.03 -0.03 0.38 0.38 0.38 

v-Wn[kt] -4.83 (15.15) -9.05 -4.83 0.35 -9.05 16.80 3.43 

u-We[kt] 11.28 (17.54) 14.61 12.72 7.11 5.03 9.93 4.90 

Feature Mean (±std) Mean Median Mean IQR 

Phase All Data CLB (100+) CRU DSC CLB CRU DSC 

h[ft] 31001.70 (8867.28) 23159.87 35840.10 13676.15 9254.81 1344.61 8766.59 

Lat[o] 45.21 (2.63) 48.82 46.08 41.39 0.23 3.15 0.67 

Lon[o] 16.94 (8.11) 0.23 15.66 27.62 1.11 10.51 1.54 

Temp[oC] -43.36 (17.88) -28.48 -52.61 -9.01 20.73 4.02 19.32 

vdot 0.06 (12.21) 1.30 0.05 -0.24 6.18 0.82 2.75 

hdot -0.13 (0.68) -0.11 -0.11 -0.11 -0.11 -0.11 0.43 

v-Wn[kt] -5.46 (14.99) -9.10 -5.89 0.49 -9.10 17.78 0.49 

u-We[kt] 11.15 (17.78) 14.67 12.59 6.77 5.23 10.58 6.28 
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The control variables’ values per method are specified in Table 9 and  

Table 10 for DYNAMO_FP(69) and for DYNAMO_FP(51), respectively. 

Table 9. Parameters of the machine learning methods for the DYNAMO(69) dataset 

Method Settings 

LASSO λ = 10−6 

NN Number of hidden layers = 2 
Number of neurons = 100 and 50 respectively 
Learning rate = 1E-4 
Weight Decay = 0 
Epoch s= 50.000 
Activation function = linear 

SVR Kernel function = RBF 
C = 0.25 
ϵ = 0.01  
tolerance = 0.001 

KRR Kernel function = RBF 
 α = 0.01 
gamma (Parameter for the RBF kernel) = 0.02 

GBM n_estimators = 1000 
min_samples_leaf = 15 
min_samples_split = 10 
max_depth = 8 
learning_rate = 0.1 

 

Table 10. Parameters of the machine learning methods for the DYNAMO(51) dataset 

Method Settings 

LASSO λ = 10−7 

NN Number of hidden layers = 2 
Number of neurons = 100 and 100 respectively 
Learning rate = 1E-4 
Weight Decay = 1E-6 
Epochs = 50.000 
Activation function = linear 

SVR Kernel function = RBF 
C = 1 
ϵ = 0.001 
tolerance = 0.001 

KRR Kernel function = RBF 
 α = 0.005 
gamma (Parameter for the RBF kernel) = 0.01 

GBM n_estimators = 1000 
min_samples_leaf = 10 
min_samples_split = 15 
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max_depth = 8 
learning_rate = 0.1 

 

5.4 Experimental results 

5.4.1 Results for DYNAMO_FP(69) 

The experimental study of all methods in the test set of DYNAMO_FP(69) trajectories are presented in 
Table 11. In particular, Table 11 shows the performance of the five methods in terms of MAE (ordered 
from best to worst MAE value) in all DYNAMO_FP test trajectories. These errors are calculated after 
executing 1 run of the best model per used method in a test subset of DYNAMO_FP trajectories. 
Specifically, results report the following quantities:  

• the MAE mean value (mean),  

• the MAE standard deviation (std),  

• the interquartile range IQR = Q3 – Q1, 

• the range value (max – min). 

The results are also shown in Figure 7 using boxplots. This figure shows the MAE values (y-axis) for the 
CI variable (left) and PL variable (right) with each ML method used (x-axis). 

According to the results shown in Table 11, the best mean performance in DYNAMO_FP(69) is obtained 
using the GBM method.  Also, GBM shows the smaller standard deviation (std) and range of values. 
This happens for both estimated hidden variables. Indeed, it manages to report MAE values less than 
3% for CI and less than 1% for PL.  It is worth to mention that SVR, KRR and NN models’ performance 
is surpassed by a big margin by GBM, with NN being the second-best method.  

Table 11. Performance of all regression methods in DYNAMO_FP(69) 

Method 

CI MAE PL MAE 

mean std IQR range 

(max - min) 

mean std IQR range 

(max - min) 

GBM 2.91 3.59 4 28 0.009 0.032 ~0 0.3 

NN 3.89 3.89 5 30 0.016 0.044 ~0 0.3 

KRR 4.06 4.322 5 42 0.026 0.048 ~0 0.2 

SVR 3.94 3.97 5 34 0.021 0.049 ~0 0.3 

LASSO 6.032 5.04 7 46 0.039 0.055 0.01 0.3 
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Figure 7. Boxplots of results for DYNAMO(69). The Y axis corresponds to the MAE of hidden 
variables estimation (left: CI, right: PL) and the X axis indicates the ML method used 

5.4.2 Results for DYNAMO_FP(51) 

The experimental results of all methods with the test set of DYNAMO_FP(51) trajectories are presented 
in Table 12. In particular, this table shows the performance of the five methods in terms of MAE, order 
from best to worst accuracy. These errors are calculated after executing 1 run of the best model in the 
test subset of DYNAMO_FP trajectories. Specifically, Table 12 reports on the following quantities:  

• the MAE mean value (mean),  

• the MAE standard deviation (std),  

• the interquartile range IQR = Q3 – Q1, 

• the range value (max – min). 

The same results are also shown in Figure 8 using boxplots. Similar to Figure 7, this figure shows the 
MAE values for the CI hidden variable (left) and the PL hidden variable (right) obtained with each ML 
method tested. 

According to the results, the best mean performance is obtained using the GBM method. However, 
GBM in this case reports a large range of values for CI compared to the second-best method, which is 
NN, with same std. Considering PL, the best method is KRR with a slight difference from GBM. Overall, 
the GBM method has significantly better results for CI compared to the other methods, and slightly 
worse than KRR for PL. KRR is the third better model for estimating CI. Therefore, GBM provides the 
best balance in estimating both hidden variables compared to the other methods, achieving a MAE 
below 4% for CI and approx. 2% for PL.  

Table 12. Performance of all regression methods 

Method 

CI MAE PL MAE 

mean std IQR range 

(max - min) 

mean std IQR range 

(max - min) 

GBM 3.65 4.2 4 37 0.022 0.046 ~0 0.3 

NN 4.38 4.21 5 34 0.023 0.046 0 0.3 

KRR 4.05 3.86 5 44 0.021 0.046 0 0.3 
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SVR 3.98 4.21 5 41 0.03 0.052 0.1 0.4 

LASSO 8.06 6.49 9 88 0.078 0.068 0.1 0.3 

  

  

Figure 8. Boxplots of results for DYNAMO(51). The Y axis corresponds to the MAE of hidden 
variables estimation (left: CI, right: PL) and the X axis indicates the ML method used 

5.4.3 Comparison of results provided for DYNAMO_FP(51) and for 
DYNAMO_FP(69) 

Overall, from the results obtained with all the hidden variable estimation methods used, we can 
conclude that GBM provides consistently better results in estimating CI, and achieves the best balance 
for estimating CI and PL in all cases, with a small std (thus, exhibiting robustness and stability) and a 
small estimation error. This concludes that GBM is the best among all methods, and meets success 
criterion SC-OBJ.01-01. Therefore, GBM is used to estimate the hidden variables for both ALLFT+ and 
Predicted trajectories, whose true hidden variables are not known. 
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6 Imitation learning for modelling 
trajectories 

This section reports on the AI/ML methods developed to achieve the validation objective OBJ.02, as it 
has been specified in Section 3. The problem of data-driven trajectory modelling for prediction 
purposes is defined as an imitation learning problem, where the aim is to build trajectory models by 
mimicking “experts’ demonstrations” (i.e., historic, actual flight plans, or flown trajectories). 

After providing basic background on the AI/ML methods used to achieve this objective, the section 
states the problem of trajectory modelling addressed and describes the experimental settings and 
results obtained. The variables involved in this task are: 

• Independent variables: OD pair, aircraft model, estimated take off time, and weather 
conditions. 

• Dependent variables: spatio-temporal (4D) information regarding trajectory points (aircraft 
positions) across the trajectory. 

• Control variables: These are reported per AI/ML method in the experimental settings. 

Solution scenarios comprise the OD pair in different weather conditions. Based on these, trajectory 
models provide solutions that assess the potential of a trajectory to follow a specific pattern and evolve 
in a specific way in 4D. 

The reference scenarios comprise the set of trajectories (flight plans or flown trajectories) for the 
specific OD pair in different weather conditions, under the existing operational setting. These are the 
trajectories to model and against which the predicted trajectories are compared. 

6.1 Aircraft trajectory modelling problem as an imitation learning 
task 

Let us consider a mixed set 𝑇𝐸 = {𝑇𝐸,𝑖 , 𝑖 = 1, … , 𝑁} of historical, enriched aircraft trajectories which 

can be obtained from different “experts”. These trajectories have various numbers of states (i.e., 

trajectory points), and therefore, various lengths |𝑇𝐸,𝑖|. It is also assumed that the experts present 

different behaviours for solving the same task, thus multiple modalities can be found in the expert 
trajectories. The objective is to cluster the expert demonstrations into separate behaviours (modes) 
and learn a multi-modal policy able to imitate all the segmented behaviours.  

Formally, the expert policy is a mixture of policies that can be defined as 𝜋𝛦 = {𝜋𝛦1
, 𝜋𝛦2

, … , 𝜋𝛦𝑀
}, 

where 𝑀 is the number of modes which can be found beforehand. To learn multi-modal policies, a 
latent variable 𝑐 is introduced to choose a specific policy 𝜋 from the mixture of expert policies as 
𝜋 ~ 𝑝(𝜋|𝑐). Moreover, in the multi-modal setting, the policy does not solely depend on the current 
state, but it is also accompanied with the latent variable 𝑐, and the objective becomes to learn a policy 
𝜋(𝑎|𝑠, 𝑐) that approximates the policy 𝜋𝛦. Hence, the generated trajectories 𝜏 which are produced by 
the conditional policy 𝜋(𝑎|𝑠, 𝑐) must be similar to the demonstrated trajectories 𝑇𝐸. 
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The goals of the proposed methods are: (a) to disentangle the expert trajectories based on their 
modality, and (b) to predict the 4D evolution of a trajectory, i.e., the aircraft positions (longitude, 
latitude, altitude) every 𝛥𝑡 seconds. 

Given all the above, the data-driven aircraft trajectory prediction problem can be formulated as an 
imitation learning task as follows. 

Given a set 𝑇𝐸  =  {𝑇𝐸,𝑖, 𝑖 =  1, … 𝑁 } of historical, enriched aircraft trajectories (flight plans or flown 

trajectories), and a time step 𝛥𝑡, determine a policy 𝜋 ∈ 𝛱 that imitates the airspace users’ policy 𝜋𝛦. 
This policy, given the initial state of aircraft 𝑠0  =  ⟨(𝑙0, 𝑓0, ℎ0), 𝑡0, 𝑣0⟩ and a latent vector 𝑐 that 
describes the selected mode, determines the evolution of the trajectory at any time instant 𝑡0 +
(𝛥𝑡 ∗  𝑖), 𝑖 =  1, 2, 3 … Specifically, it determines 𝜋 (𝑎|𝑠𝑟 , 𝑐, 𝛥𝑡), i.e., the evolution of the aircraft 
position at state 𝑠𝑟  =  ⟨(𝑙, 𝑓 , ℎ), 𝑡, 𝑣⟩ with the latent vector 𝑐, after 𝛥𝑡 time instants, given the 
application of action 𝑎 ∈ 𝐴 in that state. 

6.2 Deep multi-modal imitation learning methods 

This section, for reasons of document completeness, provides technical background and information 
about the AI/ML methods used to model demonstrated trajectories, via imitation learning. In addition, 
it provides the main control variables per method. 

6.2.1 Imitation learning 

Reinforcement learning [10] is a machine learning technique in which an agent interacts with the 
environment through a policy. The agent moves in the environment and in every state that it meets, it 
takes an action following the policy, which in return yields a reward and makes the agent transit into 
a new state. The reinforcement learning goal is to find an optimal policy that will maximise the long-
term cumulative reward that the agent will receive. 

In general, reinforcement learning methods are usually capable of approximating the optimal policy, 
given a meaningful reward function. In some cases, though, devising such a function can be extremely 
difficult, as it entails selecting the state features and devising a mathematical formula combining such 
features in an elaborated way to reward the agent to the degree needed. For instance, consider 
environments in which too many factors must be taken into consideration before creating a reward 
function (e.g., self-driving vehicles or aircraft trajectory prediction), or cases where the rewards that 
the agent receives from the environment are sparse (e.g., a gaming environment where the agent can 
take a positive/negative reward at the end of the game based on the outcome of the game). 

A solution to the problem of devising a reward function is the imitation learning framework [11, 12, 
13, 14]. In imitation learning, the agent is not trying to learn from a hand-crafted reward function, but 
instead it learns from demonstrations coming from one or multiple experts. Hence, the agent tries to 
re-create the optimal policy by imitating the behaviour of the expert(s), either modelling the reward 
function in a data-driven way, or by avoiding to do so. The imitation learning framework can be divided 
into three broad categories: behavioural cloning [15], direct policy learning [16], and inverse 
reinforcement learning. 

Behavioural cloning [15] is the simplest form of imitation learning, where the agent tries to learn the 
expert policy by using supervised learning. Specifically, behavioural cloning trains a policy on expert 
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demonstrations to map from observations to expert actions. This method is usually unsuitable since it 
suffers from the compounding errors made in different states of the trajectory.  

Direct policy learning [16] is an extension of behavioural cloning, where the expert does not only 
provide an initial set of demonstrations, but he is also used as a supervisor that is responsible for giving 
feedback for the new states that the agent meets (i.e., what actions the expert would have taken in 
those states). Although more successful than behavioural cloning, the biggest drawback of these 
methods is that there is the need for a human expert that provides feedback to the agent, which in 
practice is infeasible. 

In inverse reinforcement learning, the agent tries to extract the reward function based on the expert 
demonstrations, and then use it to find the optimal policy with reinforcement learning. However, 
learning the reward function is ambiguous given that many reward functions can explain the same 
optimal policy.  

A state-of-the-art inverse reinforcement learning method is generative adversarial imitation learning 
(GAIL) [17], which combines inverse reinforcement learning and generative adversarial networks 
(GANs) [5] and does not try to learn the underlying reward function.  

While in traditional imitation learning, as done in GAIL, it is assumed that the expert demonstrations 
come from a single expert, in real world applications, the expert demonstrations display multiple 
modalities since they either come from different human experts or from the same expert that has 
demonstrated different behaviour for solving the same task. This variability among demonstrations 
can be explained by the underlying factors, such as the experts’ preferences, strategies, or experience.  

Focusing on expert demonstrations regarding flight plans and flown trajectories that come from a set 

of multiple expert policies 𝜋𝛦 = {𝜋𝛦1
, 𝜋𝛦2

, … , 𝜋𝛦𝛭
}, the aim is to model latent factors that show 

airspace users’ preferences. The goal is to disentangle these demonstrations into different modes and 
learn a multi-modal policy able to imitate all the distinct behaviours. 

6.2.2 GAIL 

As previously mentioned, inverse reinforcement learning methods try to infer the reward function, 
given a set of expert demonstrations, which comes from an optimal expert policy distribution 𝜋𝛦 that 
optimises an unknown reward function 𝑅𝐸. However, inverse reinforcement learning is too expensive 
to run, as in the inner loop trains a reinforcement learning algorithm as well. Maximum causal entropy 
fits a cost function from a family of functions 𝐶, with the following optimisation problem: 

max
𝑐∈𝐶

min
𝜋∈𝛱

−𝐻(𝜋) + 𝔼𝜋[𝑐(𝑠, 𝑎)]) −  𝔼𝜋𝛦
[𝑐(𝑠, 𝑎)] , 

which has high entropy and minimum cumulative cost. 

GAIL redefines the maximum-entropy inverse reinforcement learning problem as an optimisation 
problem using GANs. In GAIL, the agent tries to imitate the expert behaviour by matching the 
generated state-action distribution with the expert’s state-action distribution, and the optimum is met 
when the distance between the two is minimised as measured by the Jensen-Shannon divergence.  

The method employs two neural networks: a generator 𝐺 that models the policy 𝜋(𝑎|𝑠),  and the 
discriminator 𝐷 that measures the similarity between expert and generator’s policy state-action pairs.  

GAIL directly optimises the policy and the min-max game between the generator and the discriminator 
described by the following objective: 
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min
𝜋

max
𝐷

𝔼𝜋[log 𝐷(𝑠, 𝑎)] + 𝔼𝜋𝐸
[log(1 − 𝐷(𝑠, 𝑎))] − 𝜆𝛨(𝜋) , 

where 𝛨(𝜋) is the causal entropy of the generator’s policy 𝜋. 

GAIL assumes that the expert demonstrations come from a single expert, so in the presence of multiple 
experts or diverse behaviours, as aircraft trajectories demonstrated from different AUs operated under 
different conditions, it would fail to create a multi-modal policy that covers them all.  

The following two sections describe two state-of-the-art methods built on GAIL that model trajectories 
by disentangling the mode that they follow. 

6.2.3 Info-GAIL 

Info-GAIL [18] is an extension of GAIL that is able to discover the latent factors underlying expert 
demonstrations and learn multi-modal policies that explain a diverse set of behaviours. To achieve 
that, the policy in Info-GAIL does not solely depend on the state, but also on a latent variable 𝑐, and 
the policy is defined as 𝜋(𝑎|𝑠, 𝑐). 

Furthermore, to make the network rely as much as possible on the latent variable 𝑐, Info-GAIL uses an 
information-theoretic regularisation, which demands that there should be high mutual information 
between the latent variable and the state-action pairs in a trajectory 𝜏. To do this, it learns an 
approximation 𝑄(𝑐|𝜏) and the objective of Info-GAIL extends the objective of GAIL as follows: 

min
𝜋,𝑄

max
𝐷

𝔼𝜋[log 𝐷(𝑠, 𝑎)] + 𝔼𝜋𝐸
[log(1 − 𝐷(𝑠, 𝑎))] − 𝜆1𝛨(𝜋) − 𝜆2𝐿𝐼(𝜋, 𝑄) , 

where 𝐿𝐼(𝜋, 𝑄) is a variational lower bound of the mutual information between the state-action pairs 
and the latent variable.  

The method uses three main networks: (a) the generator 𝐺, consisting of an actor-critic model that 
acts like the policy 𝜋𝜃(𝑎|𝑠, 𝑐) and updates its parameters 𝜃 using the trusted region policy optimization 
(TRPO) algorithm [19], (b) a discriminator 𝐷𝑤(𝑠, 𝑎), and (c) a posterior 𝑄𝜓(𝑠, 𝑎), that outputs the 

probability that a state-action pair belongs to a specific mode. Both the discriminator 𝐷 and the 
posterior 𝑄 networks, are used as surrogate reward, which guides the generator’s 𝐺 policy to match 
the expert state-action distribution. 

The control variables in this case are: 

• Policy network (generator) topology: 

o Number of layers. 

o Number of neurons per layer. 

o Neuron activation function. 

o Optimiser. 

• Discriminator network topology: 

o Number of layers. 

o Number of neurons per layer. 

o Neuron activation function. 

o Optimiser. 
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• Posterior network topology 

o Number of layers. 

o Number of neurons per layer. 

o Neuron activation function. 

o Optimiser. 

The interested reader may find technical/algorithmic details on training and testing the method in 
Appendix B.1. 

6.2.4 Triple-GAIL 

Triple-GAIL [20] is a multi-modal GAIL approach - similar to Info-GAIL - which is able to learn multi-
modal policies from expert demonstrations and generated samples that serve as data augmentation 
by utilising an auxiliary mode selector. The main differences between the two methods are: (a) Triple-
GAIL uses labelled expert demonstrations instead of discovering the latent factors in an unsupervised 
way, (b) instead of the posterior network 𝑄, Triple-GAIL uses a selector network 𝐶 to select the mode 
given the state-action pairs, and (c) the policy and expert distributions are defined as state-action-label 
distributions. 

The Triple-GAIL algorithm contains three main networks: (a) the generator 𝐺, that comprises the policy 
network, (b) the selector 𝐶 which, given state-action pairs, infers the latent code (mode), and (c) the 
discriminator 𝐷. The generator 𝐺 and selector 𝐶 networks work together against the discriminator 𝐷 
that tries to distinguish the demonstrated from the generated state-action-label pairs.  

The optimum is met when both the generator and selector distributions converge to the distribution 
of the expert. In this three-player game, the adversarial loss is formulated as: 

min
𝛼,𝜃

max
𝜓

𝔼𝜋𝛦
[log (1 − 𝐷𝜓(𝑠, 𝑎, 𝑐))] + 𝜔𝔼𝜋𝜃

[log 𝐷𝜓(𝑠, 𝑎, 𝑐)]  

+ (1 − 𝜔)𝔼𝐶𝛼
[log 𝐷𝜓(𝑠, 𝑎, 𝑐)] + 𝜆𝛦𝑅𝐸 + 𝜆𝐺𝑅𝐺 − 𝜆𝛨𝛨(𝜋𝜃) , 

where 𝑅𝐸 and 𝑅𝐺 are two cross-entropy terms that guarantee the convergence of the distributions 
and 𝜆𝐸, 𝜆𝐺 suggest their relative importance. Specifically, 𝑅𝐸 is the standard supervised loss ensuring 
that the selector converges to the expert distribution and 𝑅𝐺 is the divergence between the 
distributions of the selector and the generator. 

The control variables for this method are: 

• Policy network (generator) topology: 

o Number of layers. 

o Number of neurons per layer. 

o Neuron activation function. 

o Optimiser. 

• Discriminator network topology: 

o Number of layers. 

o Number of neurons per layer. 
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o Neuron activation function. 

o Optimiser. 

• Selector network topology: 

o Number of layers. 

o Number of neurons per layer. 

o Neuron activation function. 

o Optimiser. 

The interested reader may find technical/algorithmic details on training and testing the method in 
Appendix B.2. 

6.3 Experimental settings and results  

6.3.1 Experimental settings 

6.3.1.1 Datasets 

Initially, the datasets exploited to validate the trajectory modelling methods were provided in the 
context of other projects, and have served as an initial testbed for the methods devised.  Those 
datasets include radar tracks (surveillance data representing raw trajectories) for flights, and weather 
data obtained from National Oceanic and Atmospheric Administration (NOAA). Experimental results 
for these initial datasets can be found in Appendix E.  

The dataset provided in the SIMBAD project concerns flights from Charles de Gaulle (LFPG) to Istanbul 
Ataturk airports (LTBA) for January, April, August, and December of 2018. In this case flight plans 
enriched with meteorological features have been used, instead of the flown trajectories. 

The trajectories traverse multiple FIRs and the dataset was split as follows: 

o LFPG - LTBA (2018): Includes 201 trajectories of M1 points during several months of 2018, and 
68 of them have been used as test trajectories.  

Using flight plans, a pre-processing step is necessary in order to provide aircraft positions at a constant 
time period, as needed by the methods. Therefore, the pre-processing step interpolates trajectory 
points between consecutive flight plan waypoints providing trajectories with points every Δt=20 
seconds. 

Trajectories include the following variables per point: four spatio-temporal variables that correspond 
to the 3D state position and time, three meteorological variables at the corresponding state position 
and time, the aircraft model, and the ground delay. The weather variables include isobaric 
temperature, u-wind component, and v-wind component.  

6.3.1.2 Imitation methods configuration 

This section specifies the control variables and describes the architecture of the neural networks.  

For the generator 𝐺, an actor-critic architecture of a policy and a value network are employed. The 
policy network consists of two layers of 100 nodes and a third layer of 32 nodes for the state input and 
a distinct layer of 32 nodes for the latent variable input. The outputs of the state and latent layers are 
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concatenated in a subsequent layer and are passed through another layer of 32 nodes before being 
sent to the final layer which outputs the 3D action (i.e., 𝑑𝑙𝑜𝑛, 𝑑𝑙𝑎𝑡 , 𝑑𝑎𝑙𝑡).  

The value network uses the same architecture as the policy network except for the final layer, which 
in this case outputs a single number: the estimation of the value function. At every layer in both 
networks, the activation function is 𝑡𝑎𝑛ℎ.  

The input of the generator 𝐺 corresponds to the spatio-temporal features per state and the contextual 
features enriching each state.  

The other three neural networks (discriminator 𝐷, posterior 𝑄, and selector 𝐶) follow the same 
configuration: two layers of 100 nodes each and tanh activation function. The difference between 𝐷 
and the other two networks, 𝑄 and 𝐶, is at the output layer, where the former has a single output 
which can be interpreted as the probability of a state-action pair being drawn from the demonstrated 
data, while the latter have 𝑀 outputs that portray the posterior probabilities for each of the 𝑀 modes 
given a state-action pair.  

It must be noted that in Info-GAIL the discriminator takes as input state-action pairs, while in Triple-
GAIL the discriminator uses the state-action-label pairs. 

Both Info-GAIL and Triple-GAIL, initialise the policy network parameters with behavioural cloning, 
minimising the mean square error between demonstrated actions and the policy actions, over the 
training set. 

All neural networks use Adam optimisation [4].  

6.3.1.3 Trajectories pre-processing: trajectory clustering 

To train trajectory models, the existing patterns of trajectory evolution (i.e., the trajectory modes) 
have to be identified first. To achieve this, trajectories are clustered using two clustering methods: k-
medoids and agglomerative hierarchical clustering. 

The main difficulty of this task is that the appropriate number of modes is unknown. Most clustering 
approaches assume that this number is given as an input to the algorithm. Here, we use the silhouette 
coefficient to determine the number of clusters. The computation of the silhouette coefficient needs 
only pairwise distances, and the calculation of clusters’ centroids is avoided. Silhouette coefficient [21] 
is an evaluation criterion that is based on the intra-class and inter-class distances of each object pair. 
A higher silhouette coefficient score relates to a model with better defined clusters. Thus, the problem 
of determining the optimal number of clusters is casted as a silhouette coefficient maximisation 
problem. 

More specifically, through silhouette analysis one can measure how far each data point (enriched 
trajectory in our case) in a cluster is to the data points in its neighbouring clusters. Silhouette score 
values’ lie in the range of [-1, 1] with a value close to one meaning that the sample of a cluster is far 
away from the neighbouring clusters and very close to the cluster assigned. On the other hand, a value 
close to 0 means that the sample is close to the decision boundary between two neighbouring clusters, 
while a negative score value indicates that the sample has been assigned to the wrong cluster. Hence, 
to determine the number of clusters, the highest silhouette value is preferred. 

Formally, the silhouette value for each trajectory 𝑇𝑖 in the dataset is defined as: 
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𝑠𝑖𝑙ℎ𝑜𝑢𝑒𝑡𝑡𝑒𝑖 =  
(𝑏𝑖 − 𝑎𝑖)

max (𝑎𝑖, 𝑏𝑖)
 , 

where 𝑎𝑖  is the mean intra-cluster distance, i.e., how well a data point is assigned to the cluster, and 
𝑏𝑖 is the mean nearest-cluster distance of 𝑖-th sample to the other data points of its nearest 
neighbouring cluster. The nearest neighbouring cluster is defined as the cluster to which sample 𝑖 is 
not assigned to, but its distance is the closest among all other clusters. 

6.3.1.3.1 K-medoids clustering 

One of the most widely used clustering techniques is k-means clustering [22, 23] and this fact holds for 
time series data clustering as well. It is a simple partitioning clustering algorithm, as it groups similar 
data points (trajectories in our case) in the same cluster and, using an iterative refinement technique, 
it minimises an objective error function that indicates the sum of distance values among input data 
points and their clusters representatives.  

A general description of the algorithm is the following: 

1. Find k initial cluster centres (representatives) by selecting k random data points. 
2. Assign each data point to the most similar cluster according to a distance measure. The most 

similar cluster is the cluster with the closest centre, according to the distance metric chosen 
(specified in Appendix B.3). 

3. Recalculate the k cluster representatives by averaging all the assigned data points for each 
cluster. 

4. Repeat steps 2 and 3 until cluster centres no longer move. 

This iterative procedure minimises the objective error function of the k-means algorithm, which is the 
sum of squared errors among each cluster centre and its assigned objects. 

The fact that trajectories have variable lengths prevents an easy definition of a mean trajectory object 
and thus does not allow the application of the k-means algorithm. The k-medoids algorithm solves this 
problem by grouping the data based on their distance to each other, instead of to their distance to a 
centre. This method proceeds in the same iterative way as k-means but uses the cluster medoids as 
representatives, with the advantage that the medoid is a point of the dataset. This way, every data 
point is assigned to the cluster with the minimum distance between the data point and the cluster’s 
medoid. K-medoids is more robust compared with the k-means algorithm because it reduces the 
influence from outliers and noise. 

Since there is a dependence on initialisation, 100 different runs are performed at every case with 
random initialisation. At the end, the solution with the minimum (optimum) value of the objective 
function (sum of minimum distances) is kept. 

6.3.1.3.2 Agglomerative (hierarchical) clustering 

Agglomerative clustering is a bottom-up (hierarchical) strategy for drawing the structure of data. It 
initially treats each data point (i.e., trajectory) as an individual cluster (singleton) and iteratively merges 
similar clusters hierarchically in a tree-like structure, stopping when only K clusters remain. The 
criterion selected to merge two clusters is the average distance among all their member trajectories 
(Ward merging criterion). At each merge step, a hard decision on cluster membership is made, limiting 
the ability of the algorithm to adjust at a higher tree level. 
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The agglomerative hierarchical algorithm consists of the following steps: 

1. Compute the proximity matrix containing the distances between each pair of patterns. Treat 
each pattern as a cluster. 

2. Find the most similar pair of clusters using the proximity matrix. Merge these two clusters into 
one cluster. Update the proximity matrix to reflect this merge operation. 

3. If all patterns are in one cluster, stop. Otherwise, go to step 2. 

The advantages of the hierarchical clustering include: 

• embedded flexibility regarding a level of granularity, 

• ease of handling any forms of similarity or distance, 

• consequently, applicability to any attribute type, and  

• versatility. 

Note, that the hierarchical clustering scheme does not depend on the initialisation. One significant 
advantage of this method is that it allows the construction of the data dendrogram which provides a 
graphical view of the data structure and can give an estimation of the optimal clustering and the 
number of clusters. 

The distance functions used by the clustering algorithms are presented in detail in Appendix B.3. 

6.3.1.3.3 Trajectory clustering results 

Clustering, as previously pointed out, is used as a pre-processing technique to identify the different 
patterns according to which trajectories evolve. This section shows the clustering results in two cases:  

a) considering the whole trajectories from origin to destination, and  

b) by splitting the trajectories into two parts: the landing phase, and the part from origin until 
the start of the landing phase.  

The latter is useful as the landing phase exhibits a set of modalities that are distinct and mix in multiple 
ways to the modalities of the other phases of the trajectories. Thus, in addition to predict the whole 
trajectory (from origin to destination with the landing phase), we also provide results for the landing 
phase of the trajectories, separately from the rest of the trajectories’ phases. 

This section does not analyse the efficacy of the clustering methods, given that scenario datasets do 
not include information on the behavioural patterns of aircraft to compare with. However, clustering 
results seem reasonable, given the visualization of trajectories’ lateral part (as shown in the figures 
below). 

Clustering results for the whole trajectories 

• The 201 trajectories (flight plans) from Paris to Istanbul during several months of 2018 were 
clustered into 9 clusters, with 17, 5, 10, 11, 2, 123, 3, 3, and 27 trajectories, respectively (Figure 
9 shows the clusters obtained).Figure 9. SIMBAD trajectories with the landing phase 
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Figure 9. SIMBAD trajectories with the landing phase 

Clustering results for split trajectories 

 Clustering trajectories from origin to start of the landing phase 

o The 201 trajectories (flight plans) from Paris without the landing phase were clustered 
into 9 clusters (same as the original with the landing phase), with 17, 5, 10, 11, 2, 123, 
3, 3, and 27 trajectories (Figure 10).   

 

Figure 10. SIMBAD trajectories without the landing phase 

 Clustering trajectories’ landing phase 

o The landing phases of the 201 trajectories (flight plans) from Paris were clustered into 
6 clusters, with 3, 4, 90, 98, 3, and 3 trajectories (Figure 11).   

 



D3.1 DATA DRIVEN METHODS FOR TRAJECTORY MODELLING 

       

 

   
 

 

 

Page|46 
 

 

Figure 11. Landing phase of the SIMBAD trajectories 

6.3.2 Experimental results on modelling trajectories (prediction) 

This section provides results regarding the prediction of the trajectories, obtained using the multi-
modal trajectory (policy) models from the Info-GAIL and Triple-GAIL methods. The results are obtained 
from five independent experiments per case.  

Specifically, this section reports on the trajectory prediction accuracy using the following measures: 
(a) root mean square error (RMSE) in meters in each of the 3 dimensions, as well as in 3D, (b) along-
track error (ATE), (c) cross-track error (CTE), and (d) vertical deviation (V).  

The along-track error is measured parallel to the predicted trajectory with respect to the 
corresponding points in the actual (test) trajectory, while the cross-track error is measured 
perpendicular to the predicted course, with respect to the corresponding points in the actual (test) 
trajectory. The corresponding points between the predicted and the actual trajectories are computed 
via matching their timestamps. In particular, for each point of a test trajectory, the point with the 
closest timestep of the predicted trajectory is being selected and the corresponding 3D position 
(longitude, latitude, altitude) at that timestamp is being kept as the corresponding point. Finally, this 
section provides results on the estimated time of arrival according to predictions, compared to the 
actual arrival time of test trajectories. 

6.3.2.1 LFPG - LTBA (2018 with 9 modes) 

Due to the multiple and very different patterns of behaviour during the landing phase, two different 
sub-cases have been studied: 

a) Whole trajectories: the full trajectories from the origin airport to the destination airport are 
considered in this case (left side of Figure 12).  

b) Split trajectories: in this case, the landing phase of each of the trajectories is predicted 
separately from the rest of the trajectory (right side of Figure 12). 
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Figure 12. SIMBAD trajectories with (left) and without (right) landing phase 

Figure 13. shows how different flights from LFPG following the same pattern of behaviour (i.e., 
assigned to the same mode) approach the destination airport. As the clustering results showed, there 
are in total six different patterns (two for every initial point) in which an aircraft can reach the 
destination airport. This results into a challenging problem, where modalities executing different 
phases of trajectories mix. In multi-modal imitation learning it is assumed that the demonstrated 
trajectories from a certain modality follow the same pattern from the initial to the final trajectory 
point. 

 

Figure 13. The landing phase of the SIMBAD trajectories 

In both cases, imitation learning algorithms were trained for 2000 episodes, after pre-training their 
policies with behavioural cloning. It must be noted that due to data imbalances (i.e., cluster 6 was 
overpopulated), a weighted trajectory-selection mechanism was devised in order to facilitate the 
generation of trajectories in smaller clusters. In particular, a cluster (mode) is initially selected and then 
a trajectory from the specific cluster is sampled. At each episode, policies generate a batch of 75000 
state-action samples.  

Both methods select a starting point regarding a trajectory in the training set following the trajectory-
selection mechanism and use the generator 𝐺 exploiting the policy model learnt, to generate 
trajectories. 

6.3.2.1.1 Experiments with whole trajectories 

In this case the roll-outs terminate either when (a) the trajectory reaches a point that lies within a 
10km radius from the destination airport, (b) the trajectory exceeds the 800 time-step limit, or (c) the 
trajectory reaches a point that lies outside the bounding box defined by the geographic (lon, lat) 
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coordinates. The collected 75000 samples per episode are used to train the discriminator 𝐷 and the 
posterior 𝑄 (or selector 𝐶).  

Table 13. RMSE (in meters) results for the Paris-Istanbul case with whole trajectories. 

Method Longitude Latitude Altitude 3D 

Info-GAIL 42590.9 29466.9 1720.3 53820.2 

Triple-GAIL 35328.2 26445.9 1372.7 45179.5 

 

Table 14. ATE, CTE, V (in meters), and ETA Error (in seconds) for Paris-Istanbul with whole 
trajectories. 

Method ATE CTE V ETA 

Info-GAIL 31309.2 20659.4 1131.4 420.7 

Triple-GAIL 27182.9 16073.3 890.3 254.4 

 

Table 13 and Table 14 show the results for the two methods. It can be observed that Triple-GAIL 
manages to produce trajectories with the lowest mean RMSE for each spatial dimension and in 3D, 
compared to the Info-GAIL method. Moreover, the mean ATE, CTE, V and ETA are all lower for the 
Triple-GAIL method, which confirms the capability of the algorithm to produce more realistic 
trajectories and approximate better the M1 points. These results show the potential of both methods 
to produce predictions in very long trajectories across the European continent.  

Figure 14.  shows the boxplots for this experimental study. As it can be seen, the results suffer from 
the presence of outliers. It is conjectured that most of the outliers occur due to the bad approximation 
of the landing phase for both algorithms. 

 

Figure 14. Boxplots for RMSE (left) and Track Errors (right) with landing phase. 

6.3.2.1.2 Experiments for split trajectories 

In this experimental case, two models are trained to approximate the takeoff-cruising and landing 
phases, separately. The roll-outs for the first model terminate either when (a) the trajectory reaches a 
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point that lies within a 5km radius from the cutting points (see in Figure 12 the terminating points: four 
in this case), or (b) the trajectory exceeds the 600 time-step limit. Correspondingly, the roll-outs for 
the second model terminate either when (a) the trajectory reaches a point that lies within a 5km radius 
from the destination airport, ord (b) the trajectory exceeds the 200 time-step limit. Both models also 
finish the trajectory generation process when it reaches a point that lies outside the bounding box 
defined by the geographic (lon, lat) coordinates. The collected 75000 samples per episode are used to 
train the discriminator 𝐷 and the posterior 𝑄 (or selector 𝐶).  

Given that the two models model sub-trajectories, one for the landing phase and one for the trajectory 
part from the origin until the start of the landing phase, these sub-trajectories are joined into a whole 
trajectory from origin to destination and the comparison is done with the whole M1 trajectories, as 
before. 

Table 15. RMSE (in meters) results for the Paris-Istanbul case for split trajectories. 

Method Longitude Latitude Altitude 3D 

Info-GAIL 21372.6 16836.2 762.6 28059.3 

Triple-GAIL 15369.9 12962.5 749.3 21028.6 

 

Table 16. ATE, CTE, V (in meters), and ETA Error (in seconds) for Paris-Istanbul with split 
trajectories. 

Method ATE CTE V ETA 

Info-GAIL 15699.8 8151.3 478.7 32.0 

Triple-GAIL 11710.9 6537.5 458.7 19.5 

 

Similar to the previous experimental case (whole trajectories), the comparison is between the M1 
waypoints of the test trajectories and the corresponding points from the generated trajectories. Table 
15 and Table 16 provide a comparison between the two imitation learning methods in terms of RMSE 
and track errors. 

The results of the experimental case verify the dominance of Triple-GAIL over Info-GAIL, as it manages 
to produce rather low error scores for each measure.  

Furthermore, comparing the results of the two experimental cases, it can be noticed that both 
methods report significantly better results when trajectories are split into distinct phases which are 
modelled separately, as they have reduced the scores almost to the half. This behaviour can be 
explained by the inability of both methods to learn the landing behavior effectively when dealing with 
the whole trajectories, due to the holding patterns and the diverse landing behaviours that present 
distinct modes from the other parts of the trajectories. 

Figure 15.  provides the boxplots for these experiments. Here, the presence of outliers is not as heavy 
as in the previous experimental case, which provides supporting evidence for the conjecture about the 
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bad approximation of the landing phase when modelling the whole trajectories. Also, the medians 
agree with the reported averages of Table 15 and Table 16, which verifies the robustness of the two 
multi-modal imitation learning algorithms. 

 

Figure 15. Boxplots for RMSE (left) and Track Errors (right) without landing phase 

Therefore, Triple-GAIL with split trajectories reports state-of-the-art results that compared to other 
state-of-the-art methods show significant improvement of prediction. In addition, the 3D RMSE 
reported by Triple-GAIL is less than 10% of the CDG to IST flight distance (2256 Km) and flight time ( 
11160 seconds). In the case of split trajectories, the error in 3D is even less than 1% of the flight 
distance. This meets success criterion SC-OBJ.02-01. 
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7 Estimation of KPIs 

This section reports on  

a. How the estimations of hidden variables provided by the models trained, for given M1 
trajectories, support the prediction of trajectory KPIs using standard prediction error metrics 
(mean absolute error and root mean square error).  

b. How trajectory predictions and estimated hidden variables for these trajectories support the 
prediction of trajectory KPIs, using standard prediction error metrics (MAE and RMSE), 
compared to the KPIs estimated for known trajectories. 

Specifically, predictions regarding the following KPIs are compared: Fuel consumption, flown distance, 
and gate-to-gate time.  

Comparisons between KPI predictions are as follows: 

To study the effects of hidden variables’ estimation on the KPIs prediction, results for the DYNAMO_FP 
flight plans with known hidden variables’ values are provided. In this case, where hidden variables’ 
values are known, the aim is to study how the difference between known and predicted values of the 
hidden variables is reflected in the differences in KPIs predictions performed by DYNAMO(prediction).  

To study the effect of trajectory prediction (w.r.t. the hidden variables estimation) on KPIs prediction, 
we provide comparative results between the predicted KPIs for ALLFT+ M1 with estimated hidden 
variables and the corresponding predicted M1 with estimated hidden variables.  

The results show significant advances of data-driven methods to predict trajectories and estimate 
hidden variables towards estimating the KPIs, compared to purely mechanistic methods. 

7.1 The effect of hidden variables estimation on the KPIs prediction 

In this case, the best hidden variables prediction model, i.e., GBM (see Section 5.4.2), is used to 
estimate the hidden variables of the DYNAMO_FP test trajectories, whose hidden variables’ true values 
are also provided.  As the DYNAMO_FP(51) case (i.e., 51 features)), is closer to the real-world case of 
model deployment, it is the case considered. This process is shown in Figure 16. 

 

Figure 16. The overall process for estimating the effect of hidden variables’ estimation errors on the 
prediction of KPIs 
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Since DYNAMO predictions for flown distance and gate-to-gate time do not differ when DYNAMO 
considers the true or the predicted estimated variables, below we report only differences regarding 
the fuel consumption prediction. 
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Figure 17. The effect of hidden variables’ estimation errors on the prediction of Fuel [kg]: Rows correspond 
to absolute differences on estimating CI, columns correspond to absolute differences on estimating PL, and 
the values show the mean absolute differences on predicted fuel for all trajectories with the corresponding 

differences on CI and PL. 
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0 0.1 0.2 0.3 
 A

b
s 

d
if

fe
re

n
ce

 o
n

 p
re

d
ic

te
d

  C
I 

0 0 192.7445 259.5966 N/A 

1 0 188.7711 289.5065 277.7256 

2 0 187.2461 323.6826 N/A 

3 0 180.8746 356.0583 N/A 

4 0 195.4534 304.6155 373.7318 

5 0 180.4751 268.342 N/A 

6 0 182.4625 249.6585 509.5514 

7 0 174.9596 302.1272 N/A 

8 0 173.9177 217.0938 506.7563 

9 0 168.9765 322.7388 511.3841 

10 0 190.5931 315.3502 N/A 

11 0 179.254 326.4826 513.2296 

12 0 179.0012 344.734 516.3818 

13 0 186.7088 347.7195 N/A 

14 0 163.5665 487.3257 N/A 

15 0 168.3284 446.8218 N/A 

16 0 182.4334 326.4556 N/A 

17 0 168.3921 608.3677 N/A 

18 0 139.0662 446.49 N/A 

19 0 161.4128 N/A N/A 

20 0 142.404 610.1579 N/A 

21 0 109.788 192.5464 N/A 

22 0 121.4692 452.1648 N/A 

23 0 110.6264 N/A N/A 

24 0 168.5796 442.2694 N/A 

25 0 118.2965 688.3122 N/A 

26 0 109.3519 362.0608 N/A 

27 0 88.5263 404.0884 512.2734 

28 0 80.3814 367.0618 N/A 

 >450[kg] 

 350 < Δfuel[kg] < 450 

 250 < Δfuel[kg] < 350 

 150 < Δfuel[kg] < 250 

 Δfuel[kg] <150 

 Δfuel[kg] = 0 

N/A Not available 
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These trajectories, together with the true hidden variables, are provided to DYNAMO(prediction) for 
the KPIs prediction. The same process is done using the estimated hidden variables for the same 
trajectories.  

Figure 17 shows the effects of hidden variable estimation errors on the KPIs predictions: rows 
correspond to absolute differences on estimating CI, columns correspond to absolute differences on 
estimating PL, and the values show the mean absolute differences in the fuel prediction for all the 
trajectories with the corresponding  differences on CI and PL. Results show that the most critical role 
is played by PL: large errors in PL may be translated to large differences in predicted fuel, although this 
is not always the case. 

Furthermore, as Figure 18 shows, the distributions of predicted fuel in all cases, either with the 
estimated hidden variables or with the true hidden variables, are the same, and this happens (following 
a t-test on these predictions) with probability 0.99.  

This verifies the efficacy of the hidden variables’ estimation methods to support the prediction of 
trajectory KPIs. The MAE for fuel is below 4%, while for distance and gate-to-gate-time is 0%. 
Therefore, the success criterion SC-OBJ.01-02 is fulfilled: estimated hidden variables for known 
trajectories support the prediction of trajectory KPIs. 

This result provides firm evidence to the achievement of the success criterion SC-OBJ.01-01 concerning 
the estimation of hidden variables: the estimation error has insignificant consequences to the 
prediction of KPIs. 

 

Figure 18. The distributions of predicted fuel[kg] given the estimations of hidden variables (top left), and the 
true hidden variables (top right), as well as the distribution of the absolute difference in the predicted fuel 

(bottom). 
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7.2 The effect of trajectory prediction on the prediction of KPIs 

In this case, the best hidden variables prediction model (i.e., GBM, see Section 5.4.2) is used to 
estimate the hidden variables of 68 ALLFT+ test trajectories, whose hidden variables’ true values are 
not known, considering 51 features. The hidden variables are also estimated for the Predicted 
trajectories corresponding to these ALLFT+ trajectories. These trajectories are predicted using the best 
trajectory prediction model, i.e., that of Triple-Gail (see Section 6.3). Both sets of results (ALLFT+ and 
Predicted) are provided to DYNAMO(prediction) for the KPIs prediction. This process is depicted in 
Figure 19. 

 

Figure 19. The overall process to analyse the effect of trajectory prediction errors (in conjunction to errors on 
estimating hidden variables) on the KPIs prediction 

Figure 20 shows the differences in KPIs prediction between each ALLFT+ trajectory and the 
corresponding Predicted trajectory, with respect to the estimated hidden variables provided by the 
AI/ML models. Axis x shows the RMSE between ALLFT and corresponding Predicted trajectories, and 
the y-axis shows the KPIs values. Overall, as it is shown, the KPIs predicted, either fuel, distance or 
gate-to-gate time, are very close for the ALLFT trajectories and the corresponding Predicted 
trajectories, although there are some cases with large differences in the fuel consumption prediction 
(some of them are marked with a green circle). Gate-to-gate time and flown distance predictions seem 
to have almost a perfect match in all cases. Below we delve into the differences in the predicted KPIs 
in more detail. 

Interestingly here, in Figure 20, one may spot two clusters for the fuel predictions that are due to 
trajectories executed by different types of aircraft, as also shown in Figure 21. 

Delving into the details of the predictions, Figure 22 shows the differences of fuel predictions (y-axis) 
with respect to the RMSE between the ALLFT+ and Predicted trajectories (x-axis). This results into a 
mean absolute difference on fuel estimations of 464 kg which is much less than the 4% of the actual 
fuel.  

As it is shown, only 6 out of 68 pairs of trajectories have difference greater than 1000 Kg, while most 
of them have a difference lower than 500 Kg. The two pairs of ALLFT+M1 and predicted trajectories 
with difference approx. equal to 2000 kg (corresponding to the points inside the green circle in Figure 
20), are shown in Figure 23 (a) for the left point, and (b) for the right point. Obviously, this difference 
in fuel prediction is due to an error in altitude prediction during the cruising phase of the trajectories. 
Disregarding these two predictions, the mean absolute difference on fuel estimation is 418 kg which 
is much less than the 4% of the actual fuel. 

However, it is shown that a high RMSE in Predicted vs ALLFT trajectories is not necessarily translated 
into a direct large difference in the estimated KPIs. This is the case of the fuel consumption, shown in 
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Figure 22, and gate-to-gate time, shown in Figure 25. In particular, for the gate-to-gate time there are 
trajectories with smaller RMSE, but with larger differences in predicted gate-to-gate time.  However, 
that is not the case of the flown distance, shown in Figure 24. Intuitively, regarding the flown distance, 
this means a large deviation of the predicted trajectory from the ALLFT+ trajectory.  

The mean absolute difference for distance estimations between ALLFT+ and Predicted trajectories is 6 
NM, and for gate-to-gate time is 216 s. However, as shown in Figure 24 and in Figure 25 the differences 
in predicted distance, and the differences in predicted gate-to-gate time are clustered in one cluster 
with a small upper limit: 20 NM for distance and 450 s for gate-to-gate time.  

 

Figure 20. Differences in KPI predictions for ALLFT+ and the corresponding Predicted trajectories, w.r.t. the 
estimated hidden variables provided by the AI/ML models. Axis x shows the RMSE between ALLFT and 

corresponding Predicted trajectories, and the y-axis shows the KPI values. 
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Figure 21. Fuel consumed per flight coloured by aircraft model 

 

Figure 22. Absolute difference in predicted fuel for ALLFT+ and corresponding Predicted trajectories. Axis x 
shows the RMSE of predicted vs ALLFT+ trajectory, and axis y shows the absolute difference in predicted fuel 

[kg]. 

  

 

(a) ALLFT+ (left) and Predicted (right) for flight 582270 
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(b) ALLFT+ (left) and Predicted (right) for flight 464150 

Figure 23. ALLFT+ (top) vs Predicted (bottom) trajectories explaining the largest differences in predicted fuel 
consumption reported 

 

 

Figure 24. Absolute difference in predicted distance for ALLFT+ and corresponding Predicted trajectories. 
Axis x shows the RMSE of predicted vs ALLFT+ trajectory, and axis y shows the absolute difference in 

predicted flown distance [NM] 
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Figure 25. Absolute difference in predicted gate-to-gate time for ALLFT+ and corresponding Predicted 
trajectories. Axis x shows the RMSE of predicted vs ALLFT+ trajectory, and axis y shows the absolute 

difference in predicted date-to-gate time [s] 

All these results show a MAE for KPIs prediction that is much less than 4%, showing the efficacy of the 
proposed trajectory prediction models, as well as the efficacy of the proposed KPI estimation models: 
trajectory predictions and hidden variables estimations translate into small differences in predicted 
KPIs, when comparing KPIs computed for ALLFT+ and Predicted trajectories. Therefore, success 
criterion SC-OBJ.02-02 regarding the prediction of trajectory KPIs given estimated hidden variables for 
predicted trajectories is fulfilled. 
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8 Conclusions 

The goal of WP3 is to explore new approaches based on artificial intelligence and machine learning 
(AI/ML) methods for the estimation of hidden variables and trajectory models from historical 
trajectory data. The specific objectives of this WP are:  

(i) to design and implement solutions to estimate relevant hidden variables and variables of 
mechanistic trajectory prediction models;  

(ii) to design and implement solutions for data-driven estimation of AU’s trajectories; and  

(iii) to compare the results of the mechanistic and data-driven methods.  

This document provides the WP3 methodology, which, in accordance to the WP3 experimental plan, 
addresses the validation objectives of this WP: 

• OBJ.01: The hidden variable estimation models reach a good predictive performance. 
o SC-OBJ.01-01: Hidden variables are estimated with sufficiently low prediction error (using 

mean absolute error) given a trajectory (flight plan or flown trajectory) and weather 
forecast. Prediction errors are judged as sufficiently low by aviation domain experts. 
Specifically, the mean absolute error must be at most two times the discretization interval 
of the hidden variables values provided in the training data: 4% for CI (i.e., 4 units in 
[0,100]) and 40% for PL (i.e., 0.4 units in [0,1]). 

o SC-OBJ.01-02: Estimated hidden variables for known trajectories support the prediction of 
trajectory KPIs using standard prediction error metrics (mean absolute error and root 
mean square error). Prediction errors are judged as sufficient by aviation domain experts.   
Specifically, the mean absolute error must be at most 4% for fuel, distance and gate-to-
gate time. 
 

• OBJ.02: The trajectory prediction models reach a good predictive performance.  
o SC-OBJ.02-01: Trajectories in 4D and patterns of trajectory evolution (in space and time) 

chosen by AUs are predicted with sufficiently low prediction error in all dimensions (using 
root mean square error, as well as cross-track and along-track errors, and error in 
estimated time of arrival), given initial conditions and weather forecast. Prediction errors 
are judged as sufficient by technical developers according to errors reported by state-of-
the-art methods. In any case, prediction errors must not exceed 10% (i.e., 0.1) in 3D with 
respect to the flight distance and with respect to the flight time.  

o SC-OBJ.02-02: Trajectory predictions and the estimated hidden variables for these 
trajectories support the prediction of trajectory KPIs with sufficiently low prediction errors 
using standard prediction error metrics (mean absolute error and root mean square error), 
compared to the KPIs estimated for known trajectories (according to SC-OBJ.01-02). 
Prediction errors are judged as sufficient by technical developers according to state-of-
the-art methods. Specifically, the mean absolute error must be at most 4% for fuel, 
distance and gate-to-gate time. 

 
The present document  
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• describes the AI/ML methods that have been implemented and tested to validate both 
objectives for (a) hidden variables estimation and (b) trajectory modelling, and 

• presents experimental results by exploiting datasets provided as validation scenarios to train 
AI/ML models and reference scenarios to test these models. 

Overall, the experimental results show the strengths of the selected methods to achieve the validation 
objectives: 

• Hidden variables can be estimated with high accuracy by exploiting a subset of features 
provided per trajectory. The most promising method among those tested is the one with GBM 
to estimate both hidden variables. However, for the estimation of PL, KRR shows slightly better 
accuracy than GBM, despite having a larger standard deviation on the estimation error. 
Overall, GBM is superior to the other methods for the estimation of CI and PL.  

• Trajectories are modelled so as to infer the probability of following a behavioural mode, as 
well as the 4D evolution of the trajectory itself. Indeed, formulating the trajectory modelling 
(prediction) problem as an imitation problem, given demonstrated trajectories from multiple 
AUs, provides very promising results, with high accuracy to estimate the behavioural mode to 
be followed, and low error to predict the evolution of the trajectory in 4D. Among the methods 
tested, Triple-GAIL seems robust, even for very long trajectories. The proposed methods 
address the challenging issues of modelling the landing phase, reducing the trajectory 
prediction errors considerably.  

• Estimated hidden variables for known trajectories provided by DYNAMO support the 
prediction of trajectory KPIs with small MAE. Prediction errors are judged as sufficient by 
aviation domain experts. 

• Finally, trajectory predictions and the estimation of hidden variables for these trajectories 
support the prediction of trajectory KPIs with sufficiently low prediction errors using standard 
prediction error metrics (MAE). Moreover, the results show that even the largest prediction 
errors for trajectories are not directly translated into large differences for the predicted KPIs, 
comparing the predicted and the actual trajectories.  

 



D3.1 DATA DRIVEN METHODS FOR TRAJECTORY MODELLING 

       

 

   
 

 

 

Page|62 
 

9 References 

 

[1]  R. Dalmau, M. Melgosa, S. Vilargada and X. Prats, “A fast and flexible aircraft trajectory predictor 
and optimiser for ATM research applications,” in ICRAT, Castelldefels, Catalonia, 2018.  

[2]  R. Tibshirani, Regression Shrinkage and Selection via the Lasso, Journal of the Royal Statistical 
Society, 1996.  

[3]  C. M. Bishop, Pattern Recognition and Machine Learning, Springer, 2006.  

[4]  J. D.P. Kingma, “Adam: A Method for Stochastic Optimization,” arxiv:1412.6980, 2014. 

[5]  I. Goodfellow, J. Pouget-Abadie, M. Mirza, B. Xu, D. Warde-Farley, S. Ozair, A. Courville and Y. 
Bengio, “Generative adversarial nets,” in Advances in neural information processing systems, 
2014.  

[6]  B. E. Boser, I. M. Guyon and V. N. Vapnik, A Training Algorithm for Optimal Margin Classifiers, 
ACM Press, 1992.  

[7]  C. Bishop, Pattern Recognition and Machine Learning, New York, NY: Springer, 2006.  

[8]  V. Vovk, Kernel Ridge Regression, Springer, 2013.  

[9]  T. G. Dietterich, “Ensemble Methods in Machine Learning,” in Multiple Classifier Systems, 
Springer, 2000.  

[10]  R. Sutton and A. Barto, “Reinforcement Learning: An Introduction,” The MIT Press, 2018.  

[11]  B. D. Ziebart, A. L. Maas, J. A. Bagnell and A. K. Dey, “Maximum entropy inverse reinforcement 
learning,” in AAAI VOL. 8, 2008.  

[12]  P. Englert and M. Toussaint, “Inverse kkt–learning cost functions of manipulation tasks from,” in 
Proceedings of the International Symposium of Robotics Research, 2015.  

[13]  c. Finn, S. Levine and P. Abbeel, “Guided cost learning: Deep inverse optimal control via,” in 
Proceedings of the 33rd International Conference on Machine Learning, 2016.  

[14]  B. Stadie, P. Abbeel and I. Sutskever, “Third person imitation learning,” in ICLR, 2017.  

[15]  D. A. Pomerleau, “Efficient Training of Artificial Neural Networks for Autonomous Navigation,” 
pp. Neural Computation 3, 88-97, 1991.  



D3.1 DATA DRIVEN METHODS FOR TRAJECTORY MODELLING 

       

 

   
 

 

 

Page|63 
 

[16]  S. Ross, G. Gordon and A. Bagnell, “No-Regret Reductions for Imitation Learning and Structured 
Prediction,” in CoRR, 2010.  

[17]  J. Ho and S. Ermon, “Generative Adversarial Imitation Learning,” in Advances in neural 
information processing systems, 2016.  

[18]  Y. Li, J. Song and S. Ermon, “Infogail: Interpretable imitation learning from visual 
demonstrations,” in Advances in Neural Information Processing Systems, 2017.  

[19]  S. L. P. A. M. J. a. P. M. John Schulman, “Trust region policy optimization,” in International 
Conference on Machine Learning, 2015.  

[20]  C. Fei, B. Wang, Y. Zhuang, Y. Zhang, J. Hao, H. Zhang, X. Ji and W. Liu, “Triple-GAIL: A Multi-Modal 
Imitation Learning Framework with Generative Adversarial Nets,” in CoRR, 2020.  

[21]  R. C. de Amorim and H. Christian, “Recovering the number of clusters in data sets with noise 
features using feature rescaling factors,” in Information Sciences, vol. 324, 2015.  

[22]  S. P. Lloyd, “Least squares quantization in PCM,” in Technical Report RR-5497, 1957.  

[23]  J. B. MacQueen, “ Some methods for classification and analysis of multivariate observations,” in 
Proceedings of the fifth Berkeley symposium on mathematical statistics and probability, 1967.  

[24]  E. K. a. M. Pazzani, “Scaling up dynamic time warping for data mining applications,” in Intl. Conf. 
on Knowledge Discovery and Data Mining, 2000.  

[25]  S. &. C. P. Salvador, “FastDTW: toward accurate dynamic time warping in linear time and space,” 
in Time, 2004.  

[26]  J. Alon, S. Sclaroffk, G. Kollios and V. Pavlovic, “Discovering clusters in motion time-series data,” 
in IEEE Conference on Computer Vision and Pattern Recognition (CVPR), 2003.  

[27]  K. Blekas and A. Likas, “Sparse regression mixture modeling with the multi-kernel relevance 
vector machine,” in Knowledge and Information Systems - KAIS, 2014.  

[28]  K. Blekas, C. Nikou, N. Galatsanos and N. and Tsekos, “A regression mixture model with spatial 
constraints for clustering spatiotemporal data,” in Inter. Journal on Artificial Intelligence Tools, 
2008.  

[29]  T. Liao, “Clustering of time series data - a survey,” in Pattern Recognition, vol. 38, 2005.  

[30]  N. K. I. K. E. F. E. a. T. Y. Pelekis, “Clustering Uncertain Trajectories,” in Knowledge and information 
Systems – KAIS, 2011.  

[31]  A. M. J. B. A. K. D. Brian D. Ziebart, “Maximum Entropy Inverse Reinforcement Learning,” in AAAI 
Conference on Artificial Intelligence, 2008.  



D3.1 DATA DRIVEN METHODS FOR TRAJECTORY MODELLING 

       

 

   
 

 

 

Page|64 
 

[32]  S. L. P. A. Chelsea Finn, “Guided Cost Learning: Deep Inverse Optimal Control via Policy 
Optimization,” in 33rd International Conference on Machine, 2016.  

[33]  P. Abbeel and A. Y. Ng, “Apprenticeship learning via inverse reinforcement learning,” in 
Proceedings of the twenty-first international conference on Machine learning, 2004.  

[34]  A. Alahi, “Social LSTM: Human Trajectory Prediction in Crowded Spaces,” in CVPR, 2016.  

[35]  A. Pentland, “Modeling and Prediction of Human Behavior,” 1999, pp. Vol. 11, 229-242. 

 

 

  



D3.1 DATA DRIVEN METHODS FOR TRAJECTORY MODELLING 

       

 

   
 

 

 

Page|65 
 

Appendix A Outcomes of the SIMBAD 2nd Stakeholder 
Workshop 

The methodology proposed for this WP (see Figure 1) together with the results obtained were 
presented and validated in the SIMBAD 2nd Stakeholder Workshop, held on 11th February 2022. 

In this workshop several academic experts from all the core research areas involved in WP3, WP4, and 
WP5 (including reinforcement learning, traffic patterns, metamodelling, and visual analytics), and 
representatives from the TAPAS project and the SESAR SJU participated.  

The results presented were very well received. The feedback obtained for the developments regarding 
the data driven methods for trajectory modelling can be summarised in the following points. The 
answers provided by the members of the project are also included. 

• Predicted trajectories must also be evaluated in terms of their feasibility from a physics and 
aviation point of view.  

• The set of generated flights should share the same statistical properties as the set of original 
flights.  

• The trajectory modelling methodology could be transformed into a trajectory optimisation 
problem, e.g., finding the trajectories that minimise the fuel consumption.  

WP3 will take into account the suggestions on the evaluation of the predicted trajectories in the next 
steps of the work, in particular, the comments on feasibility and statistical properties of the 
trajectories. Regarding optimisation, the project follows a data-driven trajectory modelling approach 
and that trajectory optimisation is not one of the objectives of WP3. Nevertheless, the models learnt 
can be used to further optimise trajectories in several aspects, and it is an important and interesting 
path to investigate. 

• How the topology of the neural networks is chosen and could other kinds of neural networks, 
such as LSTM networks, be used? 

WP3 clarified that different structures for the neural network were tested and that LSTM will be also 
considered for the estimation of hidden variables. However, for the trajectory modelling an imitation 
learning technique is followed to disentangle different modes of trajectory evolution and incorporating 
LSTM into these architectures is not straight forward.  

• Both hidden variables considered are correlated, and it would be interesting to consider other 
non-related variables, such as the cost of delay. 

• Explicitly consider specific aircraft types, in the same way as the OD pair, to predict the 
trajectories.  

• The dataset for training the ML methods must be enriched with additional trajectories, as 
currently it is not large enough. 

• The landing phase is always a critical phase and the problem of how to approach the three 
phases of the trajectory (together or separately) is an open issue that affects all related 
projects. 

WP3 regards these issues and suggestions as very important. Firstly, aircraft type is one of the input 
variables and thus, models are trained taking these parameters into account. Secondly, as pointed out, 
the results presented correspond to a first batch of training data and other batches will follow, 
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enriching the initial dataset. Finally, it was very much appreciated the comment on the suggestion to 
train the different flight phases separately. 
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Appendix B DYNAMO 
DYNAMO [1] is an aircraft trajectory prediction and optimisation engine capable to rapidly compute 
trajectories using realistic and accurate weather, and aircraft performance data. DYNAMO is based on 
an aircraft point-mass model (3 degrees of freedom) and its design enables it to be used on real-time 
applications and/or when a large set of trajectories needs to be rapidly generated for simulation or 
benchmarking purposes. Moreover, DYNAMO is highly flexible and configurable and allows the user to 
specify a great variety of constraints and objective functions.  

DYNAMO decouples the generation of the lateral and vertical trajectory profiles. The lateral trajectory 
prediction/optimisation module is in charge of generating the sequence of waypoints from origin to 
destination (i.e., the route), starting from some guessed altitude and speed profiles. Subsequently, the 
vertical profile prediction/optimisation module is launched assuming a fixed and known route. This 
process is iterated several times until an acceptable (optimal) trajectory is found. For the lateral 
optimisation, DYNAMO uses the A* algorithm, a well-known method to find the optimal path in a graph 
between given points.  

For the vertical optimisation, an optimal control problem is formulated and can be solved with two 
different methods: discretizing the problem and solving it by using commercial-off-the-shelf nonlinear 
programming solvers; or using pre-computed look-up tables, which can be generated with DYNAMO, 
or taken from an external source. The former approach allows more flexibility to define complex 
optimisation constraints, but might present algorithm stability issues due to the problem non-
linearities. In this context, the latter approach is much more stable and robust allowing as well to 
speed-up the computation time, making it appealing for on-board real-time applications. However, 
defining constraints might be complex. Depending on the application, DYNAMO can be configured to 
use one method or the other, or even a hybrid approach.  

The required inputs for DYNAMO are grouped and summarised as follows:  

Aircraft performance data: DYNAMO can accept different aircraft performance models, such as those 
developed by EUROCONTROL in the BADA v3.x or BADA v4.x models; data derived by performance 
tools provided by aircraft manufacturers (such as Airbus PEP or Boeing BCOP); or data directly coming 
from flight tests. In this context, a virtue of DYNAMO is that it accepts performance data in tabular 
form and it automatically and transparently handles these data to generate numerically friendly 
continuous and differentiable functions (using splines), which are required by most non-linear 
programming (NLP) solvers.  

Weather data: DYNAMO can predict/optimise aircraft trajectories using weather models of various 
complexity, from the International Standard Atmosphere (ISA) or Hellmann wind power-law models, 
useful for initial assessments or benchmarking; to real weather data provided in GRIdded Binary (GRIB) 
format, which is also handled automatically to generate continuous and differentiable functions for 
the NLP solvers.  

Aircraft operator (airline) parameters/constraints: These may include basic parameters such as the 
cost index, payload, or flight plan restrictions/preferences; or more complex structures such as a user- 
defined objective function.  

ATM concept of operations: DYNAMO allows the specification of how the route and the vertical 
trajectory can be generated, allowing to model (current) realistic operational procedures taking into 
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account the coexistence of structured route networks with free route areas, flight level allocation and 
orientation schemes, heterogeneous constraints on speeds and altitude profiles, route or altitude 
availability/constraints, etc. Futuristic/hypothetical concepts, such as unconstrained continuous cruise 
climbs and/or full free route concepts can also be exploited. 
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Appendix C Data Pre-processing: Detecting flight phases in 
trajectories 

The proposed algorithm for the computation of flight phases, given a trajectory, intentionally sacrifices 
accuracy for performance. Since a rough estimation of the flight phases is required, it identifies the 
phases on a single traversal through the reported positions of a given trajectory. The algorithm 
evaluates the vertical speed (rate of altitude change over time) and the vertical acceleration (rate of 
vertical speed change over time) between successive positions.  

Specifically, a climbing flag is raised if the vertical speed or vertical acceleration is found to be above a 
predefined threshold value. Another threshold value on vertical speed is evaluated to detect the start 
of a descending phase. Altitude thresholds are also applied to distinguish the climbing_below_FL100 
and climbing_above_FL100 (resp. descending_above_FL100 and descending_below_FL100) phases. 
The algorithm also considers the phase of the previous position before deciding the phase of current 
position. This indicates that a phase can be reached only through a specific previous phase. Figure 26 
illustrates the sequence of phases as a state diagram. For example, the cruising phase can be only 
successive of climbing_above_FL100, and any position that follows can either remain in the same 
phase or proceed to the next possible phase (descending_above_FL100). The phases detected by the 
proposed algorithm preserve the intention of movement at each part of the vertical profile of the 
flight. For example, Figure 27 illustrates the phases reported by DYNAMO_FP trajectories on the 
vertical profile of a flight, while Figure 28 reports the phases detected by the proposed algorithm for 
the same trajectory. 

 

Figure 26. The sequence of flight phases 
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Figure 27. Flight phases reported by DYNAMO for the flight 557087 

 

Figure 28. The flight phases computed by the proposed algorithm for flight 557087 

The above phase detection algorithm has been applied to the provided ALLFT+M1, Predicted and 
DYNAMO _FP datasets.  

However, since the proposed algorithm depends on predefined threshold values (on vertical speed 
and acceleration), it fails to correctly detect all the phases of some flights. For example, Figure 29 
illustrates one of these cases, where phases for the trajectory reported in the FDR data set are correctly 
identified, while the algorithm fails to detect the phases for the same flight using the ALLFT+ point 
profile. An immediate descend at the beginning of the cruising phase according to the flight plan is the 
reason for this failure, as it also appears in the depiction of the vertical profile of the flight. It seems 
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that this descend has been omitted by DYNAMO, resulting in a more accurate detection of phases, 
compared to the estimations done by the proposed algorithm. 

 

 

Figure 29. The detected phases for flight 505577 in DYNAMO (left) and Flight Plan (right) datasets, indicating 
a case where the proposed algorithm fails to detect correctly all the phases 
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Appendix D Technical details of imitation learning methods 

D.1 Training and testing Info-GAIL 
As already specified in the main body of the document, Info-GAIL [18] is an extension of GAIL that is 
able to discover the latent factors underlying expert demonstrations and learn multi-modal policies 
that explain a diverse set of behaviours. To achieve that, the policy 𝜋(𝑎|𝑠, 𝑐) in Info-GAIL depends on 
the state s and on a latent variable 𝑐. 

To make the policy rely as much as possible on the latent variable 𝑐, Info-GAIL demands that there is 
high mutual information between the latent variable and the state-action pairs in any trajectory 𝜏 
generated by the generator 𝐺, optimising the following function: 

min
𝜋,𝑄

max
𝐷

𝔼𝜋[log 𝐷(𝑠, 𝑎)] + 𝔼𝜋𝐸
[log(1 − 𝐷(𝑠, 𝑎))] − 𝜆1𝛨(𝜋) − 𝜆2𝐿𝐼(𝜋, 𝑄) , 

where D(s,a) is the output of the discriminator and 𝐿𝐼(𝜋, 𝑄) is a variational lower bound of the mutual 
information between the state-action pairs and the latent variable.  

The training procedure begins by pre-training the generator 𝐺 using behavioural cloning. In particular, 
a random latent vector is sampled for every state-action pair from the expert demonstrations which 
are given as input to the policy network and the policy is being trained with the standard supervised 
regression loss.  

After initialising the weights of the policy, at every iteration, Info-GAIL samples a random latent 
variable and an initial state from the expert demonstrations from which it generates the whole 
trajectory with the latent vector fixed. The collected samples from the generated trajectories are 
passed along with the expert samples to the discriminator network 𝐷 for judgement. The collected 
policy samples along with their selected latent variables are being fed to the posterior network 𝑄, 
which in turn decides whether the state-action pairs match the state-action distribution of the modes 
that are mapped to the latent variables. 

Info-GAIL relies heavily on the random choice of the latent variable at the beginning of the roll-out. 
The absence of labelled expert demonstrations, which would remove the need for sampling the latent 
code, makes the method disentangle the trajectories but without taking into consideration the 
semantic information. As a result, the structure of the algorithm has been slightly modified to include 
a pre-processing clustering step that assigns labels to every expert trajectory. These labels are 
considered to represent the modality of each trajectory.  

After having acquired the modes, the training phase proceeds as follows. Instead of sampling the latent 
vector, the information of the latent variable (mode) for each state-action pair is passed as found in 
the trajectories pre-processing step. In doing so, the generator takes as input an initial state along with 
its true latent variable (mode) to generate trajectories. The weight update procedure for the 
discriminator 𝐷 and posterior 𝑄 networks remain the same as described in Info-GAIL [18]. Next, the 
steps for the modified Info-GAIL in training mode are showed in algorithmic form: 

1 Pre-processing step: Obtain the modality information for every 

trajectory of the training set through the clustering step (Section 

5.4.2) 

2 Initialise the policy network using behavioural cloning on the expert 

state-action pairs – Initialise the other networks and a buffer 

3 For 𝑒𝑝𝑖𝑠𝑜𝑑𝑒 = 1,2, … do 
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4      While there are not enough samples in the buffer, do 

5 Sample a random initial state from the training set 

and the corresponding true mode; 

6 Roll-out the trajectory until a terminal condition is 

met, with the latent code fixed; 

7 Save the generated state-action pairs to the buffer; 

8 Sample state-action pairs from the buffer and the 

expert trajectories 

9      Update the weights of the neural networks 

 

To test the performance of Info-GAIL, the following testing scheme was designed. Having determined 
the initial state of the trajectory (i.e., in the origin airport) the generator provides 𝑀 different 
trajectories 𝑇 = {𝑇1, 𝑇2, … , 𝑇𝑀} from that state, each corresponding to a different latent variable, 
where 𝑀 is the number of modes considered. Then, the posterior network 𝑄 measures the posterior 
probabilities of the state-action pairs of each of the 𝑀 generated trajectories. The trajectory with the 
highest average posterior probability is selected as the most probable trajectory to be generated.  

The steps followed in the testing procedure are showed below in algorithmic form: 

1 Set the weights of the generator and posterior neural networks, and the 

number of modes (M) 

2 For 𝑡𝑟 = 1, 2, … , 𝑁𝑇𝑒𝑠𝑡 do 

3 For 𝑚 = 1, … , 𝑀 do 

4 Roll-out a trajectory beginning from the initial 

state of 𝑡𝑟 and keeping the mode 𝑚 fixed until the 

end; 

5 Sum up the posterior probabilities 𝑄(𝑠, 𝑎) of the 

generated state-action pairs for the mode 𝑚; 

6 Take the average of the posterior probabilities by 

dividing with the generated trajectory’s length 

7 Compare the average posterior probabilities of the M generated 

trajectories 

8 Output the trajectory with the maximum average posterior probability 

among them 

 

D.2 Training and testing Triple-GAIL 
The algorithm depicted in Figure 30 specifies the training procedure followed by the Triple-GAIL. 
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Figure 30. Training procedure of the Triple-GAIL 

The training phase of the algorithm comprises three phases. First, the policy is initialised using the 
behavioural cloning framework as described in Info-GAIL. Afterwards, given initial states and actual 
values of the hidden variables of the demonstrated trajectories, the generator rolls-out trajectories 
based on the true mode information. The generated state-action pairs are passed to the selector, 
which in turn produces a skill label (mode) for each of them. At the end of this step, Triple-GAIL has 
gathered two diverse state-action-label sets that are passed to the discriminator along with the expert 
state-action-label pairs for judgement.  

Throughout the experimentation for Triple-GAIL, a discrete latent modes variable represents the 
trajectory patterns.  

The testing phase follows a similar strategy to the one specified to test Info-GAIL. Given an initial state 
from the testing set, the generator rolls-out 𝑀 different trajectories 𝑇 = {𝑇1, 𝑇2, … , 𝑇𝑀} from the same 
initial state, each with a different value in the discrete latent variable. To determine which one to keep, 
for each one of the 𝑀 generated trajectories the posterior probabilities (obtained from the posterior 
network) of all state-action pairs with the corresponding mode are summed and normalised by dividing 
them by the length of the corresponding trajectory. The trajectory with the highest average posterior 
probability is the one provided in the output. The steps followed in the testing procedure are presented 
below in algorithmic form: 

1 Set the weights of the generator and posterior neural networks and the 

number of modes (M) 

2 For 𝑡𝑟 = 1, 2, … , 𝑁𝑇𝑒𝑠𝑡 do 

3 For 𝑚 = 1, … , 𝑀 do 

4 Roll-out a trajectory beginning from the initial 

state of 𝑡𝑟 keeping the mode 𝑚 fixed;  
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5 Sum up the posterior probabilities C(𝑠, 𝑎) of the 

generated state-action pairs for the mode 𝑚; 

6 Take the average of the posterior probabilities by 

dividing with the generated trajectory’s length 

7 Compare the average posterior probabilities of the M generated 

trajectories 

8 Output the trajectory with the maximum average posterior probability 

among them 

 

D.3 Distance functions used for the clustering algorithms 
Prior to the clustering analysis, it is necessary to pre-process the data. For that, all features of the 
enriched trajectories were scaled following the min-max normalisation (or feature scaling) scheme, in 
which every value of each feature gets transformed into a decimal between zero and one, where zero 
indicates the lowest value and one indicates the maximum. Specifically, for every feature vector 𝑋, its 
values 𝑥𝑖 are transformed according to the following formula: 

𝑥𝑖 =  
𝑥𝑖−min(𝑋)

max(𝑋)−min(𝑋)
 , 

where min(𝑋) and max(𝑋) are the lowest and highest values of feature vector 𝑋, respectively.  

This process is necessary to transform the original features to a common scale without distorting 
differences in their ranges of values.  

Two types of distance functions have been studied to measure the dissimilarity between two enriched 
trajectories: 

• normalised mean squared error and 

• normalised dynamic time warping. 

Since there are multiple types of features, both spatio-temporal (positional features and time points) 
and contextual (weather conditions, type of aircraft, etc.), a weighted distance between two states 𝑠𝑖  
and 𝑠𝑗 of trajectories has been introduced as follows:  

𝑑𝑖𝑠𝑡(𝑠𝑖 , 𝑠𝑗) = 𝑎1 ∗ 𝑑𝑖𝑠𝑡𝑠𝑝 ((𝑙𝑖, 𝑓𝑖, ℎ𝑖), (𝑙𝑗, 𝑓𝑗, ℎ𝑗)) + 𝑎2 ∗ 𝑑𝑖𝑠𝑡𝑤𝑒𝑎𝑡ℎ𝑒𝑟(𝑣𝑖, 𝑣𝑗) 

+𝑎3 ∗ 𝑑𝑖𝑠𝑡𝑐𝑜𝑠𝑡(𝑐𝑖,𝑐𝑗) + 𝑎4 ∗ 𝑑𝑖𝑠𝑡𝑤𝑒𝑖𝑔ℎ𝑡(𝑤𝑖,𝑤𝑗) + ⋯ , 

where 𝑎 =  {𝑎1, 𝑎2, … } is a set of positive weights on each type of feature. Also, the sum of all weights 
in 𝑎 is set to be equal to one, i.e., ∑ 𝑎𝑖𝑖 = 1. This scheme offers a balance to the contribution of the 
diverse types of information and calculates the distance as a weighted average of the distances of all 
types of features. 

In the following sections, for simplicity, only the spatial information is considered to define the distance 
functions. The same equations apply in the case of other contextual features. 

D.3.1 Normalised mean squared error 
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The original mean squared error (MSE) distance, for time series of same length, measures the average 
squared difference between two series. In this study a modification of the MSE, called normalised 
mean squared error (nMSE), is used in order to address cases of trajectories of variable length. Let us 
assume two trajectories 𝑇𝑖 and 𝑇𝑗, of length |𝑇𝑖|and |𝑇𝑗|, respectively. Then, the nMSE distance is 

defined as: 

𝑑𝑖𝑠𝑡𝑠𝑝 ((𝑙𝑖 , 𝑓𝑖, ℎ𝑖), (𝑙𝑗, 𝑓𝑗, ℎ𝑗)) =
1

2
∗ 𝑛𝑀𝑆𝐸 ((𝑙𝑖, 𝑓𝑖, ℎ𝑖), (𝑙𝑗, 𝑓𝑗, ℎ𝑗)) +

1

2
∗ 𝑛𝑀𝑆𝐸((𝑙𝑗 , 𝑓𝑗, ℎ𝑗), (𝑙𝑖, 𝑓𝑖, ℎ𝑖)) , 

where, denoting (𝑙𝑖, 𝑓𝑖, ℎ𝑖) as 𝑥(𝑖) and < (𝑙𝑖, 𝑓𝑖, ℎ𝑖), 𝑡𝑖 > as 𝑥𝑡
(𝑖)

, we have: 

 

𝑛𝑀𝑆𝐸(𝑥(𝑖), 𝑥(𝑗)) =  
√∑ |𝑥𝑡

(𝑖)
−𝑁𝑁𝑗

𝑊(𝑥𝑡
(𝑖)

)|
2𝑇𝑖

𝑡

√∑ |𝑥𝑡
(𝑖)

|
2𝑇𝑖

𝑡

         and      𝑛𝑀𝑆𝐸(𝑥(𝑗), 𝑥(𝑖)) =  
√∑ |𝑥𝑡

(𝑗)
−𝑁𝑁𝑖

𝑊(𝑥𝑡
(𝑗)

)|
2𝑇𝑗

𝑡

√∑ |𝑥𝑡
(𝑗)

|
2𝑇𝑗

𝑡

 . 

In the above two formulations the term 𝑁𝑁𝑗
𝑊 (𝑥𝑡

(𝑖)
) (resp. 𝑁𝑁𝑖

𝑊 (𝑥𝑡
(𝑗)

) ) indicates the nearest 

neighbour point of the trajectory 𝑇𝑗 (oresp. 𝑇𝑖) to the point 𝑥𝑡
(𝑖)

 (resp. 𝑥𝑡
(𝑗)

 ) of the trajectory 𝑇𝑖 (resp. 

𝑇𝑗). This represents a measure of how far each point of the first trajectory (used as a reference) is from 

the second trajectory within a time window of size W. Note that the distance function, as given in the 

above formulation, needs both terms so as to become symmetric, since 𝑛𝑀𝑆𝐸(𝑥(𝑖), 𝑥(𝑗))  ≠

 𝑛𝑀𝑆𝐸(𝑥(𝑗), 𝑥(𝑖)) . 

D.3.2 Normalised dynamic time warping 
The other distance function applied is the normalised dynamic time warping (nDTW) distance. DTW is 
a sequence alignment method [24, 25] to find an optimal matching between two trajectories and 
measure the similarity without considering lengths and time ordering. In our case, a modification of 
DTW has been applied according to this formulation: 

𝑑𝑖𝑠𝑡𝑠𝑝(𝑥(𝑖), 𝑥(𝑗)) = 𝑛𝐷𝑇𝑊(𝑥(𝑖), 𝑥(𝑗)) =  
𝐷𝑇𝑊(𝑥(𝑖), 𝑥(𝑗))

√𝑑 ∗ 𝑇
 , 

where T is the maximum length of both trajectories, and d is the size of the sequential multivariate 
data observed, e.g., d=3 in the case of spatial information (longitude, latitude, altitude). 

It must be noted that in the above formulation the denominator, √𝑑 ∗ 𝑇 , can be seen as the largest 
DTW distance between two trajectories resulting to a distance score that is bounded between zero 
and one. Therefore, this distance measures the percentage of dissimilarity between two trajectories. 
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Appendix E Preliminary experimental results on imitation 
learning methods 

This Appendix provides preliminary results on testing the trajectory modelling methods proposed, as 
also reported in the preliminary version of this document. Results are in different trajectories than 
those provided in SIMBAD and show the effectiveness of the methods. 

E.1 Datasets 
As mentioned in Section 6.3.1, initially, the datasets exploited to validate the trajectory modelling 
methods were provided in the context of other projects, and have served as an initial testbed for the 
methods devised.  

These datasets include radar tracks (surveillance data representing raw trajectories) for flights, and 
weather data obtained from National Oceanic and Atmospheric Administration (NOAA), and weather 
reports from airports (METAR).  

Specifically, surveillance radar tracks (i.e., demonstrated trajectories) are distinguished as short 
trajectories (single FIR trajectories) and long trajectories (multiple FIR trajectories) as follows: 

• Single FIR trajectories: 

o BCN-MAD (2016): This includes 528 trajectories flown from Barcelona (BCN) to Madrid 
(MAD) during April 2016.  

• Multi FIR trajectories: 

o LHR-FCO (2019): This includes 218 trajectories flown from London Heathrow (LHR) to 
Fumicino Rome (FCO) during January 2019.  

o HEL-LIS (2019): This includes 49 trajectories flown from Helsinki (HEL) to Lisbon (LIS) 
during January 2019.  

The demonstrated single-FIR-trajectories are enriched with 11 numerical variables including six 
meteorological features at each 3D state position and timepoint, provided by NOAA, and five features 
specifying actual weather conditions at the arrival airport at the time of arrival, provided by METAR. 
The NOAA features are pressure, relative humidity, isobaric temperature, wind speed gust, u-
component of wind, and v-component of wind. Features from METAR include wind direction, wind 
speed in knots, pressure altimeter in inches, visibility in miles, and wind gust in knots.  

Similarly, the multiple-FIR-trajectories are enriched with nine numerical variables including four 
meteorological features at each 3D state position and timepoint, provided by NOAA, and five features 
specifying actual weather conditions at the arrival airport at the time of arrival, provided by METAR. 
The NOAA features are temperature, geopotential height, u-component of wind, and v-component of 
wind. Features from METAR include wind direction, wind speed in knots, pressure altimeter in inches, 
visibility in miles, and wind gust in knots. 

As described in Section 6.3.1.1, the pre-processing step interpolates trajectory points between 
consecutive flight plan waypoints providing trajectories with points every 20 seconds. 

Also, trajectories include the following features per point: four spatio-temporal features that 
correspond to the 3D state position and time, three meteorological features at the corresponding state 
position and time, and the aircraft model. The weather features include isobaric temperature, u-wind 
component, and v-wind component coming from the Copernicus Knowledge Base (CDS Dataset).  
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Finally, the control variables used and the architecture of the neural networks used are as described 
in Section 6.3.1.2.  

Both Info-GAIL and Triple-GAIL, initialise the policy network parameters with behavioural cloning, 
minimising the mean square error between demonstrated actions and the policy actions, over the 
training set. All neural networks use Adam optimisation [4]. 

E.2 Trajectories pre-processing: trajectory clustering 
Clustering, as previously pointed out, is used as a pre-processing technique to identify the different 
patterns according to which trajectories evolve. This section shows the clustering results, without 
analysing the efficacy of the clustering methods, given that scenario datasets do not include 
information on the behavioural patterns of aircraft to compare with. 

Trajectories in the radar track datasets have been clustered as follows, per experimental scenario: 

• Single FIR trajectories: 

o BCN-MAD (2016): The 528 trajectories flown from Barcelona (BCN) to Madrid (MAD) 
during April 2016 were clustered into 2 clusters with 250 and 278 trajectories, 
respectively. Figure 31 presents these clusters visually. 

 

Figure 31. BCN-MAD clusters 

• Multi FIR trajectories: 

o LHR-FCO (2019): The 218 trajectories flown from London Heathrow (LHR) to Fumicino 
Rome (FCO) during January 2019 were clustered into 2 clusters with 23 and 195 
trajectories, respectively. Figure 32 presents these clusters visually. 
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Figure 32. LHR-FCO trajectories 

o HEL-LIS (2019): The 49 trajectories flown from Helsinki (HEL) to Lisbon (LIS) during 
January 2019 were clustered into 3 clusters with 4, 3, and 42 trajectories, respectively. 
Experiments with 4 clusters have also been made, where the biggest cluster of 42 
trajectories was split into two clusters of 14 and 30 trajectories respectively. Figure 33 
presents these clusters visually. 

  

Figure 33. HEL-LIS clusters of trajectories. On the left, trajectories into 3 clusters and, on the right, 
trajectories into 4 clusters 

E.3 Experimental results on modelling trajectories (prediction) 
This section provides results regarding the prediction of the trajectories for the three experimental 
cases, obtained using the multi-modal trajectory (policy) models from the Info-GAIL and Triple-GAIL 
methods. The results are obtained from five independent experiments.  

The results are reported using the same metrics as in Section 6.3.2: (a) root mean square error (RMSE) 
in meters in each of the 3 dimensions, as well as in 3D, (b) along-track error (ATE), (c) cross-track error 
(CTE), and (d) vertical deviation (V).  

As in Section 6.3.2, the along-track error is measured parallel to the predicted trajectory w.r.t. the 
corresponding points in the actual (test) trajectory, while the cross-track error is measured 
perpendicular to the predicted course, w.r.t. the corresponding points in the actual (test) trajectory. 
The corresponding points between the generated and the test trajectories are computed using the 
dynamic time warping (DTW) method (Appendix B2.3). Finally, results on the estimated time of arrival 
according to predictions, compared to the actual arrival time of test trajectories, are provided. 

E.3.1 BCN-MAD (2016 – 2 modes) 
In this case, Info-GAIL and Triple-GAIL were trained for 1500 episodes, where at each episode the policy 
generated a batch of 50000 state-action samples. The number of episodes needed to acquire this 
number of samples is not constant. At each episode the methods randomly select a starting point 
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regarding an expert trajectory in the training set and the generator 𝐺 generates roll-outs. Roll-outs 
terminate either when (a) the trajectory reaches a point that lies within a 5km radius from the 
destination airport, (b) the trajectory exceeds the 800 time-step limit, or (c) the trajectory reaches a 
point that lies outside the bounding box defined by the geographic (lon, lat) coordinates. These 50000 
samples per episode are used for training the discriminator 𝐷, the posterior 𝑄, and the selector 𝐶 
networks.  

Table 17. RMSE (in meters) results for BCN-MAD cases. 

Method Longitude Latitude Altitude 3D 

Info-GAIL 9919.02 4730.7 292.6 11351.8 

Triple-GAIL 8383.4 5717.8 372.8 10154.5 

 

Table 18. ATE, CTE, V (in meters), and ETA Error (in seconds) for BCN-MAD cases. 

Method ATE CTE V ETA 

Info-GAIL 329.0 308.4 7.5 84.7 

Triple-GAIL 463.6 213.2 24.7 129.8 

 

The results show the capacity of the methods. Table 17 shows the mean RMSE error of the predicted 
versus the actual (test) trajectory in meters for each of the three dimensions and in 3D, while Table 18 
shows the mean ATE, mean CTE, as well as the mean V error, in meters. It also reports the mean error 
of the estimated arrival time (ETA) in seconds for each case.  

As it can be observed from the results, the Triple-GAIL method achieves lower mean RMSE in 3D and 
lower mean CTE. On the other hand, Info-GAIL achieves lower mean ATE, mean V, and ETA. It must be 
noted that both methods distinguish perfectly the two modes and the produced testing trajectories 
ended up following the same mode as the corresponding expert trajectory, which shows the 
robustness of the methods in disentangling the modes of trajectories.  

E.3.2 LHR-FCO (JANUARY 2019 – 2 modes) 
In this case, the imitation algorithms were trained for 1500 episodes. At each episode, the policy 
generated a batch of 50000 state-action samples. It must be pointed out that in this case the difference 
between two time-steps was set to Δt=10 secs (i.e., the temporal difference between subsequent 
trajectory states). The number of episodes needed to acquire this number of samples is not constant. 
Initially, the methods randomly select a starting point regarding a trajectory in the training set and the 
generator 𝐺 rolls-out trajectories. Roll-outs terminate either when (a) the trajectory reaches a point 
that lies within an 8km radius from the destination airport, (b) the trajectory exceeds the 1000 time-
step limit, or (c) the trajectory reaches a point that lies outside the bounding box defined by the 
geographic (lon, lat) coordinates. The collected 50000 samples per episode are used to train the 
discriminator 𝐷, the posterior 𝑄, and the selector 𝐶 networks.  
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Table 19. RMSE (in meters) results for LHR-FCO cases. 

Method Longitude Latitude Altitude 3D 

Info-GAIL 16698.1 19131.2 1163.9 26024.3 

Triple-GAIL 9613.9 12178.1 304.6 15756.3 

 

Table 20. ATE, CTE, V (in meters), and ETA Error (in seconds) for LHR-FCO cases. 

Method ATE CTE V ETA 

Info-GAIL 1483.2 2253.7 537.9 371.8 

Triple-GAIL 347.1 314.3 44.6 40.2 

 

As Table 19 and Table 20 show, Triple-GAIL obtains trajectories that are closer to the expert ones, as 
the mean RMSE in 3D is significantly lower than that reported by Info-GAIL. Moreover, the Info-GAIL 
method deteriorates as the trajectories become longer, which also explains the fact that in the BCN-
MAD case the gap between the two methods was smaller. 

Furthermore, it must be noted that Triple-GAIL records lower mean ATE, CTE, V, and ETA compared to 
those from Info-GAIL, which shows the robustness of the method, even in large multi-FIR trajectories. 

E.3.3 HEL-LIS (JULY 2019 – 4 modes) 
In this case, the imitation algorithms were trained for 1500 episodes. At each episode the policy 
generated a batch of 50000 state-action samples. The temporal difference between subsequent 
trajectory states was set to Δt=20 secs. The number of episodes needed to acquire this number of 
samples is not constant. At each episode the method randomly selects a starting point regarding a 
trajectory in the training set and uses the generator 𝐺 to generate roll-outs. Roll-outs terminate either 
when (a) the trajectory reaches a point that lies within a 10km radius from the destination airport, (b) 
the trajectory exceeds the 1000 time-step limit, or (c) the trajectory reaches a point that lies outside 
the bounding box defined by the geographic (lon, lat) coordinates. The collected 50000 samples per 
episode were used to train the discriminator 𝐷, the posterior 𝑄, and the selector 𝐶 networks.  

Table 21. RMSE (in meters) results for HEL-LIS cases. 

Method Longitude Latitude Altitude 3D 

Info-GAIL 23534.4 19589.8 268.9 31044.5 

Triple-GAIL 17553.4 14581.8 346.6 23274.8 
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Table 22. ATE, CTE, V (in meters), and ETA Error (in seconds) for HEL-LIS cases. 

Method ATE CTE V ETA 

Info-GAIL 2731.9 1455.6 64.3 55.8 

Triple-GAIL 1115.1 1291.8 88.2 32.3 

 

This experimental case contains the longest in length trajectories. As Table 21 and Table 22 show, the 
Triple-GAIL method once again generates trajectories with the lowest mean RMSE in 3D compared to 
the Info-GAIL method. Among the spatial dimensions, Info-GAIL seems to approximate better the 
vertical profile of the trajectories. Finally, the mean ATE, CTE, and ETA are all lower for the Triple-GAIL 
method, which confirms the robustness of the algorithm in modelling long trajectories. 

These results show the potential of both methods to produce predictions even with a small number of 
training samples, in very long trajectories, crossing multiple FIRs across the European continent.  

 


