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SIMBAD   
COMBINING SIMULATION MODELS AND BIG DATA ANALYTICS FOR ATM 

 

This document is part of a project that has received funding from the SESAR Joint Undertaking under 
grant agreement No 894241 under European Union’s Horizon 2020 research and innovation 
programme. 

 

 

Abstract  

This deliverable is the Active Learning Metamodelling Report of the SIMBAD project. It presents the 
active learning metamodelling methodology defined for the development and training of the 
metamodels for the two ATM simulation tools used in the SIMBAD project: DYNAMO and R-NEST. 

The document covers the definitions of the metamodels, the active learning scheme initially developed 
to train them and their corresponding implementation and validation processes. The deliverable also 
includes a description of the collaboration with the NOSTROMO project, resulting on the use of the 
NOSTROMO metamodelling framework to train the defined metamodels.   
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1 Executive summary 

The aim of this report is to present and describe the work regarding the active learning metamodelling 
developed in the WP5 of the SIMBAD project. The objective of this work package is to explore the 
application of active learning metamodelling techniques to air traffic simulation models to enable a 
more efficient exploration of the simulation space. 

The deliverable describes the metamodels proposed for two state-of-the-art ATM simulation tools, 
DYNAMO and R-NEST. One metamodel for DYNAMO and two for R-NEST are proposed. The 
metamodels for each simulation tool are tested using a different case study: the DYNAMO metamodel 
is tested using SESAR’s Free Route Airspace solution (FRA) and the R-NEST metamodels are tested using 
SESAR’s Demand and Capacity Balancing solution (DCB). 

DYNAMO is an aircraft trajectory prediction and optimisation tool. The metamodel proposed for it 
estimates the fuel efficiency of the set of flights crossing the free route airspace of Italy, taking as 
inputs the fuel cost and the implementation of the free route airspace of Italy encoded with a 
categorical variable. Fuel efficiency is measured as the average consumed fuel by the set of flights 
considered (FEFF1 Key Performance Indicator of the SESAR Performance Framework).  

As previously mentioned, DYNAMO metamodel is evaluated through the FRA case study. This solution 
allows Airspace Users (AUs) to plan their flight trajectories without reference to fixed routes or 
published directs, optimising their associated flights according to their individual operator business 
needs or military requirements. 

R-NEST is a simulation tool developed by EUROCONTROL for research activities aimed at evaluating 
advanced ATM concepts. The first metamodel proposed for this tool estimates the average departure 
delay (PUN1 Key Performance Indicator of the SESAR Performance Framework) and the flights per 
ATCo-Hour in duty (CEF2 Key Performance Indicator of the SESAR Performance Framework) for the set 
of flights crossing the lower and east cluster of the Bordeaux ACC (LFBBCTAE) in a fixed day. It takes as 
inputs the minimum opening scheme duration parameters. The second metamodel is an extended 
version of the previous one. It estimates the same punctuality and efficiency indicators but the model 
has been extended to be able to predict these values in more than one day. For that the set of inputs 
has been extended to include the hourly entry counts (based on flight plans) of the day at the Bordeaux 
ACC.  

Both R-NEST metamodels are tested trough the DCB case study, which considers the deployment of 
the Dynamic Airspace Configuration (DAC) together with Short Term ATM Measures (STAM). DAC 
seeks to improve the use of airspace capacity for both civil and military users by increasing the 
granularity and flexibility in the airspace configurations that can be used by the Air Navigation Service 
Providers (ANSPs). STAM is implemented as an approach to smooth ATCo workload by reducing traffic 
complexity and peaks through the short-term application of minor ground delays and horizontal and 
vertical re-routings to a limited number of flights. 

To train the three metamodels, the active learning technique is used. This technique works under the 
premise that if the model is allowed to choose the data it learns from, it will perform better with less 
training. Following this premise and due to the computational resources needed to run both simulation 
tools, an active learning scheme has been developed to train the metamodels. This scheme includes a 
querying strategy to select the input points to label and a stopping criterion to end the training process. 
The selected querying strategy consists in labelling the input with the highest predictive variance while 
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the stopping criterion monitors the evolution of the total predictive variance measured on a 
(separated) test set. When this is reduced by 80% and 10% of the input space has been explored by 
the metamodel, the process ends. 

With this technique, a good starting input can reduce the number of iterations needed to train the 
metamodels. If these points are informative enough, the model will require less data. However, the 
predictive performance of the metamodel is assessed on a separate set to analyse its ability to 
generalise. This means that, although the predictive variance for the points of the labelled training set 
were very low, if this set is not representative enough of the input space, the predictive variance for 
the test set would be high, which means that the model is not confident enough about its predictions. 

Within the NOSTROMO project, a metamodelling framework was developed and implemented. Given 
the great synergies between the metamodelling activities in both projects, the NOSTROMO 
metamodelling framework was finally used to develop the metamodels of the SIMBAD project. This 
collaboration brings several advantages for both projects. On the one hand, NOSTROMO demonstrates 
the scalability and flexibility of its tool by being used for different use cases than those defined in the 
context of the project, and on the other hand SIMBAD benefits from using a more mature tool which 
has a direct impact on the quality of the results.  

The document describes the implementation details of the metamodels using the NOSTROMO 
metamodelling framework and presents the metamodels training results and predictive performance, 
together with visual analyses of the complete input-output space of the metamodels trained. The 
predictive results obtained for the three metamodels show the potential of this methodology and the 
effectiveness of the NOSTROMO metamodelling framework. 
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2 Introduction 

2.1 Scope and objectives  

Due to its multidimensionality nature, the ex-ante assessment of the performance impact of new ATM 
concepts and solutions at network-wide level is not often approachable through analytical methods. 
In these cases, microsimulation models are usually the only feasible and reliable alternative. However, 
when embedded with enough detail, ATM microsimulation models can be computationally expensive 
(a simulation can take minutes or even hours), especially when applied at the scale of the full European 
network, which in practice limits the number of input-output points that can be explored. This makes 
it difficult to find the combination of inputs that optimises a certain output (e.g., the optimal mix of 
new solutions to maximise a certain performance objective function), as well as to detect possible 
conditions leading to unacceptable performance degradation. Because of that, a goal when exploring 
the simulation space should be picking only the most informative instances.  

SIMBAD investigates the use of active learning metamodelling to overcome these shortcomings and 
enable a more efficient exploration of the input-output space of complex ATM simulation models. A 
metamodel is a more parsimonious representation of the relationships between the inputs and 
outputs of the simulation model [1]. While active learning is a machine learning technique used to 
identify new training points so as to maximise the information extracted from each new simulation [2]. 
In other words, active learning helps to select those input configurations that generate the maximum 
amount of information about the model’s input-output space. Hence, active learning metamodelling 
allows the translation of a complex simulation model into a performance metamodel able to provide 
a computationally efficient approximation of the input-output function defined by complex 
microsimulation models, improving computational tractability and interpretability of results. This 
technique is applied to two state-of-the-art ATM simulation tools, DYNAMO and R-NEST. 

This document provides the outcomes and conclusions of the active learning metamodelling process 
developed by SIMBAD. This includes the definition of metamodels for the DYNAMO and R-NEST 
simulation tools, the description of the active learning scheme developed to train these metamodels, 
including the use of the NOSTROMO metamodelling framework, the implementation of the 
metamodels through said framework, the training and validation processes, and the predictive 
performance of the metamodels. 

2.2 Intended Readership 

This document is intended to be used by the SJU programme manager, SIMBAD project members, and 
SESAR2020 staff and international research community addressing applications of simulation and 
artificial intelligence / machine learning to ATM. 

2.3 Document Structure 

The rest of the document is structured as follows: 

• Section 3 introduces the fundamental concepts of active learning and simulation metamodels, 
the two main tools involved in this work package. 

• Section 4 describes the two ATM simulation tools used to develop the metamodels. 
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• Section 5 presents the methodology followed to define the proposed metamodels. 

• Section 6 describes the initial active learning scheme developed and the NOSTROMO 
metamodelling framework. 

• Section 7 provides a description of the validation and training framework developed to validate 
and train the metamodels. 

• Section 8 contains the results obtained during the training, validation, and prediction phases. 

• Section 9 summarises the conclusions of the work reported in this document and the next steps. 

• Appendix A contains the feedback provided by the EEAB at the 2nd SIMBAD Stakeholder 
Workshop. 

2.4 Terminology and Acronyms 

Table 1 List of acronyms 

Term  Definition  

AL Active Learning 

ANS Air Navigation Services 

ANSP Air Navigation Service Provider 

API Application Programming Interface 

ATCo Air Traffic Controller 

ATFCM Air Traffic Flow and Capacity Management 

AU Airspace User 

BADA Base of Aircraft Data 

DAC Dynamic Airspace Configuration 

DCB Demand and Capacity Balancing 

DoY Day of Year 

FRA Free Route Airspace 

FRAIT Free Route Airspace Italy 

GP Gaussian Process 

ICO Improved Configuration Optimiser 

KPI Key Performance Indicator 

MAPE Mean Absolute Percentage Error 
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Term  Definition  

OD Origin-Destination  

OS Opening Scheme 

RBF Radial-basis function 

R-NEST Research Network Strategic Tool 

RMSE Root Mean Square Error 

STAM Short Term ATM Measures 
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3 Active learning metamodelling 

3.1 Active learning 

Active learning (AL) [1] is a particular case of supervised machine learning developed under the 
premise that if an algorithm is able to choose (according to certain criteria) the data from which it 
learns, it will perform better with less training. This approach aims to optimally and iteratively find the 
most informative data points in order to enhance the model training efficiency while improving its 
performance, using as few labelled data points as possible. Hence, this training technique is especially 
useful when labelled data is scarce or difficult to obtain. 

AL consists in an iterative process in which queries are defined so that the system can identify the 
unlabelled samples that should be labelled. The learning process starts by labelling a randomly chosen 
initial sample of data points and training the algorithm with it. Then, based on the queries, a new set 
of unlabelled points is identified and labelled. The new labelled data points are incorporated in the 
training data set (i.e., the set of labelled data points) and the training process starts over. The labels 
for the queried data are provided by an oracle (e.g., a human annotator, a simulation programme, etc.) 
which supervises the whole process. The learning process ends when a certain stopping criterion is 
satisfied. This stopping criterion aims to find a trade-off between the predictive performance of the 
model and the cost of acquiring new labelled data; otherwise, the AL training cycle would eventually 
query all the instances in the unlabelled pool, which would make no difference with standard 
supervised learning training. This way, AL monitors the improvements from one iteration to the next 
one. One typical way to set it is by measuring the increase in the model predictive performance added 
by each new set of labelled instances. When the model accuracy reaches a plateau, the acquisition of 
new labelled instances will have a low impact on the improvement of the model’s performance, which 
will not justify the effort of labelling new instances. 

An AL process is usually modelled using the following elements: 

• L: the labelled training set; 

• U: the unlabelled dataset, typically much larger that L, which represents the input space to be 
explored by the model; 

• M: the machine learning model; 

• O: the oracle which labels the data samples; 

• Q: the query function, i.e., the selection strategy to find the most informative input points to 
be labelled.  

Depending on the problem, M can be a classification or a regression model, which will translate into 
the labels being discrete or continuous, respectively. In turn, the query strategy also depends on the 
nature of the problem and the machine learning model considered. There are several frameworks to 
query new instances [1]: uncertainty sampling, in which the learner queries the instances about which 
is least certain; query-by-committee, in which a committee of different models is used; expected 
model change, in which the learner queries the instance that would imply the greatest change to the 
model if its label was known; expected error reduction, in which the learner queries the instance with 
minimal expected future error; etc. Additionally, instances can be queried one by one, i.e., one per 
iteration, or several in each iteration. This choice depends on the oracle characteristics and the 
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available computational resources. If the oracle is very slow or expensive to run, this will limit the times 
it can be called and the number of instances to label. 

 The general active learning training scheme is depicted in Figure 1.  

 

Figure 1. Active learning training process 

3.2 Simulation metamodels  

Simulation modelling is the process of replicating or mimicking a physical system in order to predict 
and analyse its performance in the real world. Simulation models can be very complex, which may 
constitute a barrier for their effective use to support decision-making. In particular, they usually have 
to deal with some problems such as computational cost, which limits the number of scenarios that can 
be explored, and lack of interpretability, which is of paramount importance when supporting decision-
making. 

Simulation metamodels are used as surrogates of the original models to reduce the (expensive) 
simulation process, improving computational tractability and interpretability of results. They 
essentially consist in input/output functions that approximate the results of a more complex function 
defined by the simulation model [2]. The general idea is that the data used to train the metamodel 
(obtained from the model function) induces a structure in it that allows it to behave in a similar way to 
the original function. To do that, the inputs and outputs of the metamodel are typically (a subset of 
the) inputs and outputs of the simulation model or functions of them.  
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According to [3], metamodels have four general goals, namely, understanding the problem entity, 
predicting the simulation model output, optimisation purposes, and verification and validation of the 
simulation model.  

3.3 Active learning metamodelling 

When developing and training a simulation metamodel, instances are difficult to obtain as they 
correspond to input/output pairs of the original simulation model, which requires running the 
simulation model many times. This task is quite inefficient in many cases and limits the role of the 
metamodel. In these cases, AL is especially interesting, as it enables the selection of the more 
informative input/output pairs to train the metamodel with, running the model as few times as 
possible. 

In this context, the simulation metamodel acts as the machine learning model of the AL process, whose 
role is to approximate the simulation model behaviour, while the simulation model is the oracle which 
provides the labelled samples. Hence, the unlabelled dataset represents the feature space of the 
inputs of the simulation model used and the labelled dataset corresponds to the simulator 
input/output pairs. 
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4 ATM simulation models 

In SIMBAD, two state-of-the-art ATM simulation models are used to develop the metamodels: 
DYNAMO and R-NEST. Both simulation models are briefly described below. 

4.1 DYNAMO 

DYNAMO [4] is an aircraft trajectory prediction and optimisation tool developed by UPC that allows 
the assessment of current and future concepts of operation considering realistic weather data and 
aircraft performance models. This tool is integrated into the trajectory planner component of the 
APACHE framework [5] developed by the APACHE project.  

The flexibility and design of DYNAMO allows an easy implementation and the use of DYNAMO for real-
time applications, thanks to a rapid generation of a large set of trajectories for simulation and 
benchmarking purposes. It decouples the generation of the lateral and vertical profiles, in such a way 
that the lateral profile prediction/optimisation module generates the sequence of waypoints from 
origin to destination, while the altitude and speed profiles are generated by the vertical profile 
prediction/optimisation module assuming a fixed and known route. 

The inputs required by DYNAMO are: 

• Aircraft performance data: they describe the forces acting on the aircraft and the fuel flow. 
This information is mainly obtained from EUROCONTROL base of aircraft data (BADA) v.3 or 
v.4. 

• Weather data: aircraft trajectories can be predicted/optimised using weather models of 
different complexity, from the International Standard Atmosphere model to real weather data 
provided in GRIB format. 

• Operator parameters: including the cost index, payload, and flight plan.  

• ConOps (Horizontal): specification of how the lateral route has to be generated. Three 
different variants can be simulated: fixed route, structured route, and free route, taking into 
account different elements of the airspace structure (waypoints and airways, free route areas, 
etc.). 

• ConOps (Vertical): specification of how the speed and altitude profiles have to be generated. 
The flight profile is defined by means of an XML-formatted file composed by a flexible number 
of flight phases. 

4.2 R-NEST 

R-NEST (Research NEtwork Strategic Tool) is a EUROCONTROL simulation tool dedicated to research 
activities aimed at evaluating advanced ATM concepts [6]. It shares the same basis as the Network 
Manager operational tool for capacity planning, NEST, combining dynamic Air Traffic Flow and Capacity 
Management (ATFCM) simulation with airspace design and capacity planning functionalities. R-NEST 
dynamically simulates network operations and allows the prediction of different types of delays, 
enabling the measurement at network level of the improvements generated by the local 
implementations of new ATM concepts.  
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R-NEST allows the use of innovative algorithms for: 

• airspace design, such as the creation of new elementary sectors to balance the workload inside 
an ACC or building mission trajectories and estimation of fuel consumption using BADA 
performance; 

• capacity management, such as the analysis of the complexity of traffic crossing an airspace or 
the creation of new collapse sectors and configurations that maximise the overload; and  

• advanced ATFCM concepts, such as simulation of ATM actors interacting dynamically through 
parameterised roles, propagation of reactionary delays on same registered flights or detection 
of hotspots. 
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5 Metamodels definition 

One metamodel for DYNAMO and two for R-NEST are proposed. In the R-NEST case, the first 
metamodel is a simpler one defined with the purpose of exploring the simulator input/output space, 
validating the active learning methodology, and calibrating the machine learning model. While the 
second one is a more complex metamodel in which the input variable set is extended.  

Regarding the different metamodelling goals described in Section 3.2, the goal of these metamodels is 
the output prediction. The assessment of the prediction performance of the metamodel, in turn, 
requires a certain level of understanding of the underlying problem when exploring the input/output 
space. For this purpose, we have assumed that the simulation tools are optimised, verified and 
validated.  

For each simulation tool, a different SIMBAD’s case study (see deliverable D2.1 [7]) is used. The 
DYNAMO metamodels are tested using SESAR’s Free Route Airspace solution (FRA), while the R-NEST 
metamodels are tested using SESAR’s Demand and Capacity Balancing solution (DCB). The definition 
of each metamodel is closely related with the SESAR solution involved. For that, the outputs of each 
metamodel are Key Performance Indicators (KPIs) of the SESAR Performance Framework [8] directly 
affected by the solution. 

An active learning framework have been defined to train the metamodels (see Section 6). The 
corresponding ATM simulation tool is used to generate the input-output pairs needed to train the 
metamodel, and the active learning scheme is used to identify the most informative input points for 
which the simulator should be run.  

In this section we define the metamodels proposed for each tool. The AL scheme used to train them is 
described in Section 6. 

5.1 DYNAMO metamodel 

The metamodel proposed for DYNAMO estimates the fuel efficiency, FEFF1 KPI of the SESAR 
Performance Framework, of the set of flights crossing a selected region.  The FEFF1 KPI is measured as 
the actual average fuel burnt per flight and is computed as indicated in the SESAR performance 
framework [8]: total amount of actual fuel burnt divided by the number of flights. 

The DYNAMO metamodel is tested using the FRA solution. This SESAR solution allows Airspace Users 
(AUs) to plan their flight trajectories without reference to fixed routes or published directs, optimising 
their associated flights according to their individual operator business needs or military requirements. 
According to the FRA expected benefits, the fuel efficiency KPI should be improved (i.e., reduced).  

The input variables considered for the metamodel are the fuel cost and the FRA activation, the latter 
being a categorical variable indicating if FRA is deployed (value 1) or not (value 0). This way, the 
metamodel is able to assess the effect of the FRA solution in the selected region and predict the fuel 
efficiency in both scenarios. Therefore, the metamodel proposed consists in an input/output function 
of the form: 

𝑓(fuel cost, FRA activation) = fuel efficiency. 
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In each simulation, DYNAMO outputs an extended so6 file containing the predicted trajectory and its 
fuel consumption for a selected combination of fuel cost and FRA scenario. The average of these values 
for the set of flights considered is computed to obtain the value of the fuel efficiency KPI. 

From the AL point of view, this means that DYNAMO is the oracle of the process, providing the data 
needed to compute the labels of the metamodel input points. At this point, it is important to note that 
the methodology proposed does not follow the traditional metamodelling framework, since we do not 
aim to metamodel DYNAMO itself (i.e., metamodel the trajectory simulation or the fuel consumption), 
but to use its outputs to obtain the output of the metamodel. In this sense, the output of the 
metamodel does not correspond with any of the outputs of DYNAMO, but with a post-processing of 
them to obtain the average fuel burnt per flight.  

5.1.1 DYNAMO metamodel implementation 

The free route area selected to implement the DYNAMO metamodel is Free Route Airspace Italy 
(FRAIT). In this region, free route is implemented since 8th December 2016 and it is in operation during 
the 24 hours of the day. This makes this region a very appropriate candidate to explore these 
techniques, as the selection of flights to study comprises the whole day. 

To define the FRAIT variable, two different airspace configurations are considered, one before FRAIT 
implementation and one after. The selected airspace configurations are: 

• the airspace configuration of the last AIRAC before the FRAIT implementation, specifically, we 
take the first day of the AIRAC, 10th November, 2016; 

• the airspace configuration of the sixth AIRAC after the FRAIT implementation, specifically, we 
take the first day of the AIRAC 22th June, 2017. 

Hence, when the airspace configuration used for the DYNAMO simulations is the one corresponding 
to the 10th November, 2016, the FRAIT variable of the metamodel is 0, and when it is the one 
corresponding to the 22nd June, 2017, the FRAIT variable is 1. 

In order to make a fair analysis of the effects that FRA implementation may have on fuel efficiency, we 
take the same set of flights for both scenarios. The set of flights considered for the simulations are the 
ones crossing the FRAIT region on the 22nd June, 2017. The reason to take the flights of the FRAIT 
implementation scenario for both cases is to ensure that we handle all the flights that made use of this 
solution, since the number of flights crossing that region increased after its implementation. This way, 
some of the selected flights may not cross this region in the no FRAIT scenario, which may affect their 
fuel consumption, and the metamodel should be able to learn that.  

Given that the change of the route flown by the airlines is not something instantaneous but a process 
that takes time, when analysing the flight data the sixth AIRAC after the implementation of FRAIT has 
been considered instead of the first. Indeed, we have observed that during the first 6 months after its 
implementation the number of flights flying this region increased from 1939 to 2795, and at that point 
it stabilised. Hence, after six months there is a representative volume of flights of the impact of this 
SESAR solution to perform the simulations.  

The fuel cost variable is measured in € per kilogram, and we define it to take values in the interval (0, 
3.5] in 0.01 steps, i.e., there are 350 possible values. Despite some fuel cost values considered are 
unrealistic, we include the entire interval in order to properly calibrate the metamodel. 
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The approach to compute the fuel efficiency for this set of flights is the following: fix the airspace 
structure, weather data and fuel cost for the selected date; simulate the 2795 flights considered; get 
the fuel consumption of each of them; and compute the average. This whole process takes 3 hours 
approximately.  

It is important to note that DYNAMO has a wide set of input variables. For the sake of simplicity, a 
simplified version of DYNAMO is used in which some of its inputs are fixed: specifically, the cost index, 
the payload, and the route charges take the same fixed value for both scenarios. Recall that the aim of 
this metamodel is to assess the behaviour of the simulation tool with respect to the metamodelling 
framework defined. 

Figure 2 shows a comparison of the two approaches to compute the fuel efficiency: on the left-hand 
side (green) the one using DYNAMO and on the right-hand side (blue) the one using the proposed 
metamodel. As previously mentioned, the DYNAMO approach takes around 3 hours to run, while the 
metamodel approach takes a few seconds. 

 

Figure 2. Comparison of DYNAMO approach vs metamodelling approach  
for the computation of fuel efficiency 

5.2 R-NEST metamodels 

5.2.1 First metamodel 

The initial R-NEST metamodel proposed estimates (i) the average departure delay (punctuality PUN1 
KPI of the SESAR Performance Framework) of the flights crossing a selected region and (ii) the flights 
per air traffic controller (ATCo) hour in duty (cost-efficiency CEF2 KPI of the SESAR Performance 
Framework) in that region for a fixed day. Both KPIs are computed as specified in the SESAR 
Performance Framework: 

• PUN1: Average departure delay per flight, computed as the average delay (AOBT – SOBT) per 
flight due to reactionary delays, ATM and weather-related delay causes. 
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• CEF2: Flights per ATCo-Hour on duty, computed as the count of flights handled divided by the 
number of ATCo-Hours applied by ATCos on duty. 

The delays information is provided by R-NEST through the View Delay Analysis option of the “Delays” 
tab. To compute CEF2, we divide the number of flights crossing the selected region, available in the 
View Flight List option of the “Traffic” tab, by the ATCo-Hours value (called controller position hours in 
R-NEST) provided by the R-NEST improved configuration optimiser (ICO) analysis, available in the View 
ICO Analysis option of the “Opening Scheme” tab.  

The R-NEST metamodel is validated using the DCB case study. This case study considers the 
deployment of the Dynamic Airspace Configuration (DAC) together with Short Term ATM Measures 
(STAM). DAC seeks to improve the use of airspace capacity for both civil and military users by increasing 
the granularity and flexibility in the airspace configurations that can be used by the Air Navigation 
Service Providers (ANSPs). STAM measures are implemented as an approach to smooth ATCo workload 
by reducing traffic complexity and peaks through the short-term application (on the day of operation) 
of minor ground delays and horizontal and vertical re-routings (flight level capping) to a limited number 
of flights. 

To implement DCB using R-NEST we proceeded as follows. First, DAC is implemented through the ICO 
algorithm and results are available through the ICO analysis viewer. Second, a STAM simulation is 
implemented through the “Simulate” tab, selecting the STAM simulation type. The R-NEST simulation 
provides the trajectories of the simulated flights together with a series of performance metrics of these 
flights.  

ICO is an opening scheme (OS) optimisation algorithm developed and refined by the EUROCONTROL 
Experimental Centre aiming at minimising overload, the number of control positions used, and the 
number of configuration changes, in that order. This algorithm has several inputs, but the ones that 
we are going to vary are the minimum opening duration parameters: 

• Configurations: integer for the minimum opening duration of the configuration in the 
configuration of the OS. 

• Sectors: integer for the minimum opening duration of the sector in the configuration of the 
OS. 

The rest are left with the default values. The results of the ICO analysis include: 

• Controller position hours: a value indicating the theoretical number of man hours required to 
staff the opening scheme based on two controllers per sector. 

• Overload Sum: the sum of the overloads in all activated sectors over the entire day, where 
each overload value corresponds to a series of non-overlapping periods having a length 
defined by the “ICO Time Step”. 

In order to properly implement the DAC solution, R-NEST requires the definition of a set of shareable 
modules in the ACC and the application of the ICO analysis over them. The shareable modules 
represent the smallest level of granularity of an airspace volume composing an elementary sector. This 
way, the ICO analysis allows the dynamic allocation of said modules. As for this definition expert 
knowledge is needed, the ICO analysis is applied over the original sector configuration. As consulted 
to the EUROCONTROL team, this approach is a good approximation of applying DAC in a region.  

According to the DCB expected benefits, the punctuality KPIs should be improved with the STAM 
measures and the cost-efficiency KPIs should also be improved with the DCB solution. In order for the 
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metamodel to be able to assess the effect of the DCB solution in the selected region and predict the 
KPIs, different configurations for the OS are considered: the original OS, equivalent to no DAC 
implementation, and the OS resulting from the application of the ICO algorithm for different 
parameters, as an approximation of the DAC implementation. And, for each configuration, we perform 
a STAM simulation. 

The initial input variables considered for the metamodel are the ICO minimum opening duration 
parameters: minimum opening duration of the configurations and sectors. Therefore, the metamodel 
proposed consists in the following input/output function: 

𝑓(ICO parameters) = (punctuality, cost-efficiency). 

The purpose of this metamodel is to estimate those KPIs for any ICO minimum opening duration 
configuration for a fixed day. 

For each combination of the input variables, the R-NEST metamodel outputs (PUN1 and CEF2) are 
obtained as follows: 

1. Scenario creation and simulation performance:  

a. Select the date in the calendar available in the menu on the right. 

b. Fix the selected region in the menu Environment.  

c. Set the OS indicated in the input point in that region using the View ICO Analysis option 
of the “Opening Scheme” tab. If the OS indicated is the original one, this step is not 
necessary, as it is the default one. 

d. Perform an STAM simulation using the OS defined and taking the initial flights as 
reference.  

2. KPI computation:  

a. Once the simulation has finished, fix again the selected region in the menu 
Environment.  

b. Get the punctuality KPI in this region with the View Daily Delay Analysis option of the 
“Delays” tab. This will provide the average delay per flight of the flights crossing that 
region.  

c. Open the View ICO Analysis option of the “Opening Scheme” tab and get the 
ATCo-Hours (controller position hours) in the selected region. Get the number of 
flights crossing that region using the View Flight List option of the “Traffic” tab. Divide 
the number of flights by the controller position hours to obtain the cost efficiency KPI. 

The labelling computation flow of this metamodel is depicted in Figure 3.  

 

Figure 3. Labelling process (¬DAC stands for no DAC scenario, i.e., original OS) 
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5.2.1.1 R-NEST metamodel implementation 

The spatial scope of the analysis focuses on the Bordeaux ACC, specifically on the lower and east cluster 
(LFBBCTAE in R-NEST), where a first approach to DAC has been already deployed. Hence, the region 
selected to construct the metamodel is the LFBBCTAE region and the KPIs are computed using the set 
of flights crossing this region. 

To implement the metamodel, the day 5th July 2019 is considered. All the available configurations of 
the opening scheme variables are considered, i.e., from 10 to 300 minutes in steps of 10 minutes for 
both variables. According to R-NEST user manual, the minimum opening duration of the sectors should 
be greater than or equal to the minimum opening duration of the configurations, since individual 
sectors may remain even though the configuration has changed. In order to include the original OS 
scenario, i.e., no DAC application, we add the (0, 0) configuration to the input set to represent this 
situation. This makes a total of 466 configurations or input points. 

The simulation is performed for the entire ECAC area, as the actions or decisions in some region may 
affect the situation in the considered area, and vice versa, leading to different simulation results. The 
R-NEST simulations with these conditions take between 1 and 3 hours to run. 

Figure 4 shows a comparison of the two approaches to compute the punctuality and the cost efficiency: 
on the left-hand side (green) the one using R-NEST and on the right-hand side (blue) the one using the 
proposed metamodel. As previously mentioned, the R-NEST approach takes between 1 and 3 hours to 
run, while the metamodel approach takes a few seconds. 

 

Figure 4. R-NEST initial metamodel 

5.2.2 Second R-NEST metamodel 

The second metamodel proposed for R-NEST is an extension of previous one considering more days. 
Recall that for previous metamodel, only one day (the 5th July 2019) was considered, and the aim of 
that metamodel was to estimate the two KPIs selected for any OS configuration of that day. With this 
extended model, the aim is to estimate the same KPIs but for more days of the year 2019 and any OS 
configuration.  
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The definition of the metamodel is the same as before, but with one extra input variable to represent 
the different days: their hourly traffic counts. This way, the extended metamodel takes as input 
variables the same ICO configuration parameters and a vector of 24 elements representing the hourly 
traffic counts in the region selected for that day. Hence, the input space of the metamodel has 26 
dimensions. The outputs of this model are the PUN1 and CEF2 SESAR KPIs for the corresponding day. 

The procedure to obtain the metamodel outputs for each combination of the input variables is the 
same as the one described in Section 5.2.1. 

5.2.2.1 R-NEST metamodel implementation 

As this model is an extension of the previous one, the same spatial scope is used, i.e., the lower and 
east cluster (LFBBCTAE) of the Bordeaux ACC. To implement the metamodel, the 7º AIRAC of 2019 
(that includes the days from 20th June to 17th July) is selected, in order to keep the same time period 
as the previous metamodel. Hence, the objective of this model is to estimate the KPIs for all the days 
of the AIRAC. For that, it should be trained with a big enough set of days, although, considering all the 
days would be really inefficient, even applying an active learning strategy, as the unlabelled set would 
have too many points. Thus, the key part in the metamodel implementation is the selection of a 
representative sample of days, capturing all the different behaviours and patterns present in the region 
along the year, to train the metamodel with. In order to do so, the traffic patterns obtained in the 
Multiscale traffic pattern classifier work package of the SIMBAD project are used. 

In this work package, a traffic pattern analysis at different scales (ECAC, ANSP, ACC, and airport) was 
carried out. In particular, the Bordeaux ACC (LFBB) was also analysed. In this analysis, the days of the 
year were grouped in clusters according to the following traffic features: 

• Traffic counts. 

• Flight time inside the ACC. 

• Differences between the estimated and actual entry and exit times in the ACC. 

• Average delays due to air navigation services (ANS), weather and non-ANS regulations 
registered in the ACC. 

In the case of the Bordeaux ACC, seven clusters were obtained. The results are depicted in Figure 5, 
where each day of 2019 is coloured by cluster belonging. For more details about this analysis, please 
refer to deliverable D4.1 [9]. 

 

Figure 5 Traffic patterns for the LFBB ACC 

Then, the silhouette score of the days belonging to the 7º AIRAC of 2019 is computed, and the day 
with highest score of each cluster is selected. The selected days are shown in Table 2. These days are 
taken as representative days of their cluster and are the days with which the metamodel is trained. As 
can be seen, there are only six clusters in the table. This is because there is one cluster that only 
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contains one day, the 10th May 2019; hence, this cluster does not have representation in the AIRAC 
used. 

Table 2 Representative days of each cluster for the LFBB ACC 

Cluster Day 

Dark blue 10/07/2019 

Orange 30/06/2019 

Red 29/06/2019 

Brown 15/07/2019 

Pink 20/06/2019 

Light blue 02/07/2019 

 

Once the set of days is selected, the implementation of the model is the same as the previous one. For 
each day, all the available configurations of the ICO parameters are considered, i.e., 466 configurations 
per day, which makes a total of 2,796 input points. 

Recall that the aim of these metamodel is to estimate both KPIs for any day of the AIRAC, i.e., the total 
input space has 13,048 (28 x 466) points. 

Figure 6 shows a comparison of the two approaches to compute the punctuality and the cost efficiency 
for different days of the year: on the left-hand side (green) the one using R-NEST and on the right-hand 
side (blue) the one using the proposed metamodel. As the labelling process is the same as for the initial 
metamodel, the R-NEST approach takes the same time to run each simulation (between 1 and 3 hours), 
while the metamodel approach takes a few seconds. 

 

Figure 6 R-NEST extended metamodel 
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6 Active learning framework 

The definition of the active learning framework used for the metamodels followed an iterative process. 
Initially, an active learning scheme was defined and used to train the metamodels proposed in Section 
5. Meanwhile, several work sessions were organized in parallel with the NOSTROMO project (SESAR 
ER4), given the great synergies between both projects in relation to the metamodeling activities. 
Finally, as a result of these work meetings, it was decided to use the NOSTROMO metamodeling 
framework to also develop the SIMBAD metamodels. The collaboration between the two projects 
brings the following advantages: 

• Maximizes the synergies between the two research projects with a common goal: to improve 
the performance assessment. 

• Allows the validation of the NOSTROMO solution for two additional use cases involving 
different ATM simulators (R-NEST and DYNAMO). 

• Consolidates the NOSTROMO metamodeling framework demonstrating the required flexibility 
and scalability to adapt to different types of ATM microsimulators. 

This section describes the active learning scheme initially defined by the SIMBAD project and the 
NOSTROMO metamodelling framework finally used to train the metamodels.  

6.1 SIMBAD’s active learning scheme 

The same AL scheme was defined for all the metamodels. For the AL process definition, a pool-based 
AL approach was followed, which assumes that the set of labelled data is small and the set of 
unlabelled data is large, and usually closed. With this approach, instances are queried in a greedy 
fashion, as the algorithm evaluates and ranks the entire set before making a decision. 

The machine learning model considered was a regressive Gaussian Process (GP). A GP is a collection of 
random variables indexed by time or space such that every finite collection of these variables follows 
a multivariate normal distribution. Thus, the distribution of the GP is the joint distribution of all those 
random variables. The predictions of a GP model are in the form of Gaussian distributions, whose mean 
and variance parameters are learnt by the model during the training process from the training data. 
This kind of models fits perfectly in the AL scheme in a regressive context, as it allows handling the 
uncertainty intrinsic to the prediction tasks. To this end, the variance of the predictions is used as 
uncertainty measure. As those regions where the variance is higher potentially enclose more 
information for the model than those with lower variance. The goal of the AL training is to iteratively 
reduce the variance of the model predictions. Once fitted, this model will play the role of the simulation 
metamodel, which will estimate the corresponding KPIs.  

For the DYNAMO metamodel, the GP only has one output variable (the FEFF1 KPI), while for the R-
NEST metamodel the GP produce two outputs, one for each KPI to estimate (i.e., PUN1 and CEF2). This 
way, the model is able to exploit the correlations and dependences between both KPIs. 

As query strategy, uncertainty sampling is applied. With this strategy, the instances queried in each 
iteration are the ones about which the active learner is least certain. The assumption behind this 
strategy is that the instances that the learner is expected to be more uncertain about are the ones 
more dissimilar to the ones already labelled in the training set. On the other hand, the learner is 
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expected to make confident (not necessarily correct) predictions for those instances more similar to 
the ones in the labelled training set. Another key assumption of this method is that those instances 
that are harder to predict are more useful (informative) to train the model. Thus, as the labelled pool 
increases, the learner performance and confidence will improve. In our case, as mentioned above, the 
samples with the highest predictive variance are taken, so that the predictions of the GP model are 
iteratively improved by reducing their associated variance. Due to the time needed to run both ATM 
tools (3 hours approximately in the case of DYNAMO, and between 1 and 3 hours in the case of R-
NEST), the algorithm queries only one instance per iteration, i.e., it queries the instance with the 
highest predictive variance in each iteration. 

Concerning the stopping criterion of the AL process, as pointed out in [10], measuring and monitoring 
the predictive performance of the model on a labelled dataset may be misleading because of the cost 
involved in labelling the data and the risk that the set might not be representative of the data, which 
can occur as this set will be much smaller than the training set due to the labelling cost. As a result, 
adding informative instances to the labelled pool does not translate into an improvement of the 
performance on said dataset. Hence, to measure the certainty of the model, a separate and unlabelled 
dataset was used. In order to exploit the benefits and properties of the GPs, the stopping criterion is 
defined in terms of the variance of the model predictions on this set. The variance of the predictions 
is expected to decrease as more instances are added to the labelled pool, since the algorithm has more 
information about the data structure and task. 

The stopping criterion monitors the evolution of the total variance of the predictions on this set in each 
iteration, ending the training process when at least the 10% of the unlabelled data has been explored 
(i.e., the labelled data constitute 10% of the initial unlabelled data) and the variance of the predictions 
for the test set (updated in every iteration) is reduced by 80% with respect to the initial variance 
(computed at iteration 0) [11], [12] in each of the last five iterations. At this point, it is considered that 
the addition of new points to the training set does not have a significant impact on the model 
performance and that the remaining instances in the unlabelled pool are similar to the ones already 
labelled, and thus these instances do not contribute novel information to the learner.  

The reason to ask that the variance reductions is preserved for at least the last five iterations is to 
provide a stability criterion to measure the model confidence. This way, isolated confident predictions 
are avoided, i.e., iterations with very low uncertainty followed by iterations with quite high 
uncertainty. This situation could be interpreted as the newly added labelled point contains relevant 
information that is unexpected for the metamodel, which causes a change in the way that it models 
the data. 

In summary, the elements of the proposed AL scheme for each metamodel are: 

• DYNAMO metamodel: 

o L: samples of the form (fuel cost, FRAIT; FEFF1); 

o U:  samples of the form (fuel cost, FRAIT); 

o M: Gaussian process; 

o O: DYNAMO; 

o Q: the samples whose predictions product higher variance; 
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o Stopping criterion: when the 10% of the input space is labelled and the total variance 
of the test set is reduced by 80% of the initial total variance of this set in each of the 
five last iterations. 

• R-NEST metamodel: 

o L: samples of the form (ICO parameters, [traffic counts]; PUN1, CEF2); 

o U:  samples of the form (ICO parameters, [traffic counts]); 

o M: Gaussian process; 

o O: R-NEST; 

o Q: the samples whose predictions product higher variance; 

o Stopping criterion: when the 10% of the input space is labelled and the total variance 
of the test set is reduced by 80% of the initial total variance of this set in each of the 
five last iterations. 

Note that the variables of the extended model appear in brackets in the AL of each simulation tool. 
Apart from the input and output variables, the AL scheme is the same for all metamodels.  

Figure 7 depicts the AL scheme used to train the metamodels. The blue text shows the AL scheme for 
the DYNAMO metamodel, and the green text shows the AL scheme for the R-NEST metamodels. The 
extended input and output variables appear in brackets. 

 

Figure 7. AL training cycle for the DYNAMO and R-NEST metamodels 

6.2 NOSTROMO metamodelling API for SIMBAD 

The NOSTROMO project (SESAR ER4) aims to develop a modelling framework for the assessment of 
the performance impact of future ATM concepts and solutions at ECAC network level. With that 
objective, a metamodelling Application Programming Interface (API) was developed [13], [14]. 

Given a metamodel problem under study, i.e., a specification of the input and output variables, this 
API allows the specification of the input variables to be used and their ranges, and the selection of the 
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output KPIs to be analysed. In order to train a model, the metamodelling API needs a set of labelled 
data, emulating to be the actual simulator input-output space, and applies active learning with those 
data. The machine learning model used is a GP regressor. For the query strategy, it allows the selection 
between variance sampling (i.e., add to the labelled set the training point with highest predictive 
variance) and random sampling (i.e., add to the labelled set a random point of the training set). It also 
allows the selection of the size of the initial labelled set and the number of iterations of the active 
learning process. Once the number of iterations set is reached, the AL training process finishes. 

As the metamodelling API was initially defined for the FLITAN and Mercury simulation tools, it had to 
be adapted to include the DYNAMO and R-NEST simulators. This adaptation process was carried out 
by the NOSTROMO project and includes adding the labelled data to the data repositories from which 
the API takes the datasets and extend the set of output KPIs with the KPIs analysed in the SIMBAD’s 
metamodels. 
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7 Development and validation of the 
metamodels 

This section describes the proposed implementation and training process of the metamodels defined 
for the SIMBAD’s AL scheme (Section 6.1) and the one finally followed using the NOSTROMO 
metamodelling API (Section 6.2). Additionally, it explains the communication link between the 
simulation tools and the AL cycle established for the labelling process.    

7.1 Integration of the simulation tools in the labelling process 

The labelling process requires a communication link between the learning algorithm and the oracle, 
which provides the labels. Once a training set is set for labelling, the points of this set are passed 
iteratively to the simulator model to compute their labels.   

The more automated this process is, the more efficient it will be, and the more useful the AL training 
will be. There is a wide range of possibilities to link the algorithm and the oracle, starting with a human 
link in which a person is in charge of introducing the input values into the simulator, run the simulations 
to compute the labels and add the new labelled instances to the training data. Ideally, the simulator 
would be integrated into the AL cycle, and once the data samples to be labelled are identified, the 
simulator would be fed with them and run automatically. This is the case of DYNAMO, which is 
connected with the learning algorithm and, when needed, is run automatically. Unlike DYNAMO, R-
NEST has no integration possibility into the training cycle. Hence, each time the model queries a label, 
one has to manually perform all the steps defined in Section 5.2 to obtain the KPI values. As a 
consequence, the DYNAMO metamodel training does not require any kind of supervision, while the R-
NEST metamodel training requires a constant supervision, which causes this training to be much 
slower. 

7.2 Training process for the SIMBAD’s AL scheme 

This section describes the training and validation process defined for the SIMBAD’s AL scheme defined 
in Section 6.1. 

The process was developed in Python. Several Python libraries devoted to AL were analysed and 
compared, including modAL, acton, alp, libact, and ALiPy. Finally, the modAL library [15] was used. This 
library is a modular AL framework that works over the scikit-learn Python library in a quite natural and 
straightforward way, following the same structure.  

To implement the AL training process, the input data were split into three different sets: 

• training set, used to train the model. The labelled and unlabelled sets are generated from this 
set and it is the one from which the algorithm queries the instances; 

• test set, used by the stopping criterion to monitor the improvements among iterations. For 
that, after each iteration, the predictions for this set are obtained and the total variance of 
these predictions is computed; 

• validation set, used to assess the predictive performance of the metamodel once the training 
has finished. This set is labelled and the true labels are compared with the predicted ones. 
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The purpose of the test and validation sets is to assess the predictive performance of the metamodel 
with a fixed dataset that it has not seen before. The test set measures the certainty with which the 
model predicts and the validation set assess the ability to generalise, i.e., the predictive ability of the 
model against data that it has not seen before. 

To perform the split of the input dataset of each metamodel we proceed as follows: 

• DYNAMO metamodel: the complete dataset contains all the possible combinations of fuel cost 
and FRAIT activation, 700 points in total (350 values of the fuel cost x 2 values of FRAIT 
activation). To split this dataset, only the fuel cost is considered, i.e., 350 points. The training 
set contains 300 values of the fuel cost (85% of the data, approx.) randomly chosen. The test 
set contains 25 values of the fuel cost (7.5% of the data, approx.) randomly chosen. The 
remaining 25 data points are used to generate the validation set. Once the split is done, we 
consider every combination of fuel cost and FRAIT activation for each value of the fuel cost in 
each set, i.e., the training dataset consists of 600 points, the test set consists of 50 points and 
the validation set of 50 points. With this splitting procedure, we ensure that both values of the 
FRAIT variable are equally represented in the training set, and hence the model can learn to 
predict in both scenarios. 

• R-NEST:  
o Initial metamodel: the complete input dataset consists of 466 points, one for each 

possible combination of the ICO parameters. We take 70% of these points (326 points) 
to generate the training set, 15% (70 points in the first case) to generate the test set, 
and the remaining 15% (70 points in the first case) to generate the validation set. This 
split is done randomly. 

o Extended metamodel: the complete input dataset consists of 2796 points, one for 
each possible combination of the ICO parameters per day considered (466 x 6). The 
training set contains 70% of these points (1957 points), the test set contains 15% of 
these points (419 points), and the remaining 15% (420 in the second one) forms the 
validation set. As before, this split is done randomly. 

Additionally, for the extended R-NEST metamodel, an additional validation set was labelled 
corresponding to other days than the six representatives selected, in order to test the approach 
followed by analysing the ability of the metamodel to generalise to other days different from the ones 
used to train it. 

Once the training process has ended, the predictive error of the trained metamodel on the validation 
set is measured using the root mean squared error (RMSE) and the mean absolute percentage error 
(MAPE) metrics. These metrics are defined as: 

RMSE = √∑ (𝑦𝑡 − 𝑦�̂�)
2/𝑛

𝑡=1 𝑛 , 

MAPE = 
1

𝑛
∑ |𝑦𝑡 − 𝑦�̂�|/
𝑛
𝑡=1 |𝑦𝑡| , 

where 𝑛 is the number of instances, 𝑦𝑡 is the true label of instance 𝑡, and 𝑦�̂� is the metamodel 
prediction for instance 𝑡. 

RMSE provides the average of the predictive error. While MAPE provides the average percentage of 
the predictive error. Both metrics are standard metrics for regression problems. 

https://www.sesarju.eu/


D5.1 ACTIVE LEARNING METAMODELLING 

 

Page 32 I 58 
 

  
 

 

Due to time constraints, it was not possible to label the complete validation set of any of the 
metamodels. Instead, a subset of it was labelled, and the predictive performance of each metamodel 
was assessed on that labelled set.  

Finally, regarding the calibration of the GP, two kernel functions were considered, radial basis function 
and Mátern kernel. Adding white noise to those kernels was also considered. The training process was 
performed with both kernel functions in order to find the one that fits better the input space. 

To start the training process, 5 input points are randomly selected from the training set and labelled. 
These 5 points constitute the initial labelled pool and the rest of the (unlabelled) training points are 
the unlabelled pool. In the first iteration of the training cycle, the metamodel is trained with the 
selected 5 labelled points. Then, the predicted label and predicted variance of every point of the 
unlabelled pool is computed and the input point with the highest predictive variance is identified, 
removed from the unlabelled pool, labelled, and added to the labelled set. The initial total variance to 
evaluate the stopping criterion is computed using the test set. This value is the reference value for the 
stopping criterion: once the labelled set is at least 10% of the initial training set and this variance is 
reduced by 80% in each of the last five iterations, the training process ends. 

In the next iteration of the training cycle, the extended labelled pool (containing 6 points) is used to 
retrain the metamodel. As before, the point from the unlabelled pool with the highest predictive 
variance is identified, removed from the unlabelled pool, labelled, and added to the labelled set. The 
current total variance is computed using the test set and compared to the initial total variance 
(computed in previous step). This iterative process is repeated until the stopping criterion is satisfied. 

Concerning the R-NEST extended metamodel, as the 10% of the training set are 196 points, due to time 
constraints, the stopping criterion was relaxed and only the exploration of 3% (59 points) of the 
training set was required. 

Using this technique, a good starting input can reduce the number of iterations needed to train the 
metamodel. If these points are informative enough, the model will require less data (i.e., less 
iterations). However, the predictive performance is assessed on a separate set precisely to analyse the 
ability to generalise of the model. So, despite the predictive variance for the points of the labelled set 
were very low, if this set is not representative enough of the input space, the predictive variance for 
the test set would be high. Moreover, the stopping criterion is defined in terms of the initial total 
variance, hence, although this value were low, it should be reduced in 80%. 

7.3 Training process for the NOSTROMO’s API 

As the NOSTROMO’s API needs a set of labelled data and the metamodels defined were previously 
trained using the active learning scheme described in Section 6.1, the data provided to the API were 
the final labelled sets produced by this AL process for each metamodel together with the labelled 
validation set for each case. The reason to use the same datasets were the time constraints, as no time 
was left to produce new labelled datasets. Moreover, as this development aims to validate the 
NOSTROMO’s metamodelling framework, this strategy was considered to be more efficient and 
optimal than labelling a random set of input points. 

After that process, the number of labelled points for each metamodel according to the stopping 
criterion was: 
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• DYNAMO metamodel: 35 labelled points in the training set and 12 labelled points in the 
validation set, 

• first R-NEST metamodel: 58 labelled points in the training set and 15 labelled points in the 
validation set, and 

• second R-NEST metamodel: 80 labelled points in the training set, 13 labelled points in the 
validation set with the set of the six representative days, and 28 labelled points in the 
validation set with dates different from the six representative days. 

With the NOSTROMO’s API, the AL training process requires a labelled test set in order to assess the 
predictive performance of the metamodel in each iteration, as explained in Section 6.2. Hence, the 
training data were split into two different sets, a training set and a test set, by using the cross-validation 
method. This way, the validation set was preserved to assess the predictive performance of the 
metamodel once it is trained. 

Cross-validation consists in splitting the training set into 𝑛 groups, called folds, of the same size, in this 
case, the size of the test set. A single fold is retained for testing, and the remaining 𝑛 − 1 folds are 
used to train the model. This process is repeated 𝑛 times, until all the folds have been used (exactly 
once) as test data. With this method, no separate test set is needed, as the training and test sets are 
generated as different combinations of folds.  

For each metamodel, the split was as follows: 

• DYNAMO metamodel: 25 points for the training set and 10 points for the test set, 

• first R-NEST metamodel: 45 points for the training set and 13 points for the test set, and 

• second R-NEST metamodel: 65 points for the training set and 15 points for the test set. 

Then, the size of the initial labelled set, the number of iterations, and the query strategy need to be 
specified. For the DYNAMO metamodel and the first R-NEST metamodel, the size of the initial labelled 
set was set to 3, while for the second (extended) R-NEST metamodel, it was set to 10, as the input 
space is of higher dimension. In all cases, the number of iterations was the difference between the size 
of the training set and the size of the initial labelled set, in order to use all the labelled data available. 

Finally, the two available query strategies (variance and random sampling) were chosen and the results 
obtained with each of them were compared. The predictive error of the metamodel was measured by 
means of the RMSE and MAPE metrics. In order to analyse the stability of the metamodel, for each 
split, the training process is repeated 100 times and the results for every experiment are averaged per 
iteration. 
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8 Results 

This section presents the results of the metamodels training. Only the results obtained with the 
NOSTROMO metamodelling API are included, as the approach initially defined in SIMBAD at the end 
was only used to label de data, as explained in the section 7.2. 

The API produces pretty complete results, including visual analyses of the different datasets and 
comparisons of both the actual and predicted data. Additionally, a visual analysis of the predictions for 
the complete input space of each metamodel is also provided. 

8.1 DYNAMO metamodel 

8.1.1 Metamodel training 

As mentioned in Section 7.3, the labelled training data consists in 35 points. Figure 8 shows the 
distribution of the FEFF1 variable with respect to fuel cost, where the points in red correspond to 
combinations with FR=1 and the ones in blue, with FR=0. As can be seen, in both cases the points follow 
the same pattern, taking higher FEFF1 values when the fuel is cheaper (i.e., airlines fly less efficient 
when the fuel is cheap, taking, for instance, longer routes with cheaper route charges). However, for 
similar values of the fuel cost, the FEFF1 value is usually smaller when FR=1, which suggests that this 
SESAR solution allows more efficient flights. 

 

Figure 8 Distribution of the FEFF1 variable with respect to the fuel cost coloured based on the FR  

Next, the metamodel was trained following the process described in Section 7.3. Figure 9 shows the 
RMSE of the predictions for the test set in each iteration of the AL training cycle. Each blue line stands 
for a repetition of the experiment, and for each iteration, the mean and median of the RMSE is 
computed and plotted in red and orange, respectively. The right plot of both figures shows the 
comparison between the mean RMSE values for both query strategies (variance and random). As can 
be seen, both querying strategies produce similar results (figures on the left and in the middle). 
However, the comparison of the mean of the RMSE for both query strategies (figure on the right) shows 
that the random sampling yields better results in almost all the iterations. This may imply that all the 
points are equally informative for the model. 
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Figure 9 RMSE for the test set per iteration for the two query strategies considered (variance and random 
sampling) 

The model was finally trained with the variance sampling query strategy, as, despite the mean RMSE 
error is higher for this case, this query strategy is more stable. 

Figure 10 shows the predictive performance of the trained metamodel on the full training set (35 
points): on the left, the actual values and, on the right, the predicted ones. The points are coloured 
based on the FR variable value, blue for FR=0 and red for FR=1. Both curves are pretty similar except 
for the four values closer to cero in the x-axis. There, the predictions for the two points with FR=0 (blue 
points) are especially inaccurate. This set of points corresponds to values of the fuel cost of 0.01, 0.04, 
0.10, and 0.15 € per kilogram, respectively, which are very unrealistic values of fuel cost only included 
to calibrate the metamodel, as explained in Section 5.1.1. For the rest of the points, the model reached 
good estimations.   

 

Figure 10 Predictive performance on the training set 

8.1.2 Predictive performance 

Once the metamodel is trained, its predictive performance is assessed on the validation set. Recall that 
the validation set contains 12 points, from which six correspond to FR=0, and six to FR=1. Figure 11 
Predictive performance of the DYNAMO metamodel on the validation setFigure 11 shows a 
comparison between the actual and predicted values of the validation set. The two plots on the top 
show the validation points coloured by FR variable value. And the plots on the bottom show the 
comparison of the actual and predicted values for the points with FR=0 and FR=1, respectively, 
together with the standard deviation of the prediction (vertical error bar in grey). As can be seen, the 
prediction for all the points except one (with FR=0) is pretty close to the actual value, which implies a 
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good predictive performance of the metamodel. As already observed for the training set, the 
predictions are more accurate for the points with FR=1.    

 

Figure 11 Predictive performance of the DYNAMO metamodel on the validation set 

Table 3 shows the RMSE and the MAPE values for this set. Three situations are considered in order to 
better assess the performance in each FR case: the predictive errors for the complete validation set, 
for the validation points with FR=0, and for the validation points with FR=1. As can be seen, all the 
values are pretty good, with predictive errors under 2%. However, the predictive values for the case 
FR=1 are much better than for FR=0. This is mainly because of the worst prediction obtained for the 
first validation point with FR=0 (the point closer to 0 in the x-axis in Figure 11). Nevertheless, the overall 
predictive performance of the DYNAMO metamodel is very good. 

Table 3 Predictive error for the validation set of the DYNAMO metamodel 

 Complete validation 
set 

Validation points 
with FR=0 

Validation points 
with FR=1 

RMSE 194.82 271.42 47.30 

MAPE 0.012 0.018 0.006 
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8.1.3 Visual analysis of the data 

Finally, the complete input-output space (i.e., the 700 points corresponding to every combination of 
the fuel cost and FR variables) of the metamodel is analysed, together with the standard deviation of 
its predictions.  

Figure 12 shows the distribution of the FEFF1 predictions with respect to the fuel cost variable and 
Figure 13 shows the distribution of the standard deviation of these predictions (in red for FR=0 and in 
blue for FR=1). As can be seen, the cheaper the fuel, the higher the FEFF1 and vice versa, the more 
expensive the fuel, the lower the FEFF1. This implies that when the fuel cost is low, the airlines tend 
to fly less efficient (maybe choosing longer routes with cheaper route charges), and when the fuel cost 
is high, the airlines tend to fly more efficient (maybe prioritising short routes against longer routes with 
cheaper route charges). Moreover, for most of the fuel cost values, the value of the FEFF1 is smaller 
when FR=1. In particular, the highest value of FEFF1 when FR=1 is smaller than the highest value of 
FEFF1 when FR=0. This may suggest that this SESAR solution allows for more efficient flights when the 
fuel cost is high. 

According to Figure 13, the predictive standard deviation in both scenarios (FR=0 and FR=1) is very low. 
This implies that the model is very confident about its predictions. Also, the highest values of the 
predictive standard deviation are obtained for the maximum and minimum values of the fuel cost (i.e., 
for 3.5 and 0.01, respectively). In particular, the highest values of the standard deviation when FR=1 
are reached for fuel cost = 0.01, and the highest values of the standard deviation when FR=0 are 
reached for fuel cost = 3.5.  
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Figure 12 FEFF1 predictions (y-axis) for each value of the fuel cost (x-axis). In red for FR=0 and in blue for 
FR=1 
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Figure 13 Standard deviation of the FEFF1 predictions (y-axis) for each value of the fuel cost (x-axis). In red 
for FR=0 and in blue for FR=1 

8.2 R-NEST metamodels 

8.2.1 Initial R-NEST metamodel 

8.2.1.1 Metamodel training 

For this case, the labelled training data consisted in 58 points. Figure 14 shows the distribution of the 
input variables (denoted as configurations and sectors) of this set per output variable (PUN1 and CEF2). 
The colour of the points indicates the value of the output variable considered. As can be seen, in the 
PUN1 case (left-side) the colour follows an almost-perfect gradient with respect to the sectors values, 
i.e., the bigger the sector duration variable is, the bigger the PUN1 is. Regarding the CEF2 case, the 
colour gradient is increases continuously with respect to the sector duration variable up to around 250, 
from that point the values start to decrease (in a continuous way as well). 

From these figures, one can suppose that the sector duration variable is more related to the output 
variables. We can see this in the colour gradient distribution of the points. The results show that there 
is colour variation horizontally, in other words, in line with the variations in the value of the sector 
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variable. However, no vertical colour variation is observed, which indicates that the configurations 
variable has hardly any influence on the indicator. To further analyse this, each output variable is 
plotted against each input variable. Figure 15 shows the distribution of each output variable with 
respect to each input variable. As can be seen, both distributions with respect to the configuration 
duration variable seem pretty chaotic, while the ones with respect to the sector durations present a 
clearer pattern. 

 

Figure 14 Distribution of the labelled data per KPI for the initial R-NEST metamodel 

 

Figure 15 Distribution of each output variable with respect to each input variable 

After performing this analysis of the labelled data, the metamodel was trained. Figure 16 and Figure 
17 show the RMSE of the predictions for the test set for each output variable in each iteration of the 
AL training cycle. Each repetition of the experiment is plotted in a blue line, and for each iteration, the 
mean and median of the RMSE in each repetition are computed and plotted in red and orange, 
respectively. The right plot of both figures shows the comparison between the mean RMSE values for 
both query strategies. As can be seen, the variance sampling query strategy produce more regular and 
stable results in both cases, as the blue plots are more similar among them and the mean. Moreover, 
the band that encloses the RMSE of each experiment in this case is narrower. Moreover, the 
comparison of the RMSE means for both query strategies (figures on the right) shows that the mean 
for the variance sampling is always smaller than for random sampling, especially in the first iterations. 
This suggests that the points with higher predictive variance contain more information for the 
metamodel, as expected. From 30 iterations, both values are really similar. 
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Figure 16 RMSE of the prediction of the PUN1 variable per iteration for the two query strategies considered 
(variance and random sampling) 

 

Figure 17 RMSE of the prediction of the CEF2 variable per iteration for the two query strategies considered 
(variance and random sampling) 

The model was finally trained with the variance sampling query strategy, as it produced more stable 
results. 

Once the metamodel is trained, its predictive performance is evaluated on the training set. Figure 18 
and Figure 19 compare the distribution, using a colour map, of the actual and predicted values of each 
output variable with respect to both input variables for the training set. As in Figure 14, the colour of 
the points indicates the value of the output variable considered. As can be seen, the colour distribution 
is very similar in both cases.  
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Figure 18 Predictions for the PUN1 output for the training set 

 

Figure 19 Predictions for the CEF2 output for the training set 

Finally, Figure 20 shows the distribution of each output variable with respect to each input variable for 
the points of the labelled training set. The figure shows the actual values, first row, and the predicted 
ones, second row. The first two columns correspond to the distribution of the PUN1 and CEF2 
variables, respectively, with respect to the configurations variable, where the points are coloured 
according to the value of the sectors variable (using the same colour scale as in Figure 19). And the last 
two columns correspond to the distribution of the PUN1 and CEF2 variables, respectively, with respect 
to the sectors variable, where the points are coloured according to the value of the configurations 
variable. As can be seen, the distribution of the predicted values follows a similar pattern to the one 
described by the actual values, especially when plotted against the sectors variable. For the case 
regarding the configurations variable the point distribution seems more chaotic so it is more difficult 
for the algorithm to model that behaviour. 
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Figure 20 Distribution of the actual and predicted output variables with respect to each input variable 

8.2.1.2 Predictive performance 

Once the metamodel is trained, its predictive performance is assessed on the validation set. Recall that 
this set contains 15 points. Table 4 shows the RMSE and the MAPE values for the validation set. As can 
be seen, the error values are pretty good, especially the ones corresponding to the CEF2 variable. 

Table 4 Predictive error for the validation set of the R-NEST metamodel 

 PUN1 CEF2 

RMSE 2.45 0.14 

MAPE 0.125 0.008 

 

Figure 21 compares the distribution of the actual and predicted values of each output variable with 
respect to both input variables using a colour map in which the colour of each point corresponds to 
the value of the output variable considered (in the same way as Figure 14 did) for the training set. As 
can be seen, the colour distribution is very similar in both cases. 

Finally, Figure 22 shows the comparison of the actual and predicted values together with the standard 
deviation of the prediction (vertical error bar in grey). As can be seen, the predictions for the CEF2 
variable are pretty close to the actual value and in most of the cases the actual value lies in the standard 
deviation interval of the point. On the other hand, the predictions for the PUN1 variable are worse 
and, in many cases, the actual point lies out of the standard deviation interval of the point. 
Nevertheless, the model gets to capture pretty well the inertia and behaviour of the variable. 
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Figure 21 Comparison between the actual and predicted values for the PUN1 and CEF2 variables for the 
validation set 
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Figure 22 Predictive performance of the R-NEST metamodel on the validation set 

8.2.1.3 Visual analytics 

Finally, the complete input-output space (i.e., the 466 points corresponding to the possible 
configurations of the ICO parameters) of the metamodel was analysed. The standard deviation of the 
predictions is also computed.  

Figure 23 shows the distribution of the sectors and the output variables for each value of the 
configurations variable. Each column represents a different variable: configurations, sectors, 
predictions for PUN1, predictions for CEF2, standard deviation of the predictions for PUN1, and 
standard deviation of the predictions for CEF2. The colour code varies depending on the values of the 
configurations variable and each horizontal band states for a different value of that variable. For that 
fixed value, all the possible values of the sectors variable are considered and, for each combination, 
the predicted values of PUN1 and CEF2, together with their predictive standard deviation, are 
depicted. As can be seen, the shapes of the PUN1 and CEF2 variables in terms of the sectors variable 
(i.e., for each horizontal band) are similar along the different values of the configuration variable.  

Finally, Figure 24 shows the same information as the previous figure but using boxplots to represent 
the distribution of each variable in terms of each value of the configurations variable. The first column 
of this image denotes the number of input points with that value of the configurations variable. As can 
be seen, the distribution varies for each value of the configurations variable. In that figure, it can be 
also observed that the standard deviation of both variables takes the widest range of values (in 

https://www.sesarju.eu/


D5.1 ACTIVE LEARNING METAMODELLING 

 

Page 46 I 58 
 

  
 

 

particular, the highest values) for values of the configurations variable between 195 and 235. This 
implies that the metamodel is less confident of its predictions for those values.  

 

Figure 23 Distribution of the input-output space per input variables combination 
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Figure 24 Boxplot of the distribution of the sectors and output variables per value of the configurations 
variable 

8.2.2 Extended R-NEST metamodel 

8.2.2.1 Metamodel training 

In this last case, the labelled training set contains 80 points. In first place, a data analysis of this set was 
performed. Figure 25 shows the distribution of the output variables (PUN1 and CEF2) per input variable 
(denoted as configurations and sectors, as before). The colour of the points indicates the cluster they 
represent. As can be seen, for similar values of the input variables, each day presents pretty different 
values of the output variables. This behaviour is especially interest in the case of the CEF2 variable, 
where the values are clearly distributed by levels according to the day.  

Figure 26 shows the time series of the hourly entry counts along the day for each representative day 
considered (using the cluster as label). As can be seen, each day has a different pattern (as expected, 
as they represent different clusters). 

Next, the metamodel was trained following the process explained in Section 7.3.  
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Figure 25 Distribution of each output variable with respect to each input variable according to cluster 
belonging 

 

Figure 26 Hourly entry counts per representative day 
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Figure 27 and Figure 28 show the RMSE per iteration of the predictions for the test set for each output 
variable. As in previous cases, each repetition of the experiment is plotted in a blue line and the mean 
and median of the RMSE of each repetition are computed and plotted in red and orange, respectively. 
The right plot of both figures shows the comparison between the mean RMSE values for both query 
strategies. In both cases, the variance sampling produce more regular results, since the band enclosing 
the blue plots is narrower. In the plots on the right, it can be seen that the mean of the variance 
sampling is better than the mean of the random sampling in almost all the iterations.  

 

Figure 27 RMSE of the prediction of the PUN1 variable per iteration for the two query strategies considered 
(variance and random sampling) for the extended R-NEST metamodel 

 

Figure 28 RMSE of the prediction of the CEF2 variable per iteration for the two query strategies considered 
(variance and random sampling) for the extended R-NEST metamodel 

The variance sampling query strategy was finally selected, as the mean RMSE with this strategy is 
smaller in almost all the iterations and it produced more stable results. 

Next, the predictive performance of the trained metamodel is assessed on the training set. For that, 
the distribution of the actual and predicted values of each output variable is compared. These 
comparisons are shown in Figure 29 and Figure 30. To visualise the results, a colour map is used in 
which for each combination of the input variables, the point is coloured according to the value of the 
corresponding output variable. In the case of the PUN1 variable (Figure 29), the distributions of the 
actual and predicted data are very similar, except for a few data points. Regarding the CEF2 variable 
(Figure 30), the predictions are much dissimilar to the actual data. This means that the model was not 
able to correctly capture the distribution of that variable with the number of points with which it has 
been trained. 

https://www.sesarju.eu/


D5.1 ACTIVE LEARNING METAMODELLING 

 

Page 50 I 58 
 

  
 

 

 

  

Figure 29 Predictions for the PUN1 output for the training set – extended R-NEST metamodel 

  

Figure 30 Predictions for the CEF2 output for the training set – extended R-NEST metamodel 

Finally, in order to better visualise the distribution of the predictions of the metamodel and compare 
then to the actual data, the real and predicted values of each output variable are plotted against the 
values of each input variable. These comparisons are shown in Figure 31. The first row of the figure 
shows the distributions of the actual values of the points in the training set, while the second row 
shows the distributions of the predicted values. In turn, the first two columns show the distribution of 
the PUN1 and CEF2 variables, respectively, with respect to the configurations variable, where each 
point is coloured according to the value of the sectors variable. Reciprocally, the last two columns show 
the distribution of the PUN1 and CEF2 variables, respectively, with respect to the sectors variable, with 
the data points coloured based on the value of the configurations variable. 

As can be observed, the plots with respect to the configurations variable (two first columns) show a 
more similar pattern between the actual and predicted values than the plots with respect to the 
sectors variables (two last columns). In particular, the points with the smaller and bigger values of the 
sectors variable are the ones for which worse predictions are achieved. This may suggest that the 
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metamodel is able to better model the behaviour of the configurations variable than the behaviour of 
the sectors variable. 

  

Figure 31 Distribution of the actual and predicted output variables with respect to each input variable – 
extended R-NEST metamodel 

8.2.2.2 Predictive performance 

Next, the predictive performance of the trained metamodel is assessed on the validation sets. Recall 
that in this case there were two validation sets, one with 13 labelled points corresponding to the six 
representative days, and another one with 28 labelled points corresponding to dates of the 7th AIRAC 
different from the six representative days. The first validation set assesses the ability of the metamodel 
to generalise within the same days used to train it. Whereas the second validation set assesses the 
ability of the metamodel to generalise to other different days of the AIRAC. This way, the approach 
followed to define this metamodel (mixing the traffic patterns and the metamodelling methodologies) 
is fully evaluated. 

In first place, the predictive performance for the validation set with the six representative days is 
analysed. Table 5 shows the RMSE and the MAPE values for the validation set with the six 
representative days. As can be observed, the error values for the PUN1 variable are high, however, the 
ones corresponding to the CEF2 variable are good. 

Table 5 Predictive error for the validation set with the six representative days of the R-NEST extended 
metamodel 

 PUN1 CEF2 

RMSE 5.66 0.24 

MAPE 0.306 0.015 

 

Figure 32 shows the actual values and the predictions for this validation set together with the standard 
deviation of the predictions (vertical error bar in grey), where the actual values are coloured by cluster 
belonging and the points in black are the predictions. As in previous cases, each output variable is 
plotted with respect to each input variable. The results for the CEF2 variable are good (as already 
noticed), as most of the actual values lie in the standard deviation interval of its prediction. This may 
imply that the metamodel produces confident and accurate predictions for this variable for the six 
representative days. On the other hand, the predictions for the PUN1 variable are in general worse, 
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although for many points the actual value still also lies inside the standard deviation interval of its 
prediction. These less accurate results may be due to the higher variability of this variable, whose 
behaviour might not be fully captured by the labelled training set (and maybe more labelled points 
would be needed). 

  

Figure 32 Predictive performance of the R-NEST extended metamodel on the validation set with the six 
representative days 

Finally, the predictive performance with the validation set with different days is analysed. Table 6 
shows the RMSE and MAPE values of the predictions for the validation set with different days than 
those used to train the metamodel. As can be seen, the predictive errors for the CEF2 variable are 
higher than the ones obtained for the validation set with the representative days (Table 5). On the 
other hand, it is interesting to note that, despite the predictive errors for the PUN1 variable are also 
high, they are smaller than those for the validation set with the representative days (Table 5). The fact 
that the results for this dataset are less accurate was expected, as the vectors of hourly entry counts 
are different from the ones that the model has already seen. 

Table 6 Predictive error for the validation set with different days of the R-NEST extended metamodel 

 PUN1 CEF2 

RMSE 3.23 0.61 

MAPE 0.247 0.035 
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Figure 33 shows the comparison between the actual values and the predicted ones, together with the 
standard deviation of the predictions. As in Figure 32, the actual values are coloured by cluster 
belonging and the predictions are plotted in black, with the standard deviation interval represented 
by the vertical grey line. Also, each output variable is plotted against each input variable. Note that the 
dataset does not contain any point from clusters 1 and 3 because these clusters only contained one 
day in the 7th AIRAC, which was used for training. 

As can be seen, the predictions are much worse for this validation set (as already noticed with Table 
6), the standard deviation intervals are much larger and the true value of only a few points is within 
the standard deviation predictive interval. This may suggest that the metamodel has not enough 
information to accurately generalise to other days different from the ones used to train it. 
Nevertheless, regarding the PUN1 variable, it can be observed that the metamodel is able to model 
the behaviour and the inertia of the variable. 

  

Figure 33 Predictive performance of the R-NEST extended metamodel on the validation set with different 
days than the six representative days 

Recall that the training set contained 80 points, and the total input space of the metamodel consists 
in 13,048 points. Hence, the small labelled set might not contain enough information for the 
metamodel to infer the global behaviour of the entire input space. However, the results obtained show 
the potential of this approach that, from only 80 labelled points corresponding to six days, manages to 
output predictions for the rest of the days of the AIRAC. To overcome that problem, more 
representative days could be included in the labelled training set, considering also, for instance, the 
ones with worse silhouette score per cluster, as suggested in [9]. Additionally, the labelled set should 
be extended with more labelled points. 
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8.2.2.3 Visual analytics  

As in previous occasions, the complete input-output space of the metamodel is analysed. In this case, 
only the input space corresponding to the six days used to train and validate the metamodel are 
considered (i.e., 2,796 points), as the metamodel does not produce good predictions for the rest of 
the days of the AIRAC. Then, a visual analysis of the complete input-output space of the metamodel 
for the six representative days is performed.  

In this case, the analysis is focused on the differences among the patterns of the output variables for 
each cluster (i.e., each day). Figure 34 shows the distribution, using a boxplot, of the input and output 
variables within each cluster. The first row shows the global distribution of the variables for all the 
cluster, while the next six rows show the distribution per cluster. The columns show, respectively, the 
number of points in each cluster, the cluster number, a colour label for each cluster, and the boxplot 
for the configurations variable, the sectors variable, the predictions for the PUN1 variable, the 
predictions for the CEF2 variable, the standard deviation of the prediction for the PUN1 variable, and 
the standard deviation of the prediction for the CEF2 variable. As can be seen, each day presents a 
clearly different distribution of the output variables, as expected, since each day represents a different 
cluster within 7º AIRAC of 2019, i.e., a different traffic pattern.  

 

Figure 34 Distribution of the input and output variables per day 
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9 Conclusions 

This document has described the methodology proposed by the SIMBAD project to build several 
metamodels for two ATM simulators, DYNAMO and R-NEST. In particular, three metamodels were 
defined, one for DYNAMO and two for R-NEST. For each simulation tool, the metamodels are defined 
in terms of a different SESAR Solution, namely, FRA for the DYNAMO metamodel and DCB for the R-
NEST metamodels.  

As a fundamental part of metamodeling activities, an active learning scheme was defined in order to 
train the metamodels proposed. Although a first approach was developed within the context of the 
SIMBAD project, the NOSTROMO metamodelling API has been finally used to validate and train said 
metamodels. This collaboration between the NOSTROMO and SIMBAD projects brings several 
advantages, such as the maximisation of the synergies between the two projects and the consolidation 
of the NOSTROMO metamodelling framework, demonstrating the required flexibility and scalability to 
adapt to different types of ATM microsimulators. 

The results obtained for the different metamodels show the potential of the proposed methodology. 
The DYNAMO metamodel achieves very good results, getting to model very accurately the behaviour 
of the simulation tool. Despite the validation set only contains six points, the predictive results 
obtained are very accurate, with mean predictive error under 2%. Moreover, in most of the cases, the 
actual value is very close to the predicted one, and stays within the standard deviation interval. Finally, 
the predictions for the complete input space allow to analyse the effect of the FRA solution on the fuel 
efficiency indicator, showing that the FEFF1 is usually smaller when FR=1, which may imply that FRA 
allows for more efficient flights (as expected).  

The first R-NEST metamodel is defined for just one day, the 5th July 2019. The overall predictive 
performance of this metamodel is very good, with mean predictive error under 13% for the PUN1 
variable and under 1% for the CEF2 variable. In particular, the predictive results for the validation set 
for the CEF2 output variable are very accurate, with most of the actual values lying inside the standard 
deviation interval.  

The second R-NEST metamodel is an extension of previous metamodel to include more days. For that, 
the metamodelling approach was combined with the identification of traffic patterns and the selection 
of representative days development [9]. As a result of this work, six representative days were selected 
for the 7th AIRAC in the Bordeaux ACC. In order to include the day in the metamodel, each day was 
characterised by their hourly entry counts in the ACC. This way, the input space of the metamodel was 
extended with this 24-dimension vector. The metamodel was trained with a labelled dataset with these 
days and the predictive performance of the metamodel was assessed on two validation sets, one 
containing the same six representative days and another one with different days of the AIRAC. With 
this, both the ability to generalise of the metamodel and the combined approach followed are 
assessed.  

On the one hand, the predictive results for the validation set with the representative days are very 
accurate for the CEF2 variable, with mean predictive error under 2% and most of the actual values 
belonging to the standard deviation predictive interval. While for the PUN1 variable are worse, with 
mean predictive error around 29%. The fact that the results for the PUN1 variable are worse may be 
due to the higher variability of this variable, whose behaviour might not be fully captured by the 
labelled training set (and maybe more labelled points would be needed). 
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On the other hand, the predictive results for the validation set with different days are worse in general, 
with mean predictive error above 3% for the CEF2 variable, and around 26% for the PUN1 variable. In 
this case, the predictive errors for the PUN1 variable are smaller than for the other validation set, 
although the value is still high. In both cases, the actual value of most of the points lies outside the 
standard deviation predictive interval, which may imply that the metamodel has not enough 
information to accurately generalise to other days different from the ones used to train it. 
Nevertheless, the results obtained shown the potential of this approach. As discussed in Section 
8.2.2.2, to overcome this problem, the days with worse silhouette score per cluster could also be 
included in the set of representative days (as suggested in [9]). Also, the labelled set should be enlarged 
with more labelled points. 

9.1 Next steps 

The objective of the AL metamodelling methodology presented in this document is to provide a 
computationally efficient approximation of the input-output space of complex microsimulation 
models. To this end, the metamodelling methodology presented in this document will be further 
evaluated in the WP6. In particular, the performance of the simulators and the metamodels will be 
compared in terms of computational and human time and resources, accuracy, and memory needed, 
among others.  
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Appendix A Methodology validation at SIMBAD 2nd 
Stakeholder Workshop 

The methodology followed to define the DYNAMO and R-NEST metamodels, as well as the AL 
framework used to train them, were presented and validated at the SIMBAD 2nd Stakeholder 
Workshop, held on 11th February 2022. 

The workshop participants included several academic experts from all the core research areas involved 
in WP3, WP4, and WP5 (including reinforcement learning, traffic patterns, metamodelling, and visual 
analytics), as well as representatives from SESAR ER4 TAPAS project and from the SJU. The results 
presented were well received, and the attendees showed a great interest in the work that this project 
is developing. 

The feedback obtained for the AL metamodelling methodology is summarised below: 

• It was suggested not to use the variance reduction as indicator of the model performance for 
the stopping criterion, as sometimes the model may be overconfident about its predictions. 
Cross-validation was suggested instead. Additionally, with this method, the model 
performance among folds can be compared to analyse the model dependence of the data, 
reaching a more robust and reliable measure of the model performance. Regarding the 
continuous input variables, such as the fuel cost, instead of manually discretise them, we were 
suggested to use optimisation functions from the sklearn python library to pre-process them. 

• Regarding the FRAIT binary variable, we were suggested to compute the feature importance 
of such variable in the trained metamodel in order to analyse whether it is informative for the 
metamodel or it is better to have one model per value, e.g., one model for FRAIT=0 and 
another for FRAIT=1.  

• Regarding the additional inputs of the DYNAMO metamodel, we were suggested to include 
them all and analyse the feature importance of each of the new added variables to analyse 
which of them should be included in the final version of the metamodel. 

• Finally, regarding the Gaussian Process kernel function, Matérn kernel was suggested as 
alternative to RBF if the latter does not lead to satisfactory results. 

As finally the NOSTROMO metamodelling framework was used to develop the metamodels for the 
SIMBAD project, most of these comments were not considered. Although the members of the project 
greatly appreciate the feedback provided and the interest of the workshop attendees.  
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